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Abstract

Image-guided Interventions (IGI) have revolutionized medical practice and improved

the quality of life for patients by enabling less invasive surgeries and treatments. Re-

cent advancements in computing power and learning algorithms, e.g., Deep Learning

(DL), have allowed automated learning-based systems to identify diseases with accu-

racies comparable to clinicians, adding further capabilities and potential to IGI. In

a typical IGI, image registration methods are utilized to incorporate pre-operatively

identified lesions/information into the intra-operative procedure. This makes image

registration a fundamental part of IGI. Furthermore, learning algorithms are utilized

in both improving pre-operative to intra-operative information integration as well as

enhancing interpretation of intra-operative images, procedures, and guidance.

The overall objective of this thesis is to identify and address several important

considerations in each of these elements of IGI. In particular, for image registration,

we propose solutions to enhance the explainability and interpretability of registra-

tion methods through a novel theoretical framework that connects the conventional

information-theoretic based algorithms to the new deep metric-based methods; fur-

thermore, we propose a new image registration approach based on deep probabilistic

multi-class classifiers which can be utilized to estimate the uncertainty of registration.

We test and evaluate our solutions in image registration on simulated neurosurgical
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data, and in a study using radiation therapy data from our local health sciences

centre.

To enhance the interpretation of intra-operative imaging, we propose an appli-

cation of unsupervised representation learning that considers the vagaries and noisy

nature of the gold-standard labeling in biopsy data. We demonstrate that by map-

ping biopsy samples with similar properties close to each other on a hyper-lattice, we

are able to successfully cluster regions of malignant and benign tissue in the prostate.

We also investigate different techniques for pre- and intra-operative information fusion

through deep learning. We demonstrate the significant potential of multi-modality

integration of information from MRI and ultrasound to improve prostate cancer de-

tection. Our developed solutions enable the generation of cancer probability maps

that can augment prostate biopsies and improve targeting of cancer foci. Finally, we

develop an open-source browser-based framework to make the deployment of learning

algorithms in IGI more accessible to practitioners and for educational purposes.
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Chapter 1

Introduction

1.1 Image-guided Interventions

Image-guided Interventions (IGI) are minimally invasive procedures that utilize com-

puters and imaging data to augment physicians’ visualization of the surgical site [27].

This augmentation is usually achieved by fusing information (e.g., through image

registration) from pre-operative and intra-operative imaging.

A typical IGI procedure may involve acquiring pre-operative tomographic images

of high resolution (e.g., MRI or CT) to delineate lesions or plan surgery [27]. Later,

intra-operatively, two main approaches are used to integrate the pre-operative infor-

mation and augment procedure: 1) tracked surgical instruments are used to localize

anatomical points (or fiducial markers), enabling point-wise registration between pre-

operative images and patient anatomy; or 2) an initial intra-operative image (e.g.,

tracked ultrasound or cone beam computed tomography) is acquired and the imaging

information (pixel values) is used to find the correspondence between pre-operative
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and intra-operative coordinate spaces through image registration. Following the cal-

culation of this correspondence, the locations of the pre-operatively extracted infor-

mation (e.g., targets, identified lesions) are displayed on the intra-operative image of

the patient and the physician can use this information to accomplish the procedure.

The first use-case of imaging data to guide surgical procedures was reported close

to 100 years ago [27]. Modern IGI techniques have been revolutionized in the recent

20 years due to the emergence of new imaging modalities and advances in computing.

Development of diagnostic imaging modalities such as multiparametric MRI (mp-

MRI) has shown to not only increase the diagnostic accuracy of different diseases such

as Prostate Cancer (PCa) but also avoid unnecessary biopsies [2]. Although expert

human readers can interpret most imaging information quickly and accurately, factors

such as scalability, availability, time, and cost have been discussed as driving factors

for developing automated systems [163, 15]. Advances in learning algorithms such

as Machine Learning (ML) and Deep Learning (DL) [84] have enabled the design of

computer-aided detection and diagnosis systems, which can assist physicians in the

interpretation of medical images. In addition to detection and diagnosis of disease,

prediction and prognosis of its outcome and recurrence are two other main areas

where learning algorithms can assist and enhance data interpretation while enabling

personalized medical treatment [32].

The performance of the learning algorithms in medical image analysis has been

drastically improved in the past few years, an encouraging factor for the field of IGI.

In a recent study, Liu et al. [86] performed a systematic review and meta-analysis of

31,587 studies on medical imaging, and found equivalent sensitivity and specificity in

the performance of learning algorithms and health-care professionals in the diagnosis
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of disease.

Although advancements in learning algorithms and image registration techniques

promise an improved IGI procedure for patients, there are associated challenges and

limitations with regard to each component, some of which will be addressed in this

thesis.

1.2 Limitations

1.2.1 Image Registration

Image registration is one of the two main cornerstones of IGI which has been rigorously

investigated by researchers in the past few decades [50, 55, 130, 154]. In image

registration, the main purpose is to provide an accurate and fast mapping between

two imaging spaces (pre- and intra-operative space) and provide visualization for

the surgeon to navigate [3]. Conventionally, information-theoretic based approaches

have been proposed which could solve many image registration problems without

customization. Currently, image registration in IGI has the following limitations:

Missing Connection of Theoretical Basis of Deep Learning-based Regis-

tration Techniques to Conventional Approaches

With the emergence of DL, there have been increasingly more efforts on data-driven

approaches for registration as opposed to hypothesis-driven, with more focus on the

performance of methods. This can also be seen in the recent evolution of grand

challenges in medical imaging conferences [158, 91]. As a result, most of the recent

DL-based registration techniques lack explainability, and the fundamental connection

of these approaches to the vast amount of previous research based on information
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theory has been lost [90, 113, 155]. As a result, all the gains and experiences acquired

through past approaches are not being used effectively to benefit new directions.

Need for Fast, Accurate, and Probabilistic Image Registration Techniques

with Uncertainty Estimates

Although the theoretical aspect of registration methods is an important factor, a

successfully performed IGI procedure depends critically on the image registration

quality. In other words, the performance of the registration is the main driver for

the success of the outcome. Registration methods, especially non-rigid registration

between pre- and intra-operative data, take into account the deformability of the

tissue and incorporate changes due to tissue motion or tumor resection. As the

currently available registration methods do not lead to perfect results for such tasks,

it would be beneficial for the registration systems to predict local estimates of the

registration uncertainty. In addition to accuracy, this information could be used

to alert the user to not depend critically on the registration results in areas of low

confidence, hence improving the interpretability of these techniques.

1.2.2 Learning Algorithms

Vast amounts of biomedical data including multi-modal and multi-source imaging

already exist prior to and during IGI, but are hard to take advantage of solely based

on a physicians’ intuition. Conventional statistics also fail to identify complex inter-

actions between different modalities. Learning algorithms are increasingly being used

to address these gaps in data analysis, but they suffer from the following limitations:
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Noisy Nature of Labels in Biomedical Data

Supervised learning is a branch of learning algorithms which is most frequently used

in IGI. In supervised learning, the model learns from labeled data which is often

provided by human annotations. Not only is medical data noisy, but also the labels

associated with disease diagnosis are imperfect and subjective. Biopsy data is an

example of this situation where the ground truth is not finely annotated and highly

subjective and incomplete. The problem of inaccurate labeling for medical data is

inevitable and needs to be addressed in order to increase the performance of methods

used for pre- or intra-operative diagnosis and interventions. Such methods augment

the physicians’ visualization in IGI.

Neglecting the Intra-operative Imaging Information

A typical IGI procedure is often performed via an imaging medium (e.g., Ultrasound,

CBCT) that may be different from the pre-operative imaging modality. Differences in

tissue appearance in pre- and intra- operative imaging modalities offer complementary

information which can be utilized in learning algorithms. This enables the integration

of information about the disease from both pre- and intra-operative states which has

not been fully investigated in the literature.

Large Overhead on Hardware and Software for Deployment

Finally, as the learning algorithms get more sophisticated, the knowledge gap between

the users (clinicians) and technology widens. Therefore, successful integration of

learning algorithms into the clinical workflow not only requires a user-friendly and

standard graphical interface but minimum hardware and software overhead. The
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process of integration of learning algorithms in routine clinical workflow has been

slow due to requirements for libraries that are specific to each learning model and

limitations and requirements in clinical centres. There is a need for a software with

minimal to zero intrusion to the standard clinical workflow.

The contributions of this thesis are towards addressing these theoretical and prac-

tical considerations to improve the accuracy, success, and ability to deploy IGI.

1.3 Relevant Literature

In the previous section, limitations of the two main components of IGI (image regis-

tration and learning algorithms) were discussed. Here, a short summary of pertinent

research in the literature is reported. In the following chapters, a detailed survey of

related work to each topic is presented.

1.3.1 Image Registration

The major successes of general uni-modal and multi-modal registration solutions are

mainly derived from information theory and metrics associated with it [90, 150].

Entropy and Mutual Information (MI) are two fundamental human-designed building

blocks in information theory which relate the statistical properties of intensity values

between the source image (i.e., moving or to-be-registered) and the target (i.e., fixed

image). Metrics built from information theory are considered hypothesis driven and

human-designed. An advantage of human-designed metrics is their explainability and

intuitive nature [18, 30]; as a result, information theory has been widely used in other

fields such as Psychology [4] and Neuroscience [37] as well.
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With the success of DL algorithms in computer vision, researchers in medical imag-

ing have utilized these methods for solving image registration tasks. Two common

areas of image registration have been particularly revolutionized by DL: 1) estimation

of similarity measures [130, 156, 24], and 2) estimation of transformation parameters

[136, 95]. In a study, Wu et al. [156] explored unsupervised learning methods to ex-

tract deep features from input image patches and used the learned features vectors,

instead of hand-crafted features, in an existing registration method. Cheng et al. [24]

proposed learning such a metric by training on corresponding and non-corresponding

patches from CT and MR in a multi-modal stacked denoising auto-encoder framework.

In another study, Simonovsky et al. [130], trained a CNN classifier to distinguish be-

tween pairs of corresponding and non-corresponding patches. Although significant

improvements (compared to conventional information theoretic-based methods) have

been demonstrated by the new deep metric-based registration techniques, all the in-

vestigated deep metrics are built using a data-driven approach with more emphasis

on performance than theoretical foundations.

As explained, interpretability and explainability of a registration method can be

enhanced by providing uncertainty estimates. It can provide extra information to the

user with regions that the registration method had difficulties in mapping. This level

of explainability has applications in many IGI fields including oncological-surgeries

such as neurosurgery [88]. Conventionally, statistics on transformation parameters

have been used to describe the uncertainty of estimation [133, 132] using contin-

uous [79, 116, 134, 153] or discrete [48, 49, 57, 152] probabilistic registration ap-

proaches. More recently, deep learning approaches have been proposed which are

capable of estimating the uncertainty of registration. In a study, Dalca et al. [11]
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proposed VoxelMorph, an unsupervised deep learning network which minimizes con-

ventional similarity metrics and is capable of generating registration uncertainty. In

another study, Yang et al. [159] used Bayesian dropout in their deep network to enable

the estimation of uncertainty by sampling predictions from the network. Previous lit-

erature has addressed estimation of the registration uncertainty. However, methods

that calculate uncertainty while jointly learning the registration problem have not

been fully investigated.

1.3.2 Learning Algorithms

Most research that addresses noisy labels in IGI focuses on identifying noisy data and

either removing or re-weighting the contribution of such data in calculating the loss

for training. In a recent study, Zhu et al. [167] proposed a Quality Awareness Module

to monitor the descending speed of loss for noisy labels. As a result, a “relative

quality” of the label for each data point was estimated and a network was trained

on clean-annotated data for the task of segmentation. Le et al. [78] explored the

same idea for collecting a small set of clean data and appropriately weighting the

training samples in pancreatic cancer detection in whole slide images. In addition to

this line of research, there have been few studies focusing on the stochastic relation

between the correct label and the observed noisy label. Dgani et al. [36] proposed

a deep network training strategy by modeling the label noise as part of the network

architecture. In their study, they added a noisy channel to the deep network and

simultaneously optimized the classifier and noisy channel parameter for the task of

skin lesion detection. Although these approaches mainly focus on identifying noisy

data, investigating the similarity of data points to each other as a means for addressing



1.3. RELEVANT LITERATURE 9

noisy labels has not been fully investigated.

In the literature of learning from multi-modality data, there have been only a

few studies in the context of audio, image, and text data for image annotation and

retrieval [140, 76, 139, 103], with fewer papers on integration of the medical data for

IGI [53, 148]. In a study, Aytar et al. [5] proposed a jointly trained convolutional

neural network on text, sound and image data for aligned representation learning.

In another study, Kuga et al. [76] used multi-modal, multi-task encoder-decoder net-

works with shared latent representation for analysing depth images. Valindria et

al. [148] studied different architectures of U-nets for segmentation of MRI and CT of

the liver. Outside of the context of image registration, building multi-modal models

trained on information from intra-operative and pre-operative imaging data for IGI

has not been investigated yet.

With recent advancements in learning algorithms, deployment of state-of-the-art

models is a priority yet a practical challenge since these methodologies have specific

requirements for libraries, environments, and hardware. Researchers have developed

toolkits such as NiftyNet [47] and DeepNeuro [16] to make DL-algorithm design for

medical imaging more accessible in particular application areas. However, these toolk-

its have not taken into consideration the deployment of the models. More recently,

softwares such as DeepInfer [93] and TOMAAT [98] have been released that are a step

towards the integration of models into clinical workflow. However, with these soft-

ware solutions, there is a dependency on other visualization software packages (e.g.,

3D slicer [40]). Successful integration of learning models in clinical settings requires

minimum software and hardware overhead which has not been addressed yet.
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To summarize, although researchers are working on addressing limitations of ex-

plainability in image registration in IGI, to date, most of the literature in this area has

focused on improving the performance of algorithms. There have also been improve-

ments in learning algorithms trained on pre- and/or intra-operative data; however,

the usage of unsupervised similarity learning for addressing noisy labels and fusion

of information between modalities for IGI have not been explored in depth. In this

thesis, the objectives are set to improve the quality of IGI by addressing these limi-

tations.

1.4 Objectives

The main objective of this thesis is to develop theoretical and practical solutions

in order to contribute to the two main components of IGI (image registration and

learning algorithms); thus, taking significant steps towards improving the quality of

life for patients. More specifically, the objectives of this thesis are:

Objective 1. Improving explainability of deep learning-based image

registration by: i) investigating the connection of a particular DL-based image

registration approach with conventional information-theoretic based registration; ii)

development of a fast, accurate, and probabilistic image registration framework ca-

pable of estimating the uncertainty of image registration; iii) demonstrating a clinical

proof-of-concept of the developed approach.

Objective 2. Improving the robustness of learning algorithms by: i)

addressing the noisy nature of biopsy data used for training DL models through

unsupervised methods which do not rely on labels; ii) investigating different informa-

tion fusion techniques for incorporating multi-modality data available for most of IGI
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procedures.

Objective 3. Disseminating knowledge and democratizing learning al-

gorithms by: i) developing an open-source browser-based software capable of pro-

viding standard radiology tools and assisted-diagnosis via second-reader functionality

of deployed learning algorithms; ii) demonstrating the application of the developed

tool for prostate cancer diagnosis using mp-MRI.

1.5 Contributions

The following contributions were made in the course of achieving the objectives.

• A theoretical framework is proposed based on maximum profile likelihood for

pairwise and groupwise registration. We show that the maximum profile likeli-

hood registration minimizes an upper bound on the joint entropy of the distri-

bution that generates the data. Additionally, we derive the congealing method

for groupwise registration by optimizing the profile likelihood in closed form.

• A deep metric registration that implements maximum likelihood registration

using deep discriminative classifiers is developed. We show that this approach

can be used for maximum profile likelihood registration to remove the need for

well-registered training data, using iterative model refinement.

• A novel deep multi-class classifier method is proposed by learning different dis-

placement classes between patch pairs from fixed and moving images. Later,

the posterior probabilities are used to directly predict the expected values of

displacements and transformation parameters are updated accordingly.
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• The proposed deep multi-class classifier registration framework is utilized to

estimate the uncertainty of registration results, which will add to the inter-

pretability of registration methods. A real-world application on radiation ther-

apy images from our local hospital is used to evaluate the performance of our

devised system.

• A novel application of an unsupervised representation learning method, Deep

Neural Maps, is proposed for addressing the noisy nature of labels in prostate

biopsies. Using unlabeled and a subset of labeled data, we propose to learn

similarities between ultrasound signals from the prostate. As a result, various

colormaps representing the similarity of each region of the prostate to different

tissue categories are generated.

• Various data integration approaches are investigated for information fusion be-

tween pre-operative MRI and intra-operative ultrasound of the prostate. We

experiment with U-Net and Attention U-Net architectures and train them on

uni- and multi-modality data. We compare their performance on the task of

detecting clinically significant PCa and perform statistical analysis on the re-

sults.

• An open-source platform for the deployment of learning models in the cloud

is developed, which provides standard image viewing and manipulation tools

used by radiologists. A proof-of-concept application, ProstateCancer.ai, is

developed on the platform for prostate cancer diagnosis with mp-MRI. Finally,

the educational need for such applications is evaluated based on a survey from

radiology residents.

ProstateCancer.ai
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1.6 Thesis Outline

The rest of this thesis is subdivided into the following chapters as outlined below:

Chapter 2: Image Registration: Maximum Likelihood, Minimum Entropy

and Deep Learning

This chapter provides an overview of information-theoretic registration methods and

their connection to deep metric registration with classifiers. We start with maximum

likelihood and maximum profile likelihood for pairwise and groupwise registration.

Then, we review different approaches for solving maximum profile likelihood regis-

tration, and asymptotically analyze maximum profile likelihood and its relationship

to joint entropy registration. In the second part of the chapter, we introduce a new

formulation using discriminative approaches (trained on registered data) with max-

imum likelihood registration, and propose iterated model refinements to remove the

need for fully registered data.

Chapter 3: Deep Multi-class Classifiers for Image Registration: Applica-

tion in Image-guided Radiation Therapy

In Chapter 2, deep binary classifiers were used for registration where transforma-

tion parameters were optimized for accurate alignment of images. In Chapter 3, we

describe a multi-class classifier approach which removes the need to optimize trans-

formation parameters at registration time. Instead, the classifier output is used to

update the parameters. We also demonstrate that using a multi-class classifier enables

estimation of registration uncertainty which adds to the explainability of registration

methods. Simulated neurosurgical data and real-world RT data is used for evaluation

of the proposed method.
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Chapter 4: Addressing Noisy Nature of Gold-standard Biopsy Labels with

Deep Neural Maps:

Labels associated with gold-standard biopsy data, that are used to build learning

algorithms, are often noisy and prone to error. In this chapter, we introduce the

application of unsupervised representation learning to address this issue. We propose

a two stage training: first, we learn a lower-dimensional representation of unlabeled

data in a hyper-dimensional lattice where similar samples are projected to nearby

regions; next, using a subset of labeled biopsy data, we identify different regions of

the lattice corresponding to tissue categories.

Chapter 5: Improving Detection of Prostate Cancer Foci via Information

Fusion of MRI and Temporal Enhanced Ultrasound

This chapter is focused on investigating various information fusion strategies for in-

tegrating pre- and intra-operative data for PCa diagnosis. In particular, we perform

uni-modal training and also intermediate-, and late-fusion of MRI data and ultra-

sound using deep learning approaches and demonstrate their utility in IGI.

Chapter 6: Accessible and Democratic Deployment of Learning Models

for IGI

We propose an open-source browser-based platform for more accessible deployment

of learning models. We describe the architecture of our proposed framework in detail

and explain each component. A proof-of-concept application is developed in this

chapter, followed by an evaluation for the educational need for such application.

Chapter 7: Conclusion and Future Work

In this chapter, a short conclusion of the thesis is followed by suggestions for future

work.
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Chapter 2

Image Registration: Maximum Likelihood,

Minimum Entropy and Deep Learning

2.1 Introduction

In recent years, much effort has been invested in image registration methods with Deep

Learning (DL), resulting in improved performance on benchmark problems. Theoret-

ical foundations explaining relationships amongst the developed methods haven not

been as explored. In the first part of this chapter, we revisit information-theoretic

registration, which has been primarily formulated using generative models of joint

image data under the assumption that the images are registered. We use a maxi-

mum likelihood and information theoretic framework to shed light on the modeling

The material in this chapter is adopted from:

Sedghi A., et al. “Image Registration: Maximum Likelihood, Minimum Entropy and Deep
Learning”. Medical Image Analysis (submitted).

Sedghi, A., et al. “Semi-supervised Image Registration using Deep Learning”. In SPIE Medical
Imaging: Image-Guided Procedures, Robotic Interventions, and Modeling, pp 109511G, 2019.
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assumptions and relationships among previously described registration methods. We

study two applications of registration: pairwise and groupwise. Pairwise registration

of medical images aims to find a transformation that brings the anatomical contents

of images from the same or different image modalities into correct correspondence.

Groupwise registration has a similar aim for more than two images.

This material sets the stage for the second part of the chapter, where we describe

a new formulation for information-theoretic registration that uses a discriminative

approach in which a deep binary classifier is used to distinguish between features

from registered and un-registered patches in images. We further show that using

maximum profile likelihood alleviates the need for well-registered training data.

2.1.1 Background: Information Theoretic Registration

Registration by maximization of mutual information (MI) and its variants have re-

sulted in notable successes, solving many registration problems without customization

or tweaking of parameters [90, 113, 141, 150, 155]. The mutual information of two

images is a measure of how much information is gained about one image, from observ-

ing the other one. Beyond the form of the joint distribution that characterizes the

images, mutual information-based registration does not use any specific information

regarding the modalities; thus, training data is not needed for model fitting. In other

words, it is an unsupervised process. One of the limitations of mutual information-

based registration, as conventionally formulated is an (often implicit) assumption of

pixel- or voxel-wise independence, which is clearly incorrect as nearby pixels or voxels

are correlated. There are a few exceptions to this assumption, such as the work in Yi

et al. [162] and Heinrich et al. [56]. Despite this modeling limitation, the approach
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has been very successful. In fact, the reason that MI registration can be solved via

gradient descent on the transformation parameters is precisely because the pixels are

not independent, but rather spatially coherent. This coherence means that regis-

trations that are “close” to the correct answer have scores for the estimated mutual

information that are close to the optimum. This makes mutual information-based loss

suitable for gradient optimization procedures. If pixels were independent, we would

expect an extremely sharp and difficult to optimize loss function, with a spike at the

optimum and low values everywhere else.

Given that the principle of maximum likelihood pre-dates information theory, it

is perhaps interesting that maximum likelihood registration appeared after mutual

information-based methods, in Leventon et al. [82]. In that work, a joint intensity

model is learned from a set of registered data that characterizes the probability of

observing a given intensity pair at corresponding locations in the images. Later, the

spatial relationship of the images is varied to make the observed data most probable,

based on the model. It is important to note that the model is application specific, for

example, the model could characterize the intensities of specific MRI and CT imaging

protocols.

As mentioned, in Leventon et al. [82], model parameters were derived from a set

of registered data and used for registration. However, they can also be estimated

at registration time by joint likelihood maximization (along with the transformation

parameters) [118, 169]. This joint maximization is called maximum profile likeli-

hood [110]. In this setting, the parametric models could be, e.g., jointly categorical

or kernel densities. In the case of joint categorical models, Roche et al. [118] demon-

strated that the maximum profile likelihood approach reduces exactly to registration
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by Minimization of Joint Entropy (MJE). MJE was first introduced in Collignon et

al. [29] and it is the earliest reported information-theoretic registration method. Em-

pirically, the joint entropy of the intensities of a pair of images has a sharp local

minimum when the images are correctly registered (a simple argument from basic

principles is provided in the appendix of this thesis that explains this observation).

Registration by MJE is closely related to registration by maximization of Mutual

Information (MI). Finally, the profile likelihood can be more generally optimized by

coordinate ascent, or iterated model refinement, which alternates between estimating

the transformation parameters and the model parameters.

Related Work: Maximum likelihood formulations of image registration and their

relation to entropy and mutual information-based methods have been previously dis-

cussed. Roche et al. [118] described joint maximum likelihood of transform and model

parameters and showed equivalence to minimum joint entropy for discrete image in-

tensities, though latent distributions on joint features and related asymptotics were

not discussed. Zöllei et al. [169] also described relations between maximum likelihood

and information-theoretic registration, including the possibility of modeling the joint

data for all transformations (not just for registered data). They also described asymp-

totic analysis, though upper bound minimization was not discussed. Registration by

minimization of the Kullback–Leibler (KL) divergence between trained and empirical

distributions on joint intensities was described by Chan et al. [22].

2.1.2 Background: Registration by Deep Learning

Registration algorithms are usually characterized by an objective function that mea-

sures image agreement, an image deformation model, and an optimization method.



2.1. INTRODUCTION 19

As the theoretical properties of deformation models and optimization methods are

well understood, it may be that the most important limitation on registration algo-

rithms is the image agreement functions, which are usually designed by humans.

Deep learning (DL) has revolutionized medical image analysis in the past few

years, with state-of-the-art performance in many tasks such as image segmentation,

classification, and registration [127, 84, 52, 11, 159]. Discriminative modeling (rather

than generative modeling) has been the focus of DL researchers in the medical field

and is often accomplished with maximum likelihood (minimum cross-entropy).

The success of deep networks is thought to be due to the automatic extraction

of intermediate- and high-level features from image structures that can be effectively

used for problem solving. It may be that with enough training data, deep learning

methods could learn effective measures of image agreement, perhaps superior to the

human-designed ones. This observation serves to motivate current research on deep

metric-based registration.

Related Work: Supervised [130, 25, 51], and unsupervised [157, 17] approaches

have been studied by researcher for deep metric registration. In some of these stud-

ies, deep networks are designed to classify corresponding (registered) and randomly

unregistered patches. Cheng et al. [25] trained a fully connected deep classifier to

recognize corresponding and non-corresponding patches. They used pre-sigmoid ac-

tivation values to quantify similarity of given patches for task of 2D rigid registration

on MRI and CT, and showed superior performance compared to traditional similarity

metrics. In another study, Simonovsky et al. [130] proposed an application–specific

deep metric based on CNN classifiers that are trained to distinguish registered and

randomly mis-aligned patches. In their registration framework, gradients of the deep
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metric were used for the optimization of the transformation parameters for image

registration.

Although both studies demonstrated superior performance compared to conven-

tional similarity metrics, the theoretical foundation, and the relationship between

the derived deep metric and conventional methods were not investigated. In addi-

tion, both deep metrics require well-registered training data, which is a drawback for

applications where multi-modality images cannot be obtained simultaneously (e.g.,

abdominal MRI and ultrasound).

2.1.3 Contributions

We establish a framework for analyzing pairwise registration methods as instances of

maximum likelihood or maximum profile likelihood optimization along with asymp-

totic information-theoretic interpretations. For the special case of joint categorical

(histogram-based) models, maximum profile likelihood devolves exactly to the mini-

mization of joint entropy. We propose a more general approach for optimizing model

parameters by coordinate ascent or iterative model refinement that may be used for

other cases. Later, we extend the proposed framework to groupwise registration and

show that, in a special case, maximum profile likelihood reduces exactly to the con-

gealing method. Subsequently, we demonstrate that a method for groupwise registra-

tion for tractographic data is an instance of iterative model refinement of a maximum

profile likelihood formulation.

We use our proposed framework to formulate a maximum-likelihood variant of

deep metric registration that is based on a discriminative binary classifier of pairs
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Figure 2.1: Taxonomy of information-theoretic registration methods discussed in this
chapter. PW: pairwise, GW: Groupwise. CAT: categorical model. MJE: minimiza-
tion of joint entropy.

of image patches. The patch-based formulation alleviates one of the main limita-

tions of most entropy-based approaches, namely the strong implicit independence

assumption on pixels or voxels. Finally, we demonstrate that with iterative model

refinement, the need for accurately registered training data is not necessary; thus,

“weakly-supervised” registration can be performed.

The taxonomy of the discussed image registration approaches along with their

modeling assumptions (in pink) and an example of each method (in green) is depicted

in Figure 2.1.

2.2 Pairwise Registration

The goal of pairwise registration is to find transformation parameters that bring two

images into correspondence based on their contents. The development in this section
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will begin with a formulation of maximum likelihood registration using known mod-

eling parameters. Alternatively, unknown modeling and transformation parameters

can be jointly maximized. We show that this “profile likelihood” approach asymptot-

ically minimizes an upper bound on the joint entropy of the distribution that governs

the observed joint data under transformations. We discuss the connection to registra-

tion by maximization of mutual information and analyze a special case. For discrete

image intensities, the profile likelihood approach devolves exactly to registration by

minimization of joint entropy. For more general cases, we describe an iterative model

refinement that may be used for the joint optimization.

2.2.1 Maximum Likelihood Registration

Let U = {u1, u2, ...} and V = {v1, v2, ...} be collections of corresponding image fea-

tures sampled from images U and V . The maximum likelihood registration approach

is based on the construction of a model, pR(u, v; θ̂), that characterizes pairs of corre-

sponding image features when the two images are in registration. Here, θ̂ represents

the estimated model parameters. The goal is to vary an offsetting transformation, β,

on image features v for the highest likelihood under pR.

We assume that pairs of features are distributed independently and identically,

p(U, V ; β, θ)
.
=
∏
i

pR(ui,
βvi; θ) . (2.1)

Throughout the chapter, we will use the concise syntactic notation βvi for the appli-

cation of a transformation with parameters β to a feature. For a concrete example,

let ui
.
= U(xi) and vi

.
= V(xi) be image intensities at a location xi ∈ R3 sampled

from the space occupied by the images. The transformation notation in this case is
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βvi
.
= V(T (xi, β)) where T (·, β) : R3 7→ R3 is a spatial transformation parameterized

by β. Note that, in this case, as β varies, βvi corresponds to intensity values from

different locations in the images. In the applications studied in this chapter, the fea-

tures will consist of pixel or voxel intensities, summaries of tractographic streamlines,

or 3D patches of image intensities, and the transformations will be rigid, affine, and

deformable models. As mentioned above, representing images as independently sam-

pled intensities is a severe assumption; however, the resulting registration algorithms

have worked well on many applications.

Maximum likelihood registration estimates the transformation as the one that

maximizes the log likelihood, given image data and model parameter θ̂,

β̂ = argmax
β

∑
i

ln pR(ui,
βvi; θ̂) .

This approach was used by Leventon et al. [82]. In that work, the features were

discretized intensities of image voxels, and the joint distribution was jointly cate-

gorical. The model parameters θ̂ were estimated by histogramming from pairs of

registered images.

2.2.2 Maximum Profile Likelihood Registration

The need for pre-registered training data for estimating the model parameters, θ, is

a drawback of maximum likelihood registration methods. One way to mitigate this

is to simultaneously maximize over both the transformation and model parameters,

β̂ = argmax
β

max
θ

∑
i

ln pR(ui,
βvi; θ) . (2.2)
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In this setting, the transformation parameters, β, are of primary interest, and the

model parameters θ can be viewed as nuisance parameters. “Maximizing out” the

nuisance parameters is called maximum profile likelihood in the estimation litera-

ture [110, 28]. Bayesian methods have also been explored by Zöllei et al. [170] to

average over nuisance parameters (instead of maximizing); the resulting approach

produces an approximation of registration by MJE as a special case. As we will see

below, in some settings, the inner optimization of Eq. 2.2 may be solved in closed

form.

Asymptotic Interpretation

To perform asymptotic analysis, we replace the sum in the maximum profile likelihood

estimator of Eq. 2.2 with a sample average that is approximated by expectation,

β̂ ≈ argmax
β

max
θ
EpD(u,v;β) [ln pR(u, v; θ)] .

Here, pD(u, v; β) is the distribution that generates the observed data, (ui,
βvi), which

is a function of β. Then, we re-write the above equation,

β̂ ≈ argmin
β

min
θ
EpD(u,v;β) [ln pD(u, v; β)− ln pR(u, v; θ)− ln pD(u, v; β)] ,

and from KL divergence and joint entropy definitions,

β̂ ≈ argmin
β

[
min
θ
KL[pD(u, v; β)||pR(u, v; θ)] +H [pD(u, v; β)]

]
.
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Thus, maximum profile likelihood, or iterative model refinement (which we will

discuss below), asymptotically minimizes an upper bound on the entropy of the dis-

tribution that generates the joint data. From the above equation, as β approaches

the value corresponding to correct registration, then, if pR has enough capacity (pa-

rameters), the KL divergence between the estimated model and the true model could

approach zero. In that case, the maximum profile likelihood will devolve in minimiza-

tion of the entropy of the joint data distribution.

As shown, maximum profile likelihood minimizes an upper bound on the joint

entropy of the latent distribution that governs the data. This upper bound minimiza-

tion provides traction on minimizing the joint entropy, which is otherwise difficult

to perform since the latent joint distribution can not be directly accessed. A similar

approach is used in the Variational Inference (VI) and “Evidence Lower Bound” to

estimate conditional probability based on optimization of a family of densities over

the latent variables.

Special Case: Categorical Models

Roche et al. [118] described an important special case of maximum profile likeli-

hood registration that we revisit here; in this case the features are discrete-valued

intensities, and the model is jointly categorical, pR(u, v; θ)
.
= JCAT(u, v; θ). Here

JCAT(u = Uj, v = Vk; θ)
.
= θjk, where θjk ≥ 0 and

∑
jk θjk = 1. In this formulation,

U and V are the intensity values that ui and vi can take, and j, k represents histogram

bins indices.

Then, the model is

p(U, V ; β, θ)
.
=
∏
i

JCAT(ui,
βvi; θ) .
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Maximum profile likelihood takes the form

β̂ = argmax
β

max
θ

∑
i

ln θui,βvi ,

or, summing over histogram bins rather than pixels or voxels,

β̂ = argmax
β

max
θ

∑
jk

Njk(β) ln θjk . (2.3)

Here Njk(β) is the joint histogram representing the number of (ui, vi) data items

with intensity values equal to (Uj,Vk); it varies with the transformation parameters.

In Eq. 2.3, the inner optimization over θ is equivalent to maximum likelihood

estimation of the model parameters given data that is summarized by Njk(β). It is

well-known that in the case of standard categorical models, the solution to maximum

likelihood parameter estimation is the normalized histogram of the data. In more

detail, using Lagrange multipliers, a closed form solution can be obtained as, θ̂jk(β) =

Njk(β)

N
where N

.
=
∑

jkNjk(β).

Dividing by N , we obtain

β̂ = argmax
β

∑
jk

Njk(β)

N
ln

[
Njk(β)

N

]
= argmin

β
H
[
JCAT(θ̂(β))

]
.

Thus, the optimization over β has devolved exactly to registration by minimization

of joint entropy; informally in words circa 1995: “adjust the registration so that the

entropy of the joint histogram is minimized.”

Registration by Maximization of Mutual Information Registration by max-

imization of mutual information is closely related to registration by minimization of
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joint entropy of the distribution on pairs of corresponding features, as I(p(u, v)) =

−H [p(u, v)] + H [p(u)] + H [p(v)]. In some situations, e.g., the registration of volu-

metric medical images, the marginal entropy terms (H [p(u)] and H [p(v)]) may be

unimportant, and neglected. In other situations that allow large scale changes in the

images (e.g., perspective projection) the estimated joint entropy may approach zero

as an image shrinks to one pixel in size; here the corresponding marginal entropy

term is potentially useful. The utility of the marginal term is discussed in Viola et

al. [150].

Entropy Estimation Two main approaches have been investigated by researchers

for estimating the entropy. The first is based on histogram estimators of categorical

distributions on discretized intensities [90, 59]. Since histogram estimation meth-

ods are not differentiable, non-gradient based methods (such as Powell’s method in

Maes et al. [90] and simplex annealing in Chen et al. [59]) are used to maximize the

mutual information. The second approach, Empirical Entropy Manipulation Analy-

sis (EMMA) [151] uses a non-parametric kernel density estimator for modeling. As a

result, estimator is easily differentiated (assuming differentiable kernels) and gradient-

based optimization can be performed. EMMA has been used in other works as well

[155, 150, 171].

2.2.3 Coordinate Ascent or Iterative Model Refinement

So far, we discussed maximum profile likelihood, its asymptotic interpretation, and

a special case of categorical models in profile likelihood which we solved in closed

form. If the inner optimization of maximum profile registration of Eq. 2.2 can not be
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carried out in closed form, then we may use coordinate ascent by alternating

β̂n+1 = argmax
β

∑
i

ln pR(ui,
βvi; θ̂n) (2.4)

θ̂n+1 = argmax
θ

∑
i

ln pR(ui,
β̂nvi; θ) . (2.5)

We refer to this as iterative model refinement, which has previously been utilized

in intensity-based registration by Timoner et al. [144] and for groupwise registration

of tractography streamlines by O’Donnell et al. [105], as we will discuss in more

detail in the next section. This approach has an advantage in comparison to direct

optimization of joint entropy, which is a “global” function (in the sense that changes

anywhere in the image affect the joint entropy). In contrast, in the update of Eq. 2.4,

changes in one part of the images do not affect the objective function in other parts

of the images; thus, the calculations are local and can be carried out in parallel.

2.3 Groupwise Registration

The methods discussed so far have been examples of pairwise registration. In this

section, we extend our framework to groupwise registration in which the goal is to

bring a collection of images into joint registration, based on their contents. We

start with the congealing method, and later we discuss registration of tractographic

data. We show that both applications are instances of a maximum profile likelihood

formulation.
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2.3.1 Congealing

Beyond pairwise registration, minimization of joint entropy has been also used as a

measure of joint similarity for population registration via congealing [96, 80, 171].

Miller et al. [96] first introduced the idea of congealing for hand-written digit recog-

nition. They used the sum of the entropy of pixel-stacks (a collection of pixels from

the same location in the image set) as the measure of agreement, and minimized it

by transforming each image separately. In the context of medical imaging, Zöllei et

al. [171] adopted a congealing framework to create atlases for brain MRI using entropy

estimation with EMMA and optimization via a stochastic gradient-based approach.

Congealing registers a group ofm collections of corresponding features {U1, ..., Um}

sampled fromm images by varying a group of per-image transformationsB
.
= {β1, ..., βm}.

Here Uj contains features {uj1, ..., ujn} where uji is the intensity of the image indexed

by j sampled at location xi. The features are assumed to be independent and identi-

cally distributed within pixel/voxel locations, but with different distributions pR(u; θi)

at each location, with parameters Θ
.
= {θ1, ..., θn},

Then, the model takes form as

p(U1, ..., Um;B,Θ)
.
=
∏
ij

pR(βjuji; θi) .

Maximum profile likelihood is

B̂ = argmax
B

max
Θ

∑
ij

ln pR(βjuji; θi) ,

and the asymptotic form is



2.3. GROUPWISE REGISTRATION 30

B̂ = argmin
B

∑
i

[
min

Θ
KL[pD(ui;B)||pR(ui; θi)] +H [pD(ui;B)]

]
.

Miller et al. [96] used a conventional univariate categorical distribution at each

voxel location, CAT(u = Uk; θi)
.
= [θi]k, where U are the intensity values that u can

assume. Here θi are the parameters of the categorical distribution at the location

indexed by i, [θi]k ≥ 0 and
∑

k[θi]k = 1. The maximum profile likelihood formulation

is then,

B̂ = argmax
B

max
Θ

∑
ij

ln CAT(βjuji; θi)

= argmax
B

∑
i

max
θi

∑
j

ln CAT(βjuji; θi) .

In a similar fashion to the previous case of jointly categorical distributions, the

inner maximization can be solved in closed form, yielding,

B̂ = argmin
B

∑
i

H
[
CAT(θ̂i(B))

]
,where [θ̂i(B)]k

.
=

[Ni(B)]k
Ni

. (2.6)

Here, Ni(B) is the histogram of voxel intensities at voxel i. In other words, [Ni(B)]k is

the number of voxels located at i that have intensity value Uk, and Ni
.
=
∑

k[Ni(B)]k

is the normalizer for the histogram for voxels located at i.

Eq. 2.6 is equivalent to the original statement of the congealing algorithm in [96].

Thus, we have shown that congealing is an instance of maximum profile likelihood

registration on a population of data.
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2.3.2 Tractographic Atlas Formation by Groupwise Registration

In the cases discussed so far, the features have been image intensities at pixels or

voxels. In medical imaging, features can be quite varied, including those that are

representations of curves in R3. An example is diffusion MRI tractography [69]; an

approach that enables in-vivo mapping of the brain’s white matter connections, or

fiber tracts. Typically, the estimated fiber tracts are represented as curves (sequences

of points) in 3D. These curves, often called “fibers,” have been used as image features

for many proposed tractography-based registration methods [81, 168, 92, 43], includ-

ing the groupwise registration approach that we will discuss below [105]. First, to

illustrate the concept of groupwise tractography registration, we take as an example

a recent work by Zhang et al. [165], where groupwise tractography registration was

employed as an initial step in creating a white matter fiber atlas (Figure 2.2). The

figure shows the result of whole-brain tractography registration, as well as selected

individual clusters or common anatomical structures in the population. These clus-

ters give a more fine-grained visualization of the success of the registration. The

data-driven fiber cluster atlas was annotated by a neuroanatomist and enabled the

first white matter parcellation across the human lifespan.

O’Donnell et al. [105] proposed multi-subject groupwise registration of whole-brain

diffusion tractography of the white matter by entropy minimization without making

reference to the latent data distribution; the criteria was optimized directly. Subse-

quent work by Zhang et al. [165] adopted the alternating iteration of Eqs. 2.15 and

2.16, below. We provide here a complete derivation from maximum profile likelihood

in the current framework.

Here the features (tractographic streamlines), u, are summarized as vectors of p



2.3. GROUPWISE REGISTRATION 32

(a) 100 registered trac-
tograms.

(b) Example fiber cluster. (c) Example fiber cluster.

Figure 2.2: (a) Groupwise registered tractography data from 100 subjects, used to
form a data-driven fiber cluster atlas. A random sample of fibers across all 100
subjects is shown. The colors are derived from the fiber similarity measure used in
clustering. (b) A cluster of fibers that have a common shape and location across the
population of 100 subjects. Anatomically, this cluster forms part of the arcuate fasci-
culus language tract. (c) An example fiber cluster that forms part of the corticospinal
motor tract.

knot points: u[k] ∈ R3 for 1 ≤ k ≤ p, where the knot points are evenly spaced along

the streamline. Each subject U , indexed by j, is represented by a collection of nj

features,

Uj
.
= {uj,1, ..., uj,nj} . (2.7)

The transformation model on features βu, is defined component-wise by βu[k]
.
=

T (u[k], β) where T (·, β) : R3 7→ R3. Previous work have used Affine [105] and B-spline

[109, 165] transformation models.

Here the model is a probability density function of features, pR(u; Θ), for a popu-

lation of subjects that are in registration; so pR is a density on vectors of p points in

R3. Θi,j are model parameters, in this case chosen to be one per feature i per subject

j. pR will be described in more detail below.

We assume that the features are distributed independently and identically within

and across subjects. The model for a population of subjects, offset by transformations
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parameters B
.
= {β1, ..., βm} (one per subject), and model parameters Θ, is then

p(U1, ..., Um;B,Θ)
.
=
∏
ji

pR(βjuji; Θ) , (2.8)

Here, subject indexes are represented with j, and i represents indices of features

within subjects.

In this context, maximum profile likelihood registration takes the following form,

B̂ = argmax
B

max
Θ

∑
ji

ln pR(βjuji; Θ) , (2.9)

and the asymptotic form is

B̂ = argmin
B

[
min

Θ
KL[pD(u;B)||pR(u; Θ)] + H [pD(u;B)]

]
.

Here, pD(u;B) is the latent distribution that generates the data as the collection of

transformations is varied.

Groupwise registration is accomplished using iterative model refinement (coordi-

nate ascent),

B̂n+1 = argmax
B

∑
ji

ln pR(βjuji; Θ̂n) (2.10)

Θ̂n+1 = argmax
Θ

∑
ji

ln pR(β̂j
n

uji; Θ) . (2.11)

The model for registered feature data, pR, is constructed as a sum of kernels,

pR(u; Θ) ∝
∑
ji

φ(u−Θji) , (2.12)
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where Θji is a vector of p points in R3 (the same representation as the features

u). This is similar to a kernel density, or a mixture density. As the features u

are modeled by probability density functions, arbitrary transformations, β, on the

features could cause pR(βu; Θ) to not integrate to one. To avoid this, we assume that

our transformations will be approximately volume preserving, i.e., the subjects’ heads

do not vary in size by a large amount.

The kernel used is φ(u) ∝ exp
(
−D(u)2

2σ2

)
where d(u)

.
= 1

p

∑
i|u[i]| is a distance

function for tracts and σ is a scale parameter.

The iteration becomes

B̂n+1 = argmax
B

∑
ji

ln

[∑
ji

φ(βjuji − Θ̂n
ji)

]
(2.13)

Θ̂n+1 = argmax
Θ

∑
ji

ln

[∑
ji

φ(β̂
n
j uji −Θji)

]
. (2.14)

Eq. 2.13 amounts to adjusting the transformations of the individuals for best

registration to the most recently estimated atlas. Eq. 2.14 corresponds to maximum

likelihood estimation of the parameters Θ of a kernel density, given a collection of

data, β̂
n
j uji. This can be approximated by setting the kernel density parameters to be

centered on the data points (the standard way of constructing a kernel density from

data). If the kernels did not overlap, the approximation would be exact. In practice,

the resulting method works well. The iteration is:

B̂n+1 = argmax
B

∑
ji

ln

[∑
ji

φ(βjuji − Θ̂n
ji)

]
(2.15)
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∀ij : Θ̂n+1
ji = β̂j

N

uji . (2.16)

Thus, groupwise registration of tractography streamlines can be accomplished

using the same maximum profile likelihood framework as used for the registration of

intensity images.

2.4 Image Registration by Deep Classification

In the previous sections, we used an information-theoretic framework based on gen-

erative models on image features to construct and analyze pairwise and groupwise

registration methods. In contrast, many of the successes of deep learning, e.g., in

image classification, have used discriminative modeling [60, 142]. Here, we demon-

strate that using discriminative models on pairs of patches, we are able to achieve a

maximum-likelihood registration in the same framework.

2.4.1 Maximum Likelihood Registration by Deep Classifier

Here, we show how to use image classifiers to construct an image agreement metric

for solving maximum likelihood registration problems. To achieve this, a binary

classifier with inputs of patch pairs, (u, v), is trained to distinguish between two

classes: registered pairs of patches, denoted by z = 1 and unregistered pairs of

patches, denoted by z = 0. In more detail, registered patches are cropped from the

same locations from images, and unregistered patches corresponds to the case that

they are randomly and independently selected from their corresponding images (in

essence, for the randomly selected patches, the relationship between pairs of patches

has been randomized out, in a fashion similar to permutation methods of constructing
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null hypothesis distributions.)

Our model is then

p(U, V ; β, θ)
.
=
∏
i

pR(ui,
βvi|zi = 1; θ) ,

where U and V are collections of corresponding patches of image intensities sampled

from the two images, and pR(u, v|z = 1; θ) is intended to model a joint distribution on

patch pairs that are correctly registered. Similarly pR(u, v|z = 0; θ) models patches

that are unregistered.

The transformation model on patches is specified as follows. Let v be a collection

of image intensities from locations in a patch, x[k], indexed by k; then βv contains

image intensities from locations T (x[k], β)) where T (·, β) : R3 7→ R3.

We assume that corresponding pairs of patches are distributed independently and

identically. This assumption is substantially less severe than assuming that pairs

of pixels or voxel intensities are independently distributed. Next, we show how to

approximate pR using a discriminative classifier. We have also provided an alternative

explanation for this section based on graphical models in the appendix.

Bayes’ rule provides the following identity,

ln p(u, v|z) = ln p(z|u, v) + ln p(u, v)− ln p(z) .

Our strategy is to approximate p(z|u, v) using a discriminative classifier that pre-

dicts pC(z|u, v; θ̂), where θ̂ is estimated from previous training with data. Next, we
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specialize the Bayes’ identity to pR, conditioning on θ̂:

ln pR(u, v|z; θ̂) = ln p(z|u, v; θ̂) + ln p(u, v; θ̂)− ln p(z) . (2.17)

Here, the first term on the right is determined by pR via Bayes’ rule; however, we

will not make use of the derived expression, we will instead approximate p(z|u, v; θ̂)

by using a classifier that has been trained to distinguish registered from unregistered

patches. Then,

ln pR(u, v|z; θ̂) ≈ ln pC(z|u, v; θ̂) + ln p(u, v; θ̂)− ln p(z) . (2.18)

Next, we subtract the equation from itself using the two cases of z,

ln pR(u, v|z = 1; θ̂)− ln pR(u, v|z = 0; θ̂) ≈

ln pC(z = 1|u, v; θ̂)− ln pC(z = 0|u, v; θ̂)

− ln p(z = 1) + ln p(z = 0) .

Rearranging, assuming a uniform prior on z, and using the logit function: logit(x)
.
=

ln x
1−x yields

ln pR(u, v|z = 1; θ̂) ≈ ln pR(u, v|z = 0; θ̂) + logit(pC(z = 1|u, v; θ̂)) .

Consider the case where the features v are transformed by a transformation with

parameters β,

ln pR(u, βv|z = 1; θ̂) ≈ ln p(u, βv|z = 0; θ̂) + logit(pC(z = 1|u, βv; θ̂)) . (2.19)
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The first term on the right stands for the distribution on pairs of patches, assuming

they are unregistered and selected independently. In this case, the distribution fac-

torizes into marginal distributions, pR(u, βv|z = 0; θ̂) = pmu(u)pmv(
βv). We assume

further that the marginal distribution, pmv(v), is invariant to transformations on v .

Thus, the first term will not be a function of β. Invariance to translation corresponds

to an assumption of shift invariance, which is natural in modeling image phenomena,

for example, the use of convolutional structures in deep image processing. Beyond

shifts, the property will hold approximately if the transformations are approximately

rigid, i.e., without major scale changes.

Then maximum likelihood registration from before, β̂ = argmaxβ
∑

i ln pR(u, βv|z =

1; θ̂), may be written as,

β̂ ≈ argmax
β

∑
i

logit(pC(z = 1|u, βv; θ̂)) . (2.20)

We will refer to this as a “deep metric” for image agreement. It is related to the

method of Simonovsky et al. [130] (although they optimized a hinge loss), which was

not presented in a surrounding theoretical framework.

A similar approach to constructing a density estimate from a discriminative clas-

sifier was used in a precursor to Generative Adversarial Networks (GANs) by Tu

et al. [145]; that work used a classifier trained to distinguish data from uniformly

distributed samples.
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2.4.2 Maximum Profile Likelihood Registration by Deep Classifier

The deep metric described above uses a classifier that was presumably trained on

collections of registered images; one image pair will likely not suffice. In some appli-

cations, e.g., abdominal ultrasound and CT, it is not practical to obtain registered

images for training data. In this section, we use iterative model refinements to derive

a deep metric that can be trained with images that are only approximately registered;

the result can be characterized as Weakly Supervised Registration by Deep Classifier.

We formulate maximum profile likelihood over a collection of pairs of images;

these will serve as the source of data for training a classifier. Features (patches) are

indexed by i, and image pairs are indexed by j. B
.
= {β1, ..., βm} are transformation

parameters, one per image pair.

B̂ = argmax
B

max
θ

∑
ji

ln pR(uji,
βjvji|zij=1; θ) .

The corresponding asymptotic form is

B̂ = argmin
B

[
min
θ
KL[pD(u, v;B) || pR(u, v|z = 1, θ)] + H [pD(u, v;B)]

]
,

where pD(u, v;B) is the latent distribution that generates the data (u, Bv). Here, the

optimization varies the transformations to minimize an upper bound on the entropy

of pD.

Iterative model refinement (coordinate ascent) alternates the following optimiza-

tions,

θ̂n+1 = argmax
θ

∑
ji

ln pR(uji,
β̂j
n

vji|zij; θ)
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∀j : β̂j
n+1

= argmax
βj

∑
i

ln pR(uji,
βjvji|zij = 1; θ̂n) .

For the optimization of θ, from Eq. 2.18, we have

θ̂n+1 = argmax
θ

∑
ji

[
ln pC(zji|uji, β̂j

n

vji, θ) + ln p(uji,
β̂j
n

vji)− ln p(zji)

]
. (2.21)

Noting that the second and third terms on the right are not functions of θ, and using

Eq. 2.20 for the β optimization, we obtain

θ̂n+1 = argmax
θ

∑
ji

ln pC(zji|uji, β̂j
n

vji, θ) (2.22)

∀j : β̂j
n+1

= argmax
βj

∑
i:zji=1

logit(pC(zji = 1|uji, βjvji; θ̂n)) . (2.23)

Eq. 2.23 amounts to estimating the transformation parameters (or, registering) of

a collection of pairs of images using the deep metric with known model parameters,

θn. Eq. 2.22 corresponds to retraining the network using patches from images that are

offset by the most recently estimated transformation parameters, Bn. The iteration

starts with Eq. 2.22 on the original roughly registered training data. Subsequently, the

method alternates between re-aligning the data and re-estimating the deep network

parameters. We envision that this iterative training needs to happen only once per

application type. After training, the model parameters may be fixed and used for

subsequent registrations using Eq. 2.20.
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2.4.3 Evaluation - Weakly Supervised Registration by Binary Classifica-

tion

In this section, we present several experiments to demonstrate the effectiveness of

our formulation of iterative model refinement (IMR) with deep probabilistic binary

classifiers to perform maximum likelihood registration. We show that model param-

eters along with transformation parameters can be learned via IMR from a roughly

aligned dataset and unlike Simonovsky et al. [130] a completely registered data set

is not needed for training. As explained in Section 2.4, for a collection of unregis-

tered images, we start with Eq. 2.22 and train a deep classifier to distinguish two

classes of patches: registered class (z = 1) and unregistered (z = 0) class. Later, we

switch to Eq. 2.23 and use the estimated model parameters to optimize the transfor-

mation parameters. This process is iterated multiple times if needed. We perform

multi-resolution experiments in which the early iterations of IMR are performed on

downsampled versions of images to compensate for big initial displacements. For eval-

uation, we use the derived models (binary classifiers) at each iteration to optimize

the transformation parameters for unseen test cases.

In order to have an end-to-end framework for registration, we use a differen-

tiable image transformation method that is based on the Spatial Transformer Net-

work (STN) Jaderberg et al. [68] to estimate transformation parameters via gradient-

descent — this significantly lowers the run-time of our approach compared to non-

gradient based optimizations.

Data: For our experiments, we use the IXI Brain Development Dataset [67] which

contains aligned T1-weighted (T1) and T2 image pairs from healthy brain subjects.
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Non-Corresponding
Patch Pairs
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Figure 2.3: A sample of fixed (T2) and moving image (T1) in our training dataset
used for deriving a deep metric for registration. The moving image is misregistered
by a random affine transformation. Two class of 3D patches are shown on the right.
The corresponding class (z = 1) contains 3D patches that are cropped from the
same location in the space of images, and the Non-corresponding class (z = 0) are
those patches that are randomly picked. Fixed and moving image patches (for both
classes) are concatenated in the channel dimension and used for training a deep binary
classifier by minimizing the cross-entropy loss.

We also generate gradient magnitude (GradMag) images from 3D T1 MRI volumes

to have a multi-modal problem mimicking MRI and Ultrasound registration. 60

subjects are selected for training and validation and another different 60 subjects are

used for evaluation. All images are resampled to 1×1×1 mm, and their intensity

is normalized to the range of [0, 1]. To create an unregistered dataset, we apply

random transformations to the moving images before each experiment. The type and

parameters of each transformation are discussed in more detail in the following.

Patch Generation: As explained in the previous section, our formulation of max-

imum profile likelihood based on deep classification relies on training a classifier on

two classes of patches cropped from fixed and moving images (Eq. 2.23). To generate
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Figure 2.4: Schematic of our proposed maximum likelihood registration with deep
binary classifiers. Based on the initial misalignment in the dataset, we can perform
multiple iterations to jointly learn model and transformation parameters. Our frame-
work includes a deep binary CNN classifier, a Spatial Transform Module (modified
from STN [11, 68]) and a 3D patch selector. Our classifier architecture is inspired by
DenseNet and has two outputs. The aggregated logits signal (over a set of sampled
patches) is used for the optimization of the transformation parameters.

these, we crop 3D patches, (ui, vi), of size 17×17×171 from fixed and moving images.

Our patch size is fixed in for each iteration of IMR in all experiments. For the regis-

tered class (zi = 1), we crop the patches from the same physical location in the space,

and for the unregistered class (zi = 0) we crop from random locations. Figure 2.3

depicts a fixed and moving image in our affine experiment. As seen, the images are

only approximately registered. A sample of 3 cropped patch pairs for each z is also

depicted in Figure 2.3. As stated, to capture large initial misregistrations in the data,

we initially perform IMR on downsampled versions of images. To avoid aliasing arti-

fact, we apply Gaussian smoothing before downsampling. Overall, 1 million patches

are generated for each level of refinement in each experiment. Patches are cropped

randomly from the images, without limiting the imaging space to anatomical regions.

1In image processing, the patch size is set to an odd number to enforce the center pixel be exactly
in the middle of the patch
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Network Architecture and Training: The architecture of our deep classifier

is inspired by Densely Connected Convolutional Networks (DenseNet) [60]. In more

detail, we use 4 dense blocks of depth 10 with 15 filters in the first dense block

and a growth rate of 12. All layers use ReLU activation functions except for the a

final softmax layer. Therefore, the output of the network is a scalar representing the

posterior probability of belonging to each class of patches. For input, we concatenated

patches from fixed and moving images in the channel dimension [164]. We train our

model by minimizing cross-entropy loss. During training, an initial learning rate

of 1e−3, batch size of 256, and `2-regularization of 0.005 are used to optimize the

network.

Registration: Following the training, we use the aggregated logits (Eq. 2.23) from

a set of patches as our cost function for the optimization in the spatial transformation

layer. Patches are selected by tiling partially overlapping blocks from the 3D space of

images. The detailed schematic of our proposed approach is depicted in Figure 2.4.

Deep Metric Derived from Unregistered Dataset Considering the case that

the deep metric is learned from a registered data set (Eq. 2.20), if we observe the

deep metric as a function (response function) of transformation parameters, it will

have a maximum near the correct solution for registration. To illustrate, consider-

ing two registered images, the response (aggregated score of sampled patches) as a

function of translation in x direction, will have the highest score around x = 0. How-

ever, training a deep metric on unregistered datasets can cause bias in the response

function depending on the distribution of the misregistration in the data. To test

this hypothesis, we generate a dataset in which moving images are all shifted in the
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Figure 2.5: Effect of misregistered data on a deep metric derived from binary classi-
fication of patches. The training data was translated by 8 mm in the x direction. (a)
aggregated score of the deep classifier (deep metric) as a function of translation for a
registered test case. (b) aggregated deep metric from the classifier trained on patches
with limited augmentation. (c) aggregated deep metric from the classifier trained on
patches with heavy-augmentation.

x direction by 8 mm, and train a deep binary classifier on two classes of patches.

Figure 2.5(a) shows the deep metric values (the summation in Eq. 2.20 with i = 200)

as a function of translation in the x direction for a single test case that is registered

correctly. As seen, it has a peak that is shifted accordingly. Therefore, the derived

deep metric (from unregistered dataset) will have the highest score near the wrong

solution in the transformation parameters space.

We studied data augmentation with rotation and flipping as a technique to sub-

stantially reduce this bias at a cost of introducing additional variances and peaks

(modes) in the response function. We performed classifier training on the augmented

cropped patches from the shifted dataset. In more detail, the classifier is trained on

a mixture of cropped 3D patches and randomly flipped or rotated (around z-axis)

versions. As seen in Figure 2.5(b), performing limited augmentation will eliminate

the bias but adds another mode to the response function.
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A smooth, single peak response function is preferred for effective optimization of

the transformation parameters. Looking in more depth in the effect of augmenta-

tion for the response functions, we performed a heavy-augmentation (combination of

rotation, and flipping in all axis) on the 3D patches for training the classifier. Fig-

ure 2.5(c) depicts the result for this experiment. As can be seen, even with significant

misalignment in the dataset, we can achieve a single-mode response function which is

desirable for the optimization. In the rigid/affine experiments below, we demonstrate

the effectiveness of the explained data augmentation technique in the performance of

registration.

In the following section, we describe the performed image registration experiments

and show the effectiveness of deep metrics, derived from training a deep binary clas-

sifier on unregistered dataset.

Experiments

We experiment with different levels of misregistration in the dataset and we iterate

through Eq. 2.22 and Eq. 2.23, iterated model refinement (IMR), to jointly learn the

model and transformation parameters. To increase the capture range of our method,

we employ a multi-resolution pyramid registration approach. For coarser levels, the

resulting transformation field is upsampled and used for warping the original moving

image (finer resolution) before starting the next IMR.

We report Fiducial Registration Error (FRE) for rigid/affine registration experi-

ments calculated from 100 random sparse landmarks, and overlap scores (mean Dice

Similarity Coefficient (DSC)) as a measure of agreement between Grey Matter (GM),

White Matter (WM), and CerebroSpinal Fluid (CSF) which were computed by FSL
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FAST algorithm [166].

Our baseline for deformable registration experiments is the well-known publicly

available Elastix registration package [73] with B-spline deformation model. In more

detail, we used Normalized Mutual Information (NMI) with 70 histogram bins as our

cost function, and we optimized it with adaptive stochastic gradient descent [72].

Rigid Registration: First, we perform a rigid registration experiment where

the moving images in the dataset are perturbed by applying a random rigid trans-

formation with parameters sampled from a uniform distributions Ut{1, 25} mm and

Uθ{0.01, 0.20} radians for translation and rotation, respectively. This makes a dataset

that is only approximately registered that we will use for registration with IMR

and training binary classifiers. We choose a non-symmetric distribution to make

sure all cases in our dataset are not registered. We use three iterations of IMR as

IMR1(×2) → IMR2(×2) → IMR3(×1) where IMR(×L) represents performing IMR

(Eq. 2.22 and Eq. 2.23) on the downsampled image of factor L.

We also generate the Gradient Magnitude (GradMag) images from 3D T1 MRI

of our rigidly misaligned dataset and follow the same 3 steps IMR to register the

images. We plot the derived deep metric score (only the last stage) as a function of

translation and compare it to MI-based metrics.

Affine Registration: We also experiment with affine registration to show the

capability of our proposed framework for a more general registration problem. To

create a dataset that is only approximately registered, we perturb the moving im-

ages by applying random transformation with parameters sampled from Ut{1, 15},

Uθ{0.01, 0.15}, Us{0.95, 1.05} and Ush{−0.01, 0.01} for translation, rotation, scale,
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and shear, respectively. We follow a four stage IMR as IMR1(×2) → IMR2(×2) →

IMR3(×2) → IMR4(×1) for each refinement level. We use the discussed data aug-

mentation technique on training patches to ensure smooth and single peak response

functions for optimization.

Deformable Image Registrations: Our proposed framework is not limited by

the choice of the deformation model. We also experiment with intra-subject and

synthetic inter-subject deformable registrations. For our intra-subject deformable ex-

periment, we start by artificially applying random thin-plate spline transformations

with 4× 4× 4 control points to misregister the moving images for each subject. We

perturb the location of control points with a vector drawn from a uniform distri-

bution of Ut{−8 mm, 8 mm}. To register this dataset, we follow a 2 step IMR as

IMR1(×2, (6, 6, 6))→ IMR2(×2, (7, 7, 7)) where IMR(×L, (nx, ny, nz)) represents per-

forming IMR on downsampled images of factor L with thin-plate splines of (nx, ny, nz)

control points in x,y,z directions, respectively. We also experiment with Gradient

Magnitude version of the same deformed dataset to asses the performance in a harder

situation for deformable registration.

As our last experiment, we perform inter-subject T1-T2 registration. We choose

80 cases from the original dataset and create a new dataset by choosing T2 from one

subject and T1 from another subject. We perform this twice for each subject. This

will increase our dataset to 160 cases which are initially not registered (as they are

from different subjects). We make sure each case is matched within its own division

(training, validation, and test) to avoid data leakage. An initial Affine transformation

is performed on pairs of fixed and moving images to roughly approximate the linear

deformation between subjects. A 2 step IMR is employed to align the images. In
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more detail, we use IMR1(×2, (5, 5, 5)) → IMR2(×1.5, (7, 7, 7)). We also experiment

on inter-subject T2-GradMag images by registering T2 images from one subject to

GradMag images of another subject.

2.5 Results and Discussion

Table 2.1 demonstrates the quantitative results for the rigid and affine experiments.

As seen, IMR can be used to successfully update model and transformation parame-

ters jointly. We can clearly see the effect of augmentation (via rotation and flipping)

on the registration performance. Although registration with binary classifiers that

were trained on non-augmented patches could improve the initial results to some ex-

tent, the performance was limited due to non-smooth response functions as discussed

previously. Figure 2.6 demonstrates the response function of different MI-based met-

rics compared to our derived deep metric from a binary classifier trained on an unreg-

istered dataset. As a result of different contrast in images (tissue and edge contrast),

artifactual characteristics appear in the MI response functions. However, our derived

deep metric shows a smooth and artifact-free characterization of agreement among

images.

The results of the deformable intra-subject registration are shown in Table 2.2.

As seen for T1-T2 deformable experiment, both ours and MI-based methods were

able to register the images successfully and improved DSC for all three areas in

the brain. It should be noted that our deep metric was derived from a data set

that is only approximately registered (initial mean DSC of 0.41, 0.55 and 0.66 for

CSF, GM and WM) which demonstrates the effectiveness of IMR. For the harder

registration problem (T2-GradMag), we have outperformed the MI-based registration
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Figure 2.6: Comparison of different metrics for registration of T2 and GradMag
images. As seen on the left, the substantially different tissue and edge contrast
between fixed and moving images make a difficult problem for registration. Our deep
metric was derived from data that is only approximately registered by following a 3
step IMR. Plotting of each metric as a function of translation in x, y, z directions is
depicted. Based on these plots, MI-based metrics represent a noisy response function,
compared to our derived smooth deep metric. The capture range of our deep metric
is also comparable to mutual-based metrics.

significantly. Finally, Figure 2.7 demonstrates the results of inter-subject registration.

As seen, our method has comparable results to the MI-based deformable registration

while outperforming it for the harder T2-GradMag registration experiment.

Discussion: We used a patch size of 17 × 17 × 17 voxels as input to our CNN

classifier and for capturing the large initial errors we employed a multi-resolution

pyramid scheme. At the finest resolution, 1 mm, our patch size will cover a 17 mm

region in each direction. However, as can be seen in Figure 2.6 our capture range can

cover initial errors of up to 30 mm.

We previously have studied the effect of dithering of location of the patches for

smoothing the response function of deep classifier based metrics [124]. In this chapter,

we showed that we can achieve a single peak response function with heavy augmenta-

tion of patches in training. However, the width (standard deviation) of the response
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Figure 2.7: Inter-subject registration experiment results for both T2-T1 and T2-
GradMag images chosen from different patients. The initial Dice Similarity Score
(DSC) has been improved by applying an Affine transformation between images;
however, further improvements are achieved with deformable transformations. In
the case of T2-T1, our method can achieve comparable results to NMI, while in
T2-GradMag scenario we have outperformed NMI.

function can be effectively modified with dithering which might help to increase the

accuracy of the registration.

Our deformable experiments were limited to thin-plate splines due to the adapta-

tion of the STN module [68] and voxel spacing of 1.5 mm due to GPU memory limits.

Extending the deformation model to B-splines and training on finer resolutions could

potentially enhance the results of registration.

The unregistered class patches were randomly selected from the space of images.

It might be possible that with cleverer sampling from the neighborhood of the fixed

patch we can increase the performance of our registration algorithm.

In all our experiments, we started from an approximately aligned dataset and we
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showed that a deep metric can be successfully learned. We envision these application-

specific deep metrics can be derived once per application and used for registration of

unseen data in the future.

2.6 Conclusion

We presented an overview of information-theoretic image registration, that began

with a maximum likelihood formulation for generative models with known model pa-

rameters on joint image features. The case of unknown model parameters was treated

by joint maximization, or maximum profile likelihood. We showed that asymptot-

ically maximizing profile likelihood is equivalent to minimizing an upper bound on

the entropy of the latent distribution that generates the data. For the case of dis-

crete image intensities, maximum profile likelihood is equivalent to registration by

minimization of joint entropy in the pairwise case and congealing in the groupwise

case. In other cases, the profile likelihood criteria can be optimized by the coordinate

ascent, or iterative model refinement, this approach has previously been effective for

pairwise image registration and groupwise registration of tractographic streamlines.

Subsequently, we extended our proposed framework to discriminative models and pre-

sented a novel formulation of weakly-supervised image registration that is based on

deep classifiers.
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Chapter 3

Deep Multi-class Classifiers for Image

Registration: Application in Image-guided

Radiation Therapy

3.1 Introduction

Image registration is a critical element in many image-guided therapy applications. In

Chapter 2, we proposed a theoretical framework for deep metric-based image registra-

tion by discriminative binary classifiers. We showed that transformation parameters

can be successfully optimized with a metric derived from a patch-based classifier

trained on unregistered data. In this chapter, we extend our binary classification

The material in this chapter is adopted from:

Sedghi, A., et al. “Probabilistic Image Registration via Deep Multi-class Classification: Charac-
terizing Uncertainty”. In Uncertainty for Safe Utilization of Machine Learning in Medical Imaging
and Clinical Image-Based Procedures, MICCAI workshop, pp 12-22, 2019.

Sedghi, A., et al. “Image Registration with Deep Probabilistic Classifiers: Application in Radia-
tion Therapy”. In SPIE Medical Imaging: Image-Guided Procedures, Robotic Interventions, and
Modeling, In press, 2020.
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and propose a novel application of deep multi-class classifiers to alleviate the need

for optimization at registration time. We demonstrate that a fast and accurate reg-

istration can be achieved by our method in proof-of-concept simulated data from

neurosurgery, and in a clinical application in Radiation Therapy (RT). We also show

that our multi-class classifier can be used to estimate the uncertainty of registration.

3.1.1 Background

In neurosurgery, commercially available neuro-navigation systems that register pre-

operative images to the intra-operative coordinate space of the patient are used rou-

tinely by neurosurgeons to perform brain tumor resection [45, 89]. A highly desirable

feature of such systems would be to use non-rigid registration methods to incorporate

intra-operatively acquired images that show changes due to brain shift and tumor

resection. Given that currently available non-rigid registration methods do not lead

to perfect results for such tasks, it would be very beneficial for the registration sys-

tems to also predict local estimates of the registration uncertainty. This information

could be used to alert the user to not depend critically on the registration results if

the predicted uncertainty is too high. Also, users may be more willing to use such

systems if they have confidence in the registration results when the system predicts

low uncertainty, in comparison to imperfect registration systems that do not report

uncertainty.

RT is another real-world application of image registration techniques. RT is an

effective treatment for patients with cancer that involves projecting beams of intense

energy through the skin to kill cancer cells [12]. Treatment planning for RT is per-

formed with Computed Tomography images (planning CT or planCT) which enable
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accurate delineation of the tumor and calculation of appropriate dose throughout ir-

radiated volume. In the treatment session, in some settings, a cone-beam computed

tomography (CBCT) scan is acquired to obtain the patient (treatment) 3D coordi-

nate system. Next, image registration techniques are utilized to align the CBCT to

planCT, and the treatment couch is moved to compensate for the misregistration.

Therefore, image registration plays a crucial role in precise projection of radioactive

beams to the tumor target and assuring minimum impact on the surrounding healthy

tissue. This makes image registration not only helpful, but an essential aspect of RT.

3.1.2 Deep Learning-based Image Registration

DL-based registration methods have shown promising results in image registration

areas such as similarity metric learning, supervised and unsupervised transformation

estimation [52]. Discrete or regression-based approaches that directly update trans-

formation parameters include those of Glocker et al. [48] where a discrete formulation

of nonrigid registration is proposed that can be used with any agreement measure

and registration is solved by linear programming, and its subsequent probabilistic

formulation [49]. Chou et al. [26] used linear regression in the context of 2D/3D

monomodal registration while Gutierrez et al. [50] learned a multimodal similarity

measure based on regression forest models and hand-crafted Haar-like features. Cao et

al. [20] trained CNN regressors on pairs of patches and their desired deformation

field. Yang et al. [159] use a deep encoder-decoder regression model for diffeomorphic

registration.

Discriminative methods for image registration have also been introduced that

learn to classify patches of images based on DL. Simonovsky et al. [130] proposed
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Deep Metric Registration (DMR) that uses class-labeled data to train a deep binary

classifier and use it as an effective similarity metrics for pairwise multi-modal image

registration. The essential idea in the DMR approach is to prepare two classes of

training data. One class, referred to as registered, contains pairs of corresponding

patches, while the other, referred to as unrelated, contains pairs of patches that are

randomly and independently sampled in location. The class-labeled patch pairs are

used to train a deep classifier (semi-supervised methods have also been investigated

to train such a deep metric classifier in [124]). Subsequently, at registration time,

the posterior probability that patches are registered is used as a measure of image

agreement, and an aggregate score over a collection of patch pairs is optimized through

gradient descent.

Uncertainty Estimation Prior to the emergence of deep learning, continuous [79,

116, 134, 153] or discrete [48, 49, 57, 152] probabilistic registration approaches were

used to characterize uncertainty in registration results. For instance, Glocker et

al. [48] describe a discrete formulation of non-rigid registration that can be used

with any agreement measure. The system iterates updates on control points that are

solved by linear programming. A subsequent probabilistic formulation [49] estimates

min-marginal distributions that characterize local uncertainty in the result.

Most deep learning registration methods model the transformation parameters in

a non-probabilistic fashion [39, 75, 119, 135, 34]. A few recent deep learning ap-

proaches have incorporated uncertainty estimates of registration. Balakrishnan et

al. [10] proposed VoxelMorph, an unsupervised learning approach where a deep net-

work is trained to minimize a conventional dissimilarity measure (i.e., mean squared

intensity difference) between the images. Later, they extended their framework in [33]
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to generate registration uncertainty. Yang et al. [159] proposed a deep encoder-

decoder regression model to predict the momentum parameterization for diffeomor-

phic registration. They utilized Bayesian dropout layers in their network which en-

abled estimation of the uncertainty by sampling multiple momentum predictions from

the network.

3.1.3 Deep Learning-based Image Registration in RT

With the recent advancements in computer vision, deep learning-based image reg-

istration methods involving Convolutional Neural Networks (CNNs) have attracted

considerable attention in RT literature as well. Yao et al. [160] proposed a two-stage

image registration framework by combining regressor CNNs that roughly align the

images, and conventional image registration methods that perform fine registration

of CBCT and planCT. Liao et al. [83] used deep reinforcement learning to train an

artificial agent that learns an image registration policy with a deep neural network to

choose the next optimal action for registering planCT to CBCT. Kearney et al. [70]

proposed a deep convolutional inverse graphics network to extract features that are

used to perform deformable image registration of CT and CBCT in the presence of

noise.

3.1.4 Contributions

We propose a novel formulation of deep classifier-based image registration that goes

beyond binary classification. In addition to the unrelated and registered classes, we

include classes corresponding to a collection of discrete displacements. Including the
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displacement classes alleviates the need for registration-time optimization by gradi-

ent descent; instead, posterior probabilities on classes are used to directly predict

expected values of displacements on the lattice of sampled locations. These, in turn,

are used to update transformation parameters and the process is iterated. We empir-

ically demonstrate that the iteration exhibits steady convergence for the simulated

data in neurosurgery.

Moreover, for the first time, we introduce the application of probabilistic classifier

for image registration of RT data. Although CBCT and CT are both x-ray based

imaging modalities, they have significantly different Fields of View (FOV) which is

problematic in image registration. We demonstrate that the accuracy of our approach

is comparable to the performance of clinicians for image registration in RT.

3.2 Methods

We leverage the strength of CNNs as multi-class classifiers and train a model to

predict the corresponding displacements between fixed and moving image patches.

We propose to use the probabilistic predictions of the trained classifier to drive image

registration. The final predictions are used to estimate the local uncertainty (variance)

in the displacements, as well as to indicate that the images may include different

contents, locally.

It should be noted that our approach has similarities to Glocker’s probabilistic

variant of discrete non-rigid registration [49]. Differences include 1) while both predict

posterior distributions on displacement, we include an unrelated class that can be used

to explain image areas that do not seem to agree, 2) we use deep learning classifiers

to predict displacements, 3) our updates are based on very simple and inexpensive
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calculations on classifier results rather than linear programming and min-marginal

calculations.

Classification-Network: We define 20 classes of patch pairs, c20
i=1, including

unrelated, registered, and 18 classes that correspond to±2,±4,±8 voxel displacements

in the x, y, and z directions between the two patches. We also define d20
i=3 as the

displacements (mm) associated with c20
i=3, and we set d1 and d2 (corresponding to

unrelated and registered classes) to zero displacements.

CNNs have dominated the image recognition competitions for the past few years

with state-of-the-art results in image classification tasks [35]. We explored different

architectures of CNNs for multi-class classification of patch pairs. In particular, we

experimented with VGG-inspired networks [131] (blocks of 3 × 3 × 3 convolutions

+ BatchNorm [66] + Maxpooling). However, these networks have large number

of parameters which motivated us to utilize a densely connected network [60] as our

multi-class classifier. All the experimented deep networks were developed from scratch

motivated by the original architectures.

Early fusion of the information between two images has shown to be superior to the

other methods for patch comparison [164]; therefore, we use two-channel input where

3D patch pairs from the fixed and moving images are concatenated. The network

has 20 outputs corresponding to the probabilities of an input patch pair belonging

to class ci. We train our CNN by minimizing the cross-entropy loss between the true

class labels y ∈ ci and the predicted class probabilities.

Image Registration: After training the classifier, registration proceeds as:

Initialize a rectangular grid of control points that cover the moving image. For
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Algorithm 1: Image Registration with Multi-class
Classifiers

Input: Fixed (f), Moving (m) images
Output: Rigid Transformation (Tθ)
zinit ← getInitialPatchCenters
Model ← getTrainedModel
Tθ ← identityTransform
d← −1× getClassDisplacements (mm)
while epochn ≤ max epoch do

m′ = Tθ(m)
z′ ← Tθ(zinit)
Pm′,z′ = PatchSampler(m′, z′)
Pf,z′ = PatchSampler(f, z′)
ED ← ModelPredict(Pf,z′ , Pm′,z′)× d
Tθ ← LSTQsolver(zinit, z

′ + ED)
end

zinit, z
′, eD ∈ RN×3, P ∈ RN×17×17×17

B-spline registration these will serve as the transformation parameters; for affine or

rigid registration initialize the respective transformation parameters.

Iterate 1) Transform the moving image according to current transformation param-

eters. 2) Extract 3D patches from the transformed moving image and the corre-

sponding locations in the fixed image that are centered on the control points. 3)

Run the classifier on the patch pairs, obtaining class probabilities, and calculate, for

each pair, the expected displacement, variance, and probability of being unrelated.

4) For B-spline models, increment the control points with their respective expected

displacements; otherwise, use the control points and predicted displacements to cal-

culate a least squares estimate of the rigid/affine transformation parameters. The

full algorithm for rigid/affine image registration with step-by-step instructions and

dimension of each variable is depicted in Algorithm 1; moreover, the schematic of our

proposed approach is illustrated in Figure 3.1.
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Patches

...

T(  )

Figure 3.1: Detailed schematic of our proposed method consisting of a 3D CNN
classifier, a least-square solver (for rigid/affine) and a patch generator.

For N cropped pairs of patches, we calculate expected displacements (D) as:

D = [Ey1 [d] Ey2 [d] ... EyN [d]] where Eyj [d] =
∑20

i=1 p(yj = ci)di. Here, p(yj = ci)

is the posterior probability of the jth input patch pair belonging to class ci, and di

is the associated displacement. The probability that the jth patch pair is unrelated,

p(yj = c1), infers that images do not contain related content, locally. Our proposed

approach takes advantage of this information by explicitly setting d1, the displacement

of the unrelated class, to zero. As a result, image patches that have little related

content will not have much effect on displacements. We hypothesize that modeling

the unrelated class increases the robustness of the registration system, which is borne

out in the experiments below. In future work, we will investigate assigning the value

of a spatial regularizer for the displacement associated with the unrelated class.

Uncertainty Estimation: As stated before, registration uncertainty plays a po-

tentially critical role in assessing the utility of image registration. In contrast to
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conventional regression approaches, we can easily calculate posterior uncertainty, so

at the final location of the control points, we calculate a scalar variance as σ2
j =

Eyj
[
|d− Eyj [d] |2

]
, along with uj = p(yj = c1). Both variance and the probability of

being unrelated are interpolated using a Radial Basis Function (RBF) spline covering

the image space.

Multi-resolution Pyramid Scheme: As explained earlier in this section, the

displacement classes of patches are defined as ±2,±4,±8 voxel displacements. As a

result, a classifier that is trained on 1 mm resolution of patches is able to capture up to

±8 mm error, corresponding to ±8 voxel displacement class, in registration between

images. For some applications, the initial error in misalignment can be much larger

which might cause problem for registration algorithms. To address this, we generate

different datasets of patch pairs for different resolution of fixed and moving images.

In particular, we create images at 1, 2, and 4 mm resolution, and we build/train

classifiers at these 3 scales (levels). As can be seen in Figure 3.2, image registration

starts on the coarsest resolution of data (scale 3), and the result of registration is used

to initially start the finer resolution level. By using a multi-resolution approach for

image registration, large initial misalignments are easily compensated by our coarser

model (scale 3), while the finer models are used to minimize error in registration.

We concatenate all the transformations from the three scales to generate a final

transformation.
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Figure 3.2: Our proposed multi-resolution pyramid scheme: fixed and moving images
are generated at 3 scales. For each scale, the expected value of displacement (predicted
by the classifier) is used to transform the moving image until convergence. Starting
from the coarsest scale (scale 3) the resulting transformation is used to initialize the
images for the finer scale registration.

3.3 Datasets

To investigate the performance of our methodology, we perform rigid/affine and de-

formable experiments with simulated data of T1 and T2-weighted MRI for neuro-

surgery and also CT and CBCT for RT applications.

3.3.1 Simulated Data

We carry out experiments using the IXI dataset [67] which contains multiple-sequences

of aligned brain MRI images of healthy subjects. These include T1 and T2 weighted

MRI. We also include synthetic Gradient Magnitude (GradMag) images that we com-

pute from T2. We use non-overlapping sets of 50 subjects for training the CNN clas-

sifier, 15 for validation, and 50 for testing and reporting the registration performance.
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Planning CT CBCT

Moving ImageFixed ImageMoving ImageFixed Image

T2-w T1-w + Tumor

(a) Simulated Data (b) Radiation Therapy Data

Figure 3.3: (a) Simulated data for neurosurgery applications, T2-w image and T1-w
image are chosen from different subjects (b) radiation therapy data from same patient
including planning CT and CBCT

Preprocessing: All images are initially re-aligned (within subjects) to compen-

sate for possible residual misregistrations, and resampled to a 1×1×1 mm. For each

class of displaced patch pairs, c20
i=3, we translate the moving image according to its

class displacement, di before cropping. For unrelated class, we crop patches from dif-

ferent random locations in the fixed and moving images. Overall, 60,000 patch pairs

of voxel-size 17×17×17 are generated for each class picked from different locations in

the space of images, which results in 1.2 million patch pairs for training. For some of

our experiments, we simulate a tumor resection on T1-w images to establish a harder

image registration task.

3.3.2 Radiation Therapy Data

For evaluation of our methodology in RT applications, 8 patients are selected who

underwent Fractionated Stereotactic Radiation Therapy (FSRT) at the cancer pro-

gram of the Kingston Health Science Centre (KHSC), Ontario, Canada. Our dataset

consists of 10 planCT and 100 CBCTs (2 of the patients had more than one planCT).
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An example of planCT (Philips Brilliance wide bore, Philips, NL) and CBCT (True-

Beam, Varian Medical Systems, CA, USA) is depicted in Figure 3.3(b). We use

planCT and CBCT images from 4 patients for training and validation and a mutu-

ally exclusive planCT and CBCT images from 4 different patients as test, performing

44 registration experiments on our test dataset.

Preprocessing: PlanCT and CBCT images are acquired from two different imag-

ing systems, each having different image detectors and scan geometry which makes

the preprocessing a fundamental part of our analysis. As a first step, we remove the

patient couch from both fixed (planCT) and moving (CBCT) images. To achieve this,

the outer silhouette of the head and neck is generated by thresholding the images and

filtering the largest connected component in the image (the head). Morphological op-

erators including erosion and dilation are used to remove distortion and noisy edges,

followed by hole filling. The resulting brain mask is used to set the values outside

of the brain to −1000 HU , and finally all the intensities are normalized to the (0, 1)

range, and images are resampled to 1× 1× 1 mm voxel spacing.

As a result of different Fields of Views (FOV) in each modality, the initial dis-

placement between the fixed and moving images might be large; therefore, a classifier

trained on ±2,±4,±8 voxel displacements may not be able to predict a correct dis-

placement class for the largely displaced patch pairs. To address this issue, we train

multiple classifiers for different image resolutions in a pyramid fashion as was dis-

cussed before. In this pyramid scheme, the size of image is reduced by applying

smoothing filters and subsampling [1]. We generate a pyramid with 3 scales of im-

age resolutions (1, 2, 4 mm) using Gaussian smoothing with a standard deviation of

(shrinkfactor/2)2 and downsampling until reaching the coarsest scale.
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Patch Generation: In our approach, the definition of a class remains the same

for all resolutions. However, the actual distance of the learned displacement (in

mm) by the model will be different. For instance, for generating patches of c20
i=3

for scale 3, we translate the moving image by ±8,±16,±32 mm in x, y, and z before

cropping corresponding locations in the fixed and moving imaging spaces. In addition,

registered class patches (c2) are cropped from the aligned images of planCT and

CBCT, and for the random displacement class (c1) the patches are cropped after a

random transformation was applied to the planCT image. Since the soft tissue has

low contrast in CT, only patches that contain bone contrast are kept. Overall, we

generate 38,000 3D patch pairs for each class of displacements at each scale. It should

be noted that training of multi-class CNNs at each scale is performed separately from

other scales. Figure 3.4 illustrates different classes of patches for various resolutions

in RT data for a patient.

3.4 Experiments and Results

3.4.1 Simulated Data

After generating the training patches from the T2 and T1-w images, we use 3D

densenet-inspired multi-class classifier consisting of 4 dense blocks with 10 initial

filters and growth rates of 16 to distinguish different displacement classes. During

training, the Adam update rule with an initial learning rate of 10−4, batch size of 256

and `2-regularization of 5e−4 is used to optimize the network. All the hyperparame-

ters (both architecture and training parameters) are empirically estimated to achieve

maximum accuracy in the validation data. Output of our network is 20 scalars repre-

senting the probability of the input patches belonging to each class of displacements.
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Fixed Image
 Patch random registered D= [-2 0 0] D= [2 0 0] D= [0 -2 0] D= [0 2 0] D= [0 0 -2] D= [0 0 2] D= [-4 0 0]

D= [4 0 0] D= [0 -4 0] D= [0 4 0] D= [0 0 -4] D= [0 0 4] D= [-8 0 0] D= [8 0 0] D= [0 -8 0] D= [0 8 0] D= [0 0 -8]

Fixed Image
 Patch random registered D= [-2 0 0] D= [2 0 0] D= [0 -2 0] D= [0 2 0] D= [0 0 -2] D= [0 0 2] D= [-4 0 0]

D= [4 0 0] D= [0 -4 0] D= [0 4 0] D= [0 0 -4] D= [0 0 4] D= [-8 0 0] D= [8 0 0] D= [0 -8 0] D= [0 8 0] D= [0 0 -8]

D= [4 0 0] D= [0 -4 0] D= [0 4 0] D= [0 0 -4] D= [0 0 4] D= [-8 0 0] D= [8 0 0] D= [0 -8 0] D= [0 8 0] D= [0 0 -8]

Fixed Image
 Patch random registered D= [-2 0 0] D= [2 0 0] D= [0 -2 0] D= [0 2 0] D= [0 0 -2] D= [0 0 2] D= [-4 0 0]

(a) 1 mm resolution

(b) 2 mm resolution

(c) 4 mm resolution

Figure 3.4: 20 classes of patch displacements cropped from fixed (planCT) and moving
(CBCT) images for 3 resolutions of data.

We utilize the trained classifier for image registration as explained earlier.

Baseline: Our baseline is the well-known publicly available Elastix [73] registra-

tion package. Elastix parameters (“number of samples”:2048, “metric”:“Normalized

Mutual Information (NMI)” or “Cross-correlation (NCC)”, “optimizer”: “Adaptive

SGD”, “number of iterations”:512,) are validated to be optimum.

We perform rigid, affine and deformable registration experiments to assess the

performance of our proposed method and to quantify the relationship of our predicted
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uncertainty to the actual error of registration. For rigid/affine experiments, we apply

random initial transformations to misregister the images and find the transformation

that aligns them. We report Fiducial Registration Error (FRE), calculated from

100 arbitrary sparse landmarks, from their initial positions and those following final

registration. Average running time of our method is 0.32 ± 0.1 and 0.59 ± 0.08

seconds per iteration for rigid/affine and B-spline registration, respectively, using

GeForce GTX 1080 Ti which puts runtime of our iterated approach within clinically

acceptable margins for neurosurgery [117].

Rigid Registration and Parameter Update Range

To study the parameter update range of our proposed method we perform the follow-

ing experiment. After training a classifier on 20 classes of displacements, for a random

fixed image (T2) in the test set, the corresponding moving image (T1) is translated

in x, y, z directions by different values (from -8 mm to 8 mm, with 0.5 mm steps).

For each translation experiment, we calculate the expected value of displacements for

100 randomly cropped patches (Eyj [d] j = 1, ..., 100). Finally, we plot the average

predicted displacement for each translation experiment as shown in Figure 3.5(a). It

is clear that our model, while trained on discrete displacements, can correctly predict

a close approximation of the actual displacement (almost linear trend); thus, it can

rapidly progress to convergence.

Our method can be easily adapted for a multi-resolution registration scheme. We

demonstrate this using a test case with 5 different scales of initial error (FRE of

5, 10, 20, 40, 60 mm). Three different classifiers are trained on 3 resolutions of the

data (Model1 on 1 mm voxel spacings, Model2 on 2 mm, and Model3 on 3 mm) for
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Figure 3.5: (a) Predicted displacement in mm in y-axis, and initial translation in
mm in x-axis. (b) Convergence plot for small and big initial misregistrations using
3 models trained on different resolution. (c) Convergence plot of rigid registration
based on different amount of rotational misalignment.

the c20
i=1. Class definitions remain the same at all scales. We use Model3, Model2,

and Model1 to capture large, medium and small misalignments respectively. The

convergence plot for the models is depicted in Figure 3.5(b). We observe that large

initial misalignments can be easily compensated by Model3 (purple) while the model

at the finest scale can give the best accuracy (blue).

A natural question is whether or not a registration method that has a CNN clas-

sifier trained on translated images can perform well on rotated images. To address

this, we perform multiple rigid registrations for T2 and rotated T1 (0.1− 0.8 rad) of

a test subject and plot the convergence during registration. As seen in Figure 3.5(c)

we are able to achieve voxel-level FRE even with initial rotations of 0.8 rad (nearly

45 degrees) based on a classifier that is trained only on translation of patches.

Affine Multi-modality Registration

We generate GradMag images for 3D MRI volumes, and perform affine registration of

these to T2 images. GradMag images have contrast somewhat similar to ultrasound,
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Table 3.1: Results for T2 and GradMag affine registration.

Initial Elastix NMI Elastix NCC Our Method

FRE (mm) 20.69± 4.88 4.61± 2.50 2.71± 1.20 0.82± 0.44

mimicking a multi-modality registration problem. After training a CNN classifier for

T2 and GradMag patches (the same hyperparameters were used for the architecture

and training), we substantially misalign the moving images with 100 different affine

transformations and try to register them back. The Affine parameters are sampled

from Ut{1, 25}, Uθ{0.01, 0.2}, Us{0.95, 1.05} and Ush{−0.05, 0.05} for translation, ro-

tation, scale and shear, respectively. This leads to an initial error of 20.69± 4.88 mm

in the test set. The trained CNN is used to register the data as described in Meth-

ods section. Table 3.1 summarizes the final FRE in mm, and the comparison of our

proposed approach with baseline methods. Our proposed method achieves subvoxel

error, and performs statistically significantly better (t-test, p < 0.001) compared to

Elastix NMI and NCC.

Deformable Registration and Uncertainty Estimation

For the deformable experiment, we use overlap scores (mean Dice Similarity Coef-

ficient) as the measure of agreement [20] between grey matter (GM), white matter

(WM), and cerebrospinal fluid (CSF), computed by FSL FAST algorithm [166].

Inter-subject registration is challenging as some cortical structures may exist in

only the moving or the fixed image. Our first experiment involves 100 inter-subject

multi-resolution (2 scales) B-spline registrations. In this preliminary experiment, we

use a relatively coarse grid of 10 × 10 × 10 at the finest level. For each registration

experiment, we randomly select two images from our test set (T2 from one subject,
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Table 3.2: Mean Dice score of GM, WM, and CSF for inter- and intra subject de-
formable registration of T1 and T2 with Elastix and our proposed method. “*”
indicates statistically significant difference between results (t-test, p < 0.001).

Dice Score, Inter-subj Dice Score, Intra-subj +“resection”

GM WM CSF GM WM CSF

Initial 0.36± 0.07 0.45± 0.09 0.18± 0.06 0.47± 0.05 0.57± 0.04 0.30± 0.05
Elastix 0.48± 0.04 0.66± 0.02∗ 0.32± 0.03 0.67± 0.04 0.77± 0.04 0.55± 0.06
Proposed 0.52± 0.02∗ 0.64± 0.01 0.35± 0.03∗ 0.70± 0.03∗ 0.77± 0.03 0.62± 0.04∗

Proposed (w/o unrelated class) 0.49± 0.05 0.63± 0.06 0.34± 0.07

and T1 from a different subject) and register them using our classifier which was

previously trained on intra-subject fixed and moving patches.

Registration of pre- and intra-operative images is a desired feature in image-guided

surgery, and it could have the most utility after resection has been carried out. Un-

fortunately, resection makes the registration problem more difficult. To simulate this

scenario, we create another test dataset by inserting synthesized resected areas, in

different sizes and shapes, in random locations of the T1 images (see Figure 3.6). We

perform 200 intra-subject multi-resolution (2 scales) B-spline registrations of T2 and

T1-resected images. For each experiment, we randomly perturb the control points of

the B-spline grid (on the moving image) with displacements following a uniform dis-

tribution U{−25, 25} mm, and register the images back to their initial configuration.

We also perform an experiment by using a CNN classifier that is not trained on the

unrelated class data (only trained to distinguish 18 class of displacements and the

registered class).

The results of both experiments are reported in Table 3.2. As seen, for the inter-

subject experiment, our method achieves accuracies comparable to Elastix, and for

the more challenging experiment with the virtual resected regions, our performance



3.4. EXPERIMENTS AND RESULTS 73

Figure 3.6: Intra-subject deformable registration and results. The first column of each
row is a pre-operative T2 MRI axial cross-section, the second column is a simulated
post-resection image created by blanking out a region of T1 MRI, the third column
is our registered T1 MRI (moving image) overlaid with uncertainty values, and the
fourth column is the registered T1 MRI (moving image) overlaid with probability
of being unrelated. In the third and fourth columns, Red indicates higher standard
deviation and higher probability of unrelated class, respectively.

is significantly higher.

At the final location of the control points we calculate the scalar standard devi-

ation of the displacements as the estimated uncertainty as well as p(yj = c1) which

represents the probability that patches are unrelated, and interpolate them to cover

image space. We depict these predictive diagnostics for two intra-subject deformable

registrations in Figure 3.6. As seen, our model has detected the areas that have

unrelated contents (resected regions), and surrounding areas have higher uncertainty

(standard deviation) as expected. We suspect the lack of correspondence between the

pre- and intra-operative images is the reason for the large uncertainty at the resected

area.
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Figure 3.7: Distribution of error and uncertainty for intra-subject registration ex-
periment. (a) error distribution for discretized uncertainty intervals (first interval
0 < u ≤ 0.25 and so on) (b) distribution of error before and after registration for a
test case.

Evaluation of Uncertainty Estimates for Simulated Data

As the ground-truth of the intra-subject experiment in simulated data is known, we

investigate the relationship between the predicted uncertainty (standard deviation)

and the actual registration error. The result of this analysis for the population of

100 registration experiments is shown in Figure 3.7. In Figure 3.7(a) each bar plot

presents a summary of registration error and predicted uncertainty over a population

of subjects. We have discretized the uncertainty prediction into 0.25 mm intervals

for ease of visualization. We observe a strong positive and almost-linear relationship

between the uncertainty and actual registration error (r = 0.94 with p < 0.001), and

importantly, low levels of predicted uncertainty correspond to low levels of actual

error. In Figure 3.7(b) we are illustrating the distribution of error for a test case

before and after the registration.
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3.4.2 Radiation Therapy Data

For RT data, we also use a 3D densenet-inspired classifier with same hyperparameters.

We also concatenate planCT and CBCT patches in channel dimension like before.

Initial learning rate of 1e−3 is used with Adam update rule along with `2-regularization

of 1e−3. We empirically choose the hyperparameters to achieve maximum accuracy

in the validation data.

After training a multi-class classifier on 3 scales of data from planCT and CBCT,

we perform rigid registration for each patient in the test set. Registration accuracy is

measured by comparing the translational and rotational parameters for our estimated

transformation to the gold standard registration verified by the clinician during the

treatment session.

Figure 3.8 demonstrates the results for registering planCT and CBCT images.

As seen in Figure 3.8(a), we achieve a sub-milimiter difference for translational pa-

rameters to the gold standard registration performed by the clinician in most of the

cases. Specifically, we achieve mean ± std registration error of 0.30 ± 0.55 mm,

−0.11±1.06 mm, and 0.16±0.71 mm in x, y, z directions, respectively. Figure 3.8(b)

shows the rotational errors which are 0.14 ± 0.92◦, 0.24 ± 0.62◦, and 0.01 ± 0.24◦

for roll, pitch and yaw, respectively. The run-time for our method is 30 seconds on

average which is comparable to the amount of time dedicated to register CBCT to

planCT in the treatment session.
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Figure 3.8: Registration of planCT and CBCT: (a) translation error calculated by
comparing translation parameters in 3 directions to the gold standard (b) rotational
error

3.5 Discussion

We defined 20 classes of displacements between patch pairs which included unrelated,

registered, and 18 classes of displacements corresponding to ±2,±4,±8 voxel trans-

lation in the x, y, and z directions. The number of classes of translational displace-

ments is somehow heuristic and application-specific; however, the patch size needs to

be considered when defining the displacement classes. For instance, for the patch size

of 17 voxels, after 8 voxel displacement half of the shared information between the

patches is translated which imposes difficulties for multi-class classifier to learn these

displacement classes.

The automatic registration algorithm used during the treatment session for RT

might not always compute acceptable results in registration of CBCT to planCT

for reasons such as incorrect position, orientation, or configuration of the patient.

Therefore, to ensure a successfully performed procedure, the clinician will repeat the

registration by changing parameters or modifying the patient’s position on the table.

Looking more carefully into the ground truth provided for outlier cases (cases 1,5,8)

in Figure 3.8 and our predicted results, we observed a significant misregistration of
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CBCT and planCT after applying the provided ground-truth registration. In contrast,

we observed visually acceptable registration results performed by our algorithm which

is the reason behind significant error in results. These cases were confirmed by our

clinician partner to be of those repeated registration cases.

We employed a heuristic preprocessing approach for removing the patient’s bed

in planCT images to improve the robustness of the algorithm concerning different

imaging environments. Given the fact that the cropped patches are centered on the

skull, we could potentially skip this step, and perform image registration without

preprocessing. However, the performed patient-bed-removal step is fast and based to

Hounsfield units which ensures standardized analysis.

3.6 Conclusion

We presented an efficient and flexible approach based on deep multi-class classifiers

for multimodal 3D image registration that predicts estimated displacements of pairs

of patches. Our method does not need any optimization on the transformation pa-

rameters as it uses a sequence of approximate solutions that empirically exhibit good

convergence. The experimental evaluation of rigid, affine and deformable image regis-

tration on simulated neurosurgery and RT data demonstrates the effectiveness of our

method. Our method achieved statistically significant improvements in performance

compared to the widely-used image registration toolkit Elastix in our simulated tumor

resection experiment. We were able to directly quantify the uncertainty of the reg-

istration with our probabilistic classifier, and show that our predicted uncertainty is

strongly predictive of actual errors. Providing an estimation of uncertainty for regis-

tration results can effectively augment clinicians decision making in IGI by increasing
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the interpretability of the registration algorithms.
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Chapter 4

Addressing Noisy Labels of Biopsy Data with

Deep Neural Maps

4.1 Introduction

In Chapters 2 and 3, we developed solutions to enhance the explainability and in-

terpretability of DL-based image registration approaches in IGI. In the next two

chapters, we propose solutions for some of the limitations of learning algorithms in

IGI. As mentioned previously, labels acquired from biopsy data are noisy and prone

to errors. Here, we propose a solution based on unsupervised learning to address this

limitation. We present our work for Prostate Cancer (PCa) detection using Temporal

Enhanced Ultrasound (TeUS).

The materials in this chapter are adopted from:

Sedghi, A., et al. “Deep neural maps for unsupervised visualization of high-grade cancer in prostate
biopsies”. In IPCAI’2019 Special Issue: International Journal of Computer Assisted Radiology and
Surgery, 14(6):pp 1009–1016, 2019
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4.1.1 Background: Image-guided Diagnosis of Prostate Cancer

Prostate Cancer (PCa) is the most dominant noncutaneous cancer in men. Re-

searchers have categorized PCa risk to show common clinical decision-making groups;

low-risk group who are appropriate for active surveillance, intermediate risk group for

whom intervention is beneficial and high-risk group who will benefit from more ag-

gressive intervention. Intermediate and high-risk disease are referred to as clinically

significant PCa (sPCa) [114]. Mortality often happens when cancer is metastasized

beyond the prostate. This is the main motivation for early detection of sPCa to

enable the best treatment decision for the patient.

The diagnosis of PCa involves immunoassay-based measurement of the blood lev-

els of Prostate Specific Antigen (PSA) and Digital Rectal Exam (DRE). PSA level,

suspicious DRE, patient’s age and therapeutic consequences will determine the need

for prostate biopsy [54]. The current gold standard for PCa diagnosis is histopatho-

logic analysis of the specimen taken during the biopsy procedure guided by transrectal

ultrasound (TRUS-guided biopsy), initially suggested by Hodge et al. [58] in 1989.

The current biopsy protocol is not patient-specific and includes systematic sampling

of 12-20 locations in the prostate gland [38]. Studies have shown low sensitivity in

detection of sPCa for systematic (sextant) biopsies [128]; therefore, the conventional

biopsy process is a blind approach resulting in a over- and under-diagnosis of PCa.

Fusion of multi-parametric MRI (mp-MRI) and ultrasound (by image registra-

tion) has been used to improve PCa detection [128] by enabling targeting of cancer

foci predetermined in MRI during TRUS-guided biopsy. While mp-MRI has high

sensitivity, it has low specificity for identifying intermediate risk or low volume dis-

ease [128, 77, 137]. In addition, registration of 3D TRUS to mp-MRI [102] is a
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Figure 4.1: (a) Temporal Enhance Ultrasound (TeUS). The blue signal shows the
variation of a pixel amplitude in ultrasound data over a sequence of imaging frames;
(b) Pre-processing and Region of Interest (ROI) selection. Eighty ROIs are selected
along each biopsy core in TeUS data, centred on the biopsy target. (Fig 1.b reprinted
from [7])

complex task and it fails to fully account for patient motion or organ deformation

occurring during the biopsy. The lower specificity of mp-MRI means that a biopsy

is still required with a suspicious mp-MRI [2]. This emphasizes the need to augment

the detection of sPCa in mp-MRI to reduce a very large number of false positives

currently observed in fusion biopsy.

Several ultrasound-based approaches have been suggested to increase the cancer

yield of TRUS-guided biopsy. Analysis of the absolute intensity of Radio Frequency

signals [41], and observed mechanical response of tissue to external excitation (elas-

tography) [31] are among these approaches. PCa is a multi-focal, heterogeneous

disease in which microstructure and mechanical properties vary significantly across

different grades of cancer and patients. Therefore, determining a consistent cancer-

related tissue property has proven difficult limiting clinical uptake of these methods.
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Analysis of time series of ultrasound data, Temporal Enhanced Ultrasound (TeUS),

has emerged as a promising modality for PCa detection. TeUS is comprised of a set

of ultrasound frames captured over a short period of time from a stationary tissue

location without mechanical excitation (Figure 4.1). Previous ex vivo [61, 65, 101]

and in vivo [99, 9] studies have used machine learning techniques to show that TeUS

information can be successfully used to determine discernible characteristic of cancer

tissue.

Prior work using TeUS has focused on supervised classification verified by gold

standard pathology of the cores. Reporting of pathology labels has a significant limi-

tation as the location of cancerous tissue with respect to the entire core is not labeled.

A core may also contain only a small percentage of cancer while the entire core can be

declared as cancer. Furthermore, cancer has different grades and normally contains

several tissue types of substantially different microstructures. In other words, since

the tissue in each core can be highly heterogeneous, labels for cores can be extremely

noisy, which makes supervised training and classification highly challenging. Another

shortcoming of previous work is that learning models of PCa is limited only to ultra-

sound data from the biopsy region where pathology labels are available. Ultrasound

data from a significant portion of the prostate, beyond the biopsy needle, is therefore

discarded.

4.1.2 Contributions

To address the noisy nature of labels in biopsy data, we provide an end-to-end unsu-

pervised solution to map PCa distribution from TeUS data using an innovative rep-

resentation learning method, Deep Neural Maps (DNM). TeUS data is transformed
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to a topologically arranged hyper-lattice, where similar samples are closer together in

the lattice. Therefore, similar regions of malignant and benign tissue in the prostate

are clustered together. Our proposed method increases the number of training sam-

ples by several orders of magnitude. Data from biopsy cores with known labels is

used to associate the clusters with PCa. Cancer probability maps generated using

the unsupervised clustering of TeUS data helps intuitively visualize the distribution

of abnormal tissue for augmenting TRUS-guided biopsies.

4.2 Materials and Methods

4.2.1 Data

TeUS data was acquired from 255 biopsy cores of 157 subjects during MR-TRUS

fusion prostate biopsy procedure. The study was approved by institutional research

ethics boards, and patients provided informed consent to participate. The biopsy

targets have been selected by a radiologist that has examined the mp-MRI sequences

and marked the location highly likely to be cancer. UroNav (Invivo Corp.,FL) was

used for the MR-ultrasound fusion during the guided biopsy. Prior to firing the biopsy

gun, the ultrasound transducer was held steady for about 5 seconds to acquire 100

frames of TeUS data, followed by firing the biopsy needle to collect a sample of the

tissue. Gleason Score (GS) is the recommended method for grading PCa. The Gleason

Grade (GG) refers to the aggressiveness of prostate cancer and is described using a

scale of 1-5 with 5 representing aggressive cancer. The Gleason Score (GS) is the

addition of the GGs of the dominant and the second dominant cancer components

in a specimen regardless of the amount [54]. In our dataset, 83 biopsy cores are

cancerous with GS 3+3 or higher (have GG of 4 and 5); 31 of them were clinically
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significant with GS 4+3 (5) GS 4+4 (21) and GS 4+5 (5). The rest of 172 cores are

non-cancerous, which includes benign or fibromuscular tissue, chronic inflammation,

atrophy and Prostatic Intraepithelial Neoplasia (PIN).

4.2.2 Preprocessing

TeUS data are available from an entire imaging plane for every biopsy core. From this,

TeUS data corresponding to the prostate gland are extracted by manually contouring

the prostate boundaries. The frequency spectrum is computed for regions of interest

(ROI) of 0.5 × 0.5 mm in the prostate area. Specifically, we calculate the Discrete

Fourier Transform (DFT) of zero-mean ultrasound time series for each TeUS signal

in the ROI (on average 27 time series in an ROI), normalized to the frame rate. DFT

is a discrete transform to convert the time-domain, finite sequence of ultrasound time

series data to frequency domain [108]. We generate inputs for DNM by averaging

the absolute values of the DFT of TeUS signals in each ROI. Details of a similar

process are discussed in [8]. We choose the first 25 average frequency components as

the input for DNM. Previously [7, 13, 14], we investigated the physical phenomenon

governing TeUS suggesting that tissue micro-vibrations at low frequency, partly due to

physiological motion and pulsation from the heart beat (∼ 1 Hz ), are key contributors

to its tissue typing capability. Therefore, for each ROI we represent TeUS data with

the first 25 positive frequency components. The number of ROIs of size 0.5×0.5 mm

from the prostate area results in roughly 100, 000 regions for the training set, with 25

values for frequency components. Therefore, the size of the input matrix is roughly

100000 × 25. Hereafter, we refer to this data as “unlabeled data”, which we use for

learning the visualization of sPCa in an imaging plane.
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Figure 4.2: Architecture of the DNM. An AE neural network learns the input to
latent variable transformation function while a SOM learns representations from the
embedding space.

We also generate “labeled data” from 32 benign cores, 14 cores with GS 4+4,

and 12 with GS 3+3 . For this purpose, an area of 2 × 10 mm along the projected

needle path is selected (similar to [7]). We divide this area to 80 equally-sized ROI

of 0.5× 0.5 mm, and calculate the DFT components as stated earlier.

4.2.3 Unsupervised Learning of PCa from Unlabeled TeUS Data

Pesteie et al. [111] proposed an unsupervised representation learning model, DNM,

which transforms and embeds the input data to a latent variable and learns an N-

dimensional hyper-lattice from the embedding space. This is achieved via an auto-

encoder (AE) neural network, which learns the transformation function between the

input and the latent variables [123], along with a Kohonen map, also known as

SOM [74]. SOMs are an unsupervised learning approach where neurons within the

map compete between themselves to be activated. The outcome is an organized con-

nection of neurons. SOMs are used to transform high-dimensional data to one or two
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dimensional discrete maps. In our DNM architecture, the SOM learns representa-

tions from embedding space, as shown in Figure 4.2. The DNM model preserves the

topography of the data in a non-linear lower dimension, yielding a semantic map of

representations topologically arranged in a hyper-lattice, where similar samples are

mapped close together in the map. Thus, the DNM yields a deterministic mapping

between the data and the hyper-lattice and vice-versa.

Training the DNM is a two-step process, namely pre-training and joint optimiza-

tion. During pre-training, the AE is trained on the dataset via the conventional

stochastic gradient descent algorithm. This builds a latent space from which the

original data can be precisely reconstructed. Then, the SOM is trained on the latent

variables of the data via the incremental learning algorithm. Incremental learning

methods are referred to a set of algorithms that repeatedly train a model without for-

getting the previously learned patterns. In SOM, the lattice is updated with respect

to a time-decaying neighborhood function, which controls the size of the update re-

gion on the lattice. Hence during the early stages of training, the model tries to learn

global representations. As the size of the neighborhood decreases, the model starts

to fine-tune its neurons locally, while preserving the global attributes of the learned

representations [149]. The objective is to minimize the `2 norm of the Euclidean dis-

tance between the embedding of a given input and its best matching neuron in the

map. Once the AE and the SOM components are pre-trained, they are jointly opti-

mized together, such that the distance between the best matching neuron of the map

with its neighbors is maximized for all data points through optimizing the weights of

the AE as well as SOM representations. Therefore, the DNM learns a set of feature

extractors that map the data to a latent space, where the topology is still preserved.
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Figure 4.3: An illustration of our proposed approach for finding clusters representing
cancer in the low-dimensional space of SOM. On the right, we calculate a similarity
map based on the distance of lattice nodes to the centre of the cluster

To effectively capture the variation in the frequency spectrum of TeUS data as-

sociated with tissue type, we leverage abundant data from the prostate (“unlabeled

data”) and use them as input to the DNM. We hypothesize that DNM is a viable

solution to learn distinctive representations from unlabeled TeUS signals, which yield

a similarity metric for cancerous and benign tissues. In order to test this hypothesis,

we use an AE with fully connected layers of 25→ 14→ 25 along with a 25×25 lattice

size of the SOM. We experimented with various dimensions of the AE for achieving

the best reconstruction error. The AE and SOM are pre-trained for 2000 and 1000

iterations, respectively. Thereafter, the DNM is trained using the combination of

AE and SOM loss functions for 1500 iterations. Batch size of 128 is used for the

experiment.

4.2.4 Projection of Labeled Data on the 2D lattice

In the previous section we explained the training process of DNM with data from all

training patients that include various outcome classes such as benign and all available

grades of cancer. As a result, a two dimensional topographic lattice is generated from

the entire unlabeled TeUS data. Following training, we identify the centre of clusters
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for each outcome class (Benign, GG 3, GG 4) in the lattice. For this purpose, we use

a subset of the data from biopsy cores with gold standard pathology outcomes. The

subset includes benign patients and patients with PCa (consistently GG 4 and GG

3) in most of their biopsy sample. Figure 4.3 demonstrates the schematic diagram of

our proposed approach for determining this association. In this section we only use

biopsy cores with homogeneous pathology, and samples with mixed Gleason Grades

(GS 4+3 and GS 4+5) are not used for identifying centre of clusters.

For each labeled ROI in a given class, we project its 25 frequency features on the

lattice and obtain the corresponding best matching neuron to that ROI, on the map.

Next, we use Gaussian kernels to smooth the projections. This leads to a projection

map for each class, which can be used to identify the correspondence between a given

class of outcome in TeUS data and regions of the lattice. Since the DNM model

has separated latent signatures of the TeUS data for each class, the projection map

indicates different clusters, where the center of each cluster corresponds to the highest

majority of projection (see Figure 4.4).

4.2.5 Visualization of High Grade Cancer

As explained, DNM learns a semantic map of representations in which similar ROIs

from TeUS data are mapped closer together. We leverage this key property and

calculate similarity values based on the Euclidean distance of lattice nodes to the GG

4 cluster (aka high grade cancer) identified previously. Finally, we use these similarity

values to generate colormaps that indicate the likelihood of sPCa and overlay them

on TeUS imaging planes.
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More specifically, for each case in the test data, we generate a frequency representa-

tion of TeUS data. This representation is calculated in neighborhoods of 0.5×0.5 mm

(ROI). We take the DFT of each RF time series in this neighborhood (on average 27

time series in an ROI), and average their first 25 frequency components. This gen-

erates 25 frequency representations for each ROI which are used as an input feature

to the DNM to calculate their projections to the lattice space. Having obtained the

centre of the cluster for the high grade cancer (GG 4) from training data, we assign a

similarity value to the ROI (one color) based on the distance of its projection to the

cluster center. We repeat these steps for all ROIs that cover the prostate area and

create the final colormap for visualization.

4.3 Experiments and Results

Figure 4.4 shows the projection results for different classes in the “labeled data”. As

seen in this figure, the cluster centres corresponding to various classes in the lattice

space are distant from each other. Most importantly, the projection of GG 4 cluster

is farther away from Benign compared to those of GG 3 from Benign. This aligns

well with transition of cell types in a continuum from benign tissue microstructure

towards low grade cancer to moderate and high cancerous tissue in histopathology.

Figure 4.5 shows the ultrasound images of a cancer and a benign case. Colormaps

are generated following the process outlined previously and are overlaid on B-mode

ultrasound images. The target was initially identified in mp-MRI and registered to

TRUS images for biopsy guidance. We observe that for the cancer case (top row) the

similarity to GG 4 is high (red) around the target, while the similarity to Benign is

low (blue). Moreover, for the benign case (bottom row) the similarity to Benign is
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Benign Gleason Grade 4 Gleason Grade 3

Figure 4.4: Projections of “labeled data” from the entire training set on the DNM
lattice of size 25 × 25 for benign tissue, GG 4, and GG 3. Note that GG 4 shows a
dominant cluster, and a secondary cluster that is closer to the benign cluster centre.
We hypothesize that this secondary cluster reflects the benign tissue (in addition
to cancerous tissue) present in majority of biopsy cores irrespective of their cancer
grade. The lattice projection maps are then used to calculate a metric to determine
the similarity of ROIs of a test case to each cluster centre.

high (Red) around the target, while the similarity to GG 4 is low (blue).

We also evaluate the performance of our approach for classification of TeUS data

into sPCa and Benign. For each test patient, after projecting all ROIs (n=80) along

the biopsy track to the lattice coordinates, we determine the percentage of ROIs

that project to the same coordinates within the GG 4 cluster. This is meant to

be a measure of the agreement in projections of different ROIs of each sample. We

use a simple classifier to declare a case as sPCa based on the similarity value of

the ROI projections on the lattice. A linear relationship is observed (Figure 4.6)

by comparing the performance of the classifier and the percentage of the agreement

in the projections of ROIs. For cores with high consensus in projection, we achieve

an AUC > 0.8; however, the results suggest that the simple linear classifier does

not perform well for cores with little consensus in the projection. For these cores, a

more complex classifier will be needed with parameters to tune to take into account

the dispersion and weighted distances of projections. From clinical point of view,
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(a) Similarity to Gleason Grade 4 (b) Similarity to Gleason Grade 3 (c) Similarity to Benign 

Cancer Case

Benign Case

(a) Similarity to Gleason Grade 4 (b) Similarity to Gleason Grade 3 (c) Similarity to Benign 

Figure 4.5: Similarity map for different GG overlaid on B-mode ultrasound images.
Red and Blue indicate higher and lower similarity to the specific grade indicated
at the bottom of each image. Top row: Cancer case (a) similarity map to GG 4 (b)
similarity map to GG 3 (c) similarity to Benign. As seen, the biopsy-confirmed cancer
patient is highly similar to the GG 4 map (red) in (a). Bottom row: benign case (a)
similarity map to GG 4 (b) similarity map to GG 3 (c) similarity map to Benign. For
the benign patient, similarity to GG 4 is lowest, as expected, in plot (a).

significant prostate cancer is one that involves GG 4. Our reported AUC values

indicate that our approach can be highly sensitive to presence of GG 4 at a reasonable

specificity, which is critical for clinical decision making. Future work will extend this

classifier to further improve AUC.

4.4 Discussion

In the SOM training algorithm, topological structures among data points are pre-

served. This ensures that similar inputs are projected to similar regions on the grid.

Using this property, we defined the similarity metric based on the distances in the
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grid. The topology preserving property of SOM retains neighbourhood relationships

of the neurons. Therefore, metrics that incorporate both the distance between the

latent representations of the input data as well as the distance between the neurons

in the 2D grid can be used for future work.

Previous studies have focused on supervised learning with Recurrent Neural Net-

works for detection of prostate cancer using TeUS data [6] . Here, for the first time,

we demonstrate the feasibility of unsupervised learning for prostate cancer detection

with TeUS. Although classification algorithms based on supervised learning methods

tend to have higher accuracy compared to those based on unsupervised learning, the

number of labeled data points is several orders of magnitude lower than unlabelled

data which we take advantage of in this study.

The original implementation of the DNM in [111] used Denoising Autoencoders

(DAE) for the task of learning a parametric function from input to latent space.

However, our experiments with AE showed good reconstruction error. In addition,

by averaging the signals in an ROI, the potential intrinsic noise of signals are captured

and the need for DAE becomes less important.

Although our approach is based on unsupervised learning of representations, if the

labels of all samples are available, approaches similar to Linear discriminant analysis

(LDA) can be employed to enforces the projections of different classes to be far from

each other which eventually will help the classification.

4.5 Conclusion

In this chapter, we proposed a new approach to address the noisy nature of labels

in biopsy data. Our method enables identifying and visualizing benign and various
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Figure 4.6: (a) Similarity map calculated based on distance from the maximum peak
in the GG 4 cluster; (b) Performance of the classifier based on the percentage of
agreement in projection among ROIs along each biopsy needle.

grades of cancer in the prostate tissue from TeUS. We utilized an unsupervised rep-

resentation learning model, namely DNM, to obtain a topology-preserving mapping

from the data space to a 2D lattice space from unlabeled data. Later, we used the

pathology outcomes from a subset of TeUS data to identify representations in the

lattice that correspond to each tissue category, i.e., Benign, GG 3 and GG 4. Finally,

we used the distance from the centre of GG 4 cluster as a similarity value to assign

labels to ROIs in TeUS data.

Our approach is computationally efficient. The association between class labels

and input data can be determined by projecting the input to the lattice space and

using a look-up table. One of the limitations of our approach is that DFT computation

is an additional step that needs to be performed for evaluation.
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Chapter 5

Improving Detection of Prostate Cancer Foci via

Information Fusion of MRI and Temporal

Enhanced Ultrasound

5.1 Introduction

In the previous chapter, we developed an unsupervised learning method for PCa de-

tection that addresses the noisy nature of biopsy data. The detection of PCa is shown

to greatly benefit from MRI-ultrasound fusion biopsy, which involves overlaying pre-

biopsy MRI volumes (or targets) with real-time ultrasound images. In this chapter,

we investigate information fusion approaches between MRI and ultrasound to improve

detection of PCa foci in biopsies.

The materials in this chapter are adopted from:

Sedghi, A., et al. “Improving Detection of Prostate Cancer Foci via Information Fusion of MRI and
Temporal Enhanced Ultrasound”. In IPCAI’2020 Special Issue: International Journal of Computer
Assisted Radiology and Surgery (In Press)



5.1. INTRODUCTION 95

5.1.1 Background

The fusion of the pre-biopsy mp-MRI of the prostate with TRUS-guided biopsy

promises to increase the yield of aggressive cancer [115, 129, 138]. In the literature

and in clinical practice, MR-TRUS fusion biopsy refers to the alignment of pre-biopsy

mp-MRI volumes with TRUS (acquired at the beginning of biopsy) and targeting of

the lesions identified on mp-MRI. mp-MRI is projected and fused with TRUS images

either through commercially available systems [129, 138] or using cognitive co-location

of targets in the TRUS imaging space [115]. Although registration techniques do not

lead to an ideal true fusion of imaging spaces, providing the spatial information of

the mp-MRI lesion delineations during real-time TRUS-biopsy has been shown to im-

prove the detection of high-risk prostate cancer [115, 129, 138]. A significant missing

piece of the puzzle and a natural question that follows is: In addition to the spatial

information of the MR-identified lesions on TRUS, can a machine learn from the

explicit integration of information in MRI and TRUS to improve detection of PCa,

and reduce unnecessary biopsies?

In the past few years, advancements in Deep Learning (DL) have dominated the

field of computer-assisted PCa detection using mp-MRI or ultrasound information, as

individual modalities. Most of the research have utilized Convolutional Neural Net-

works (CNN) and various optimization strategies; achieving state-of-the-art perfor-

mance in PCa detection. Several groups have taken advantage of the multi-sequence

nature of the mp-MRI data by stacking each modality as input channels similar to

RGB images [23, 85], and integrating their information early in the training. Mehrtash

et al. [94] used 3D CNNs on images of Apparent Diffusion Coefficient (ADC), high

b-value and KTrans for PCa diagnosis. Kiraly et al. [71] used Fully Convolutional
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Networks (FCN) for localization and classification of prostate lesions and achieved

Area Under the Curve (AUC) of 0.83 by training on 202 patients. In a recent study,

Schelb et al. [121] proposed a U-Net architecture on bi-parametric prostate MRI

(T2-Weighted and ADC), and achieved a performance similar to that of Prostate

Imaging Reporting and Data System (PI-RADS), the clinical standard of mp-MRI

scoring [146].

Several ultrasound-based methods have been proposed for the detection of PCa

including the analysis of spectral features in a single frame of ultrasound [41], analysis

of tissue elasticity in the presence of external excitation [31], and more recently,

Temporal Enhanced Ultrasound (TeUS) for analysis of Radio Frequency (RF) time

series [64, 100]. Although analysis of a single frame of ultrasound has been studied in

the past [41, 42], a consistent yet differentiable tissue property has not been derived, as

a result of heterogeneity of PCa and its variability across patients. TeUS has emerged

as a promising imaging modality for tissue characterization, within a deep learning

framework. It involves acquisition and analysis of a sequence of ultrasound data from

a stationary tissue location without explicit excitation. Previous in vivo [62, 63] and

ex vivo [101] studies have shown promising results for differentiating PCa from healthy

tissue. Azizi et al. [7] used a Deep Belief Network (DBN) and achieved AUCs of as

high as 0.84. Sedghi et al. [126] used an unsupervised learning approach to capture

representations of TeUS signals associated with variations of PCa. No studies to date

have attempted to quantitatively fuse the information from the two modalities.

Fusion of information has been studied in computer vision and medical imaging

literature in the context of early-, intermediate-, and late-fusion. The most common

approach involves concatenating information from multiple modalities (early-fusion)
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prior to learning. There are challenges with early-fusion of information. As men-

tioned before, image registration often does not result in perfect alignment between

modalities; thus, finding the corresponding information between different modalities

is challenging. In addition, without any post processing or latent space extraction,

the relationships between modalities are highly complex, and hard for machines to

learn in the case of early-fusion.

In late-fusion, different models are independently learned from different modalities

and the output of models are combined (either averaging, or weighted sum) to make

a final decision. A shortcoming of this approach is that it is possible to miss the low-

level interactions between different data types [104]. As a result, intermediate-fusion

(fusion of information at some point between data inputs and model prediction) has

been pursued as an appropriate strategy in the literature [53, 76, 104, 148]. In seg-

mentation literature, Havaei et al. [53] proposed Hetero-modal network architecture

(HeMIS) for multi-modal brain MRI segmentation. In their study, they learned an

embedding of each modality in a shared common space as well as an average value

for this space, and performed segmentation using the fused information. In another

study, Valindria et al. [148] used different encoder-decoder architectures for segmenta-

tion of MRI and CT of liver. They evaluated different strategies for information fusion

and demonstrated that learning from multi-modal data increased accuracy compared

to single modality. In computer vision, Kuga et al. [76] proposed a multi-modal,

multi-task encoder decoder network with shared latent and skip connection for si-

multaneous learning from RGB and depth images. They also demonstrated improved

performance using all modalities.
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5.1.2 Contributions

In this chapter, we propose an application of multi-modality FCN for information

fusion between MRI and TeUS. The motivation for integration of MRI and ultrasound

is the complementary nature of information in each modality, and their individual

limitations. We train U-Nets and Attention U-Nets on uni- and multi-modality data.

We demonstrate the improved performance of detecting PCa by utilizing both sources

of information to provide cancer likelihood maps that can augment biopsies.

Our work lays the foundation for effective utilization of all available imaging data

for improving targeting of biopsies, and reducing the need for unnecessary biopsies.

Although rule-based addition of MR-identified labels for lesions with TeUS has shown

promise [63], the explicit incorporation of the information content of each modality

has not been investigated yet.

5.2 Materials and Method

5.2.1 Data

The data used in this chapter consist of mp-MRI and TeUS from patients who un-

derwent prostate MRI-US fusion biopsy. All patients provided informed consent to

participate in the institutional review board (IRB)-approved study. Patients cohort

include those with at least one suspicious lesion visualized on mp-MRI acquired on a 3

T MR scanner (Achieva-TX, Philips Medical Systems, Best, NL) with an endorectal

coil (BPX-30, Medrad, Indianola, PA). T2-weighted MRI (T2), Diffusion-weighted

MRI (DWI) and Dynamic Contrast Enhanced MRI (DCE) were acquired for each

patient. Two independent radiologists with 6 and 13 years of experience evaluated

the mp-MRI through a criteria based on the number of positive parameters on T2,
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(a) (b)

Figure 5.1: Examples of Temporal Enhanced Ultrasound (TeUS) (a) and Bi-
parametric MRI (b) in our dataset. Green dots and arrows correspond to biopsy
target.

ADC, and DCE. More details about the mp-MRI scoring approach used for this data

is available in [161].

Subsequently, subjects underwent MRI-US fusion guided biopsy using commercial

UroNav system (In vivo, Philips Healthcare, Gainesville, FL). More specifically, MR-

identified suspicious lesions were imported into the UroNav and were displayed on

tri-planar images as biopsy targets. Patients had 12-core sextant biopsy, and two

(axial and sagittal) targeted MR-US fusion biopsy per identified MRI lesion. Prior

to needle firing for the targeted MR-identified lesion, the ultrasound transducer was

held steady freehand for 5 seconds to capture 100 frames of beam-formed Radio

Frequency (RF) data. More specifically, an endocavity curvilinear probe (Philips C9-

5ec) with frequency of 6.6 MHz was used. Finally, tissue samples were examined

under microscope and histopathology information were provided, which included the

length and type of the tissue.

Our dataset consists of 107 patients with a total of 145 biopsy cores. Of the three

mp-MRI sequences acquired from patients, we only had access to T2-weighted and

ADC images (bi-parametric MRI). All patients had TeUS from their TRUS-imaging
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plane. In our dataset, 51 cores have cancer and 94 are benign. The average Tumor in

Core Length (TIL) in cores with cancer is 6.2 mm. We use stratified sampling on both

TIL and the ratio of cancerous to benign cores to split the data into 65% training

and validation and 35% testing. As a result, training and validation set consists of

59 benign cores and 31 cancerous cores with average TIL of 6.5 mm for cancerous

cores, and test set consists of 35 benign and 20 cancerous cores with average TIL of

6.3 mm. Throughout this chapter, we use the biopsy-proven MR-identified targets as

ground truth for our labels. An example of our TeUS and mp-MRI data is shown in

Figure 5.1.

5.2.2 Preprocessing

MRI: We start preprocessing of mp-MRI images by correcting the signal inhomo-

geneity as a result of endorectal coil using N4 algorithm in 3D Slicer [40]. We then

resample all MRI images to 0.25 × 0.25 × 3 mm voxel spacing. To segment the

prostate gland, we use a publicly available deep learning-based segmentation tool,

DeepInfer [93]. Next, exploratory data analysis is utilized to find the largest bound-

ing box (size 256 × 256 pixels) containing the prostate gland in our dataset. The

reported location of the biopsy is utilized to select the 256 × 256 image patch from

the axial planes of MRI. To overcome overfitting to the data, we augment the im-

ages 10 times via intensity augmentation with additive Gaussian noise of σ = 10. In

addition, images are flipped left-to-right to increase the size of the dataset. Overall,

the training data size is increased by a factor of 20. Finally,the intensity values are

normalized to [0,1]. As previous studies [94] demonstrated superior performance of

deep models trained on ADC images compared to T2-weighted images, we utilize the
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preprocessed ADC images as our main MRI data.

TeUS: For every biopsy core, TeUS data are available from the entire imaging

frame. Due to consistency in imaging acquisition, the prostate gland and biopsied

areas are always in the first half of the full-image data; therefore, we crop and anal-

yse only the 2, 560 samples along the axial direction in TeUS. As previous studies

in TeUS [7, 62] have shown promising results with learning from frequency domain

signals, we compute the frequency components of each RF time series. More specif-

ically, we first remove the DC component from the signal, followed by Fast Fourier

Transform (FFT) with 128 samples to compute the frequency response. Similar to

previous studies [7, 100], we average FFT signals (every 50 samples with step size of

10) along the axial direction of the RF for smoothing.

Unsupervised Dimensionality Reduction of TeUS: As a result of the pre-

processing step, the dimensionality of TeUS data reduces to 256 × 256 × 128 pixels,

representing number of samples, number of RF lines and number of frequency fea-

tures, respectively. Since the dimensionality of data in TeUS still imposes complexity

in training and information fusion, we use 1D Convolutional Auto Encoders (AE)

to compress the information in the feature space. AEs are trained in a way that

they learn to non-linearly reduce the dimensionality of the input, while preserving

the reconstructability of the latent space to the original input. We use TeUS signals

from all the pixels of training and validation set for training the AE. The input to

the AE has a shape of 128 × 1, which is the same for the output. Our AE archi-

tecture is composed of an encoder with 6 blocks of 1D convolutions with kernel size

of 3, ReLU activation function, and max-pooling. After the final block, we flatten

the filters to feed into a dense neural networks with 8 nodes. Correspondingly, we
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utilize a symmetric architecture for decoder with 6 blocks of 1D convolutions with

up-sampling modules (instead of max-pooling) to reconstruct the input again. The

AE is optimized with mini-batch stochastic gradient descent with Adam update rule

with initial learning rate of 10−4. After training, we use the latent features with the

most variability in training and validation to convert the feature space to the final

size of 256× 256× 1, similar to ADC images.

Label Generation: Since the ground-truth in our dataset comes from biopsy,

we do not have access to the whole imaging plane labels. To overcome this issue

for training deep models, we consider a Region of Interest (ROI) in the shape of a

disk with a radius of 3.5 mm centered at biopsy location to assign biopsy-proven

labels to the region. For the tumor cores in our training set, we increased the disk

radius proportional to the TIL to artificially increase our labeled data. We mask this

ROI with the extracted prostate boundary to avoid out of gland regions for training.

The generated labels are one-hot vector for each pixel representing its class. More

specifically, the label for pixels representing biopsy proven cancer is z = [0, 1], and for

biopsy-proven normal tissue is z = [1, 0]. As a result of label generation for both TeUS

and mp-MRI, our outputs have the same size as inputs with two channels (normal,

cancer).

5.2.3 Model Architecture and Training

Prior works in TeUS have used deep models for learning the characteristics of cancer

from each ROI. As a result of this strategy, to generate class-specific labels of the

whole imaging plane in TRUS-biopsy, every ROI needs to be fed into the model for

prediction which is time-consuming. More recently, semantic segmentation by FCNs
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and their variants (U-nets) has emerged as the de-facto standard for image segmen-

tation in medical imaging [87, 120]. FCNs are composed of contraction (encoder)

and expansion (decoder) paths. During encoding, the model extracts and propagates

spatially invariant features by convolutional layers and down-sampling. As a result,

it understands the what but at the cost of losing the where. Correspondingly, the

decoder uses up-sampling to expand the shrunk feature maps to their original reso-

lution to recover lost spatial location. Training FCNs requires dense labeling of each

pixel, which is not available for the biopsy data in our case. Here, we first introduce

our model architectures, and then we propose to use a sparse loss function evaluated

only on the biopsy-proven locations for training.

Model Architecture

We employ a two-dimensional U-net architecture for assigning class-specific prob-

abilities to each pixel in our data. Skip connections from intermediate-low level

features of encoder to decoder are shown to be beneficial for semantic segmentation

as up-sampling is a sparse operation. Additionally, we perform experiments with

attention-based U-Nets [107, 122]. Oktay et al. proposed Attention U-Nets by incor-

porating attention gates into a standard U-Net architecture and performed pancreas

segmentation [107]. An attention mechanism is often utilized to allow the decoder to

automatically identify and focus on relevant information from the lower-level encoder

feature maps. As stated in the preprocessing section, our input size and output size

for both modalities are 256× 256× 1 and 256× 256× 2 respectively.

Uni-modal Architecture: For training on each modality alone, we use five

blocks in the encoding path of our U-net. Each block includes 2D convolutions with
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ADC Data

TeUS Label
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Shared Representation
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Figure 5.2: Our Multi-modal U-net architecture consists of a modality-specific en-
coder and a modality-specific decoder with shared latent representation.

kernel size of 3 × 3, followed by Batch Normalization and ReLU activation. Before

moving to the next block, the features are down-sampled by 2× 2 max-pooling to ex-

tract spatially invariant features. The number of convolutional filters for our encoder

stage is 14, 28, 56, 112, and at the last scale 224. Correspondingly at the decod-

ing stage, we replace max-pooling in each block with up-sampling layers to expand

the features. Intermediate features from the encoder are concatenated with the up-

sampled features, and mixed with 2D convolutions after. Finally, we use a SoftMax

layer at the end to generate class probability distribution for Normal and Cancer for

each pixel. Using our uni-modal structures trained on TeUS and mp-MRI separately,

we experiment late-fusion strategy for integrating the information in both modalities.

More specifically, we average the output of each modality for the defined ROI around

the target location.

Multi-modal Architecture: Considering the significant differences in the tissue

appearance in MRI and TeUS, instead of fusing the information as channels in the

input, we used a dual-stream U-net structure to implement an intermediate-fusion of
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the information between modalities. Inspired by [76], our multi-modal architecture

for the integration of TeUS and MRI employs a two-stream of 2D U-nets, which share

the final encoding layer as depicted in Figure 5.2. More specifically, each modality

is fed into a separate encoder network. After four scales of separate convolutional

and max-pooling layers (similar to uni-modal architecture explained earlier), both

streams share weights at the last scale of encoder. This can be interpreted as a

shared (intermediate) representation between MRI and TeUS (shared what). Next,

this shared representation is fed into separate decoders to recover spatial localization

of where for each modality separately. We used separate decoders in particular since

the field of view in each modality is different; using the same decoder will result in

an undesirable mixture of spatial information between modalities at output.

Training

As explained, training FCNs requires pixel-level class labels, which is missing in the

biopsy data. Calculating the loss for labeled-data-only is referred to as partial cross-

entropy, in the segmentation literature [143]. Tang et al. [143] showed that using

partial cross-entropy, more than 80% of the performance can be achieved, compared to

using the full-labeled data for training. Here, we explain our strategy for training FCN

models on biopsy data. We consider a supervised training problem for segmentation of

the cancer with data: D = {(I i, Si, zij), ...}, where I is a collection of voxel intensities,

Si denotes the sparse locations in the image (biopsy targets) for which we have label

zj ∈ {0, 1} representing the histopathology result (healthy or cancer).

Let p(zj = 1|I, θ) be the probability of cancer tissue at location j for image I

parameterized by θ. A standard classifier can be trained by Maximum Likelihood
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(ML) parameter estimation, which is also known as Cross-Entropy (CE) in machine

learning:

θ̂ = argmax
θ

∑
i

∑
j∈Si

ln p(zij|I i, θ) (5.1)

Here, the location of the biopsy targets j in the dataset is considered as known values,

and includes the biopsy target and an approximated vicinity of it (see Section 2.2,

preprocessing). In summary, we utilize a partial CE loss and optimize the weights

of the network based on the loss calculated only at the locations that we have label.

The model is trained with mini-batch stochastic gradient descent with Adam update

rule. The initial learning rate is set to 10−3 and exponentially decayed to reach its

0.75 value every 10 epochs. Networks are trained in an end-to-end manner. For

multi-modality training, final loss is the summation of each modality loss function.

Final label for a biopsy location is calculated by averaging the probability of cancer

in the defined ROI around the biopsy target. We perform quantitative analysis of the

performance of models by calculating AUC for each experiment.

5.3 Results and Discussion

Our qualitative results are shown in Figure 5.3 depicting the cancer likelihood maps

for a benign (two right columns of Figure 5.3) and cancer target (two left columns

of Figure 5.3) based on U-Net predictions (top row) and Attention U-Net predictions

(bottom row). The range of the colormap is from blue to red, representing the likeli-

hood of benign and cancer, respectively. We observe that for the biopsy-proven cancer

core, the multi-modality trained network with intermediate-fusion of information in

TeUS and MRI has successfully identified the location of the cancerous region in each
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Subject 1: Biopsy-con�rmed cancer Subject 2: Biopsy-con�rmed benign
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Figure 5.3: Color maps of cancer prediction from our intermediate-fusion models
overlaid on US and MRI for a biopsy-confirmed cancerous case (on the left) and a
biopsy-confirmed normal case (on the right). The first and second rows for each
case depict the prediction of the U-Net and attention U-Net models, respectively.
The locations of green arrows for each horizontal image pair show the corresponding
fusion biopsy target between MRI and TeUS. The image registration accuracy should
be the highest at the biopsy target.

space (red means higher cancer likelihood). Moreover, as shown for the biopsy-proven

benign core, the target location in MRI has been predicted as benign, and on TeUS

we can observe the majority benign near the target. It should be noted that although

the clinician performing the biopsy was aiming for the axial plane in ultrasound in

order to match pre-biopsy mp-MRI, there is no guarantee that the two imaging planes

depicted in Figure 5.3 are exactly aligned. The images of the two modalities have the

best alignment at the biopsy target locations.

Our quantitative results in Table 5.1 provide an overview of different experiments

performed with U-Net and Attention U-Net architectures for uni- and multi-modality

training. The experiments on the multi-modal training with both TeUS and MRI
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Table 5.1: Quantitative results of the Area Under the Curve (AUC) for different
experiments for all the test set (All), and for filtered test set including benign subjects
+ cancerous subjects with Tumor in Core Length (TIL) greater than 2 (TIL > 2)
and 4 (TIL > 4), respectively.

Experiments
Area Under the Curve (AUC)

All TIL > 2 mm TIL > 4 mm

U-Net
Uni-modal

ADC 0.69 0.78 0.88
TeUS 0.66 0.73 0.80

Multi-modal
late-fusion 0.70 0.80 0.89

intermediate-fusion 0.76 0.82 0.88

Attn U-Net
Uni-modal

ADC 0.70 0.79 0.89
TeUS 0.70 0.75 0.77

Multi-modal
late-fusion 0.73 0.79 0.89

intermediate-fusion 0.75 0.83 0.89

showed considerable improvement over training with each modality alone for the

U-Net and attention U-Net experiments. As seen in Table 5.1, the AUC of the

late-fusion model is closer to the AUC of the ADC model since the final results are

averages of the uni-modality probabilities in this approach. Moreover, the increased

performance of Attention U-Nets on uni-modality training led to an increased late-

fusion performance compared to U-Nets. We also performed a grid search over the

possible weighting combinations of the MRI and TeUS outputs in our validation set;

however, no significant improvements were found based on weighted averaging.

Moreover, we performed statistical analysis with bootstrapping (n = 1000) and

calculated 95% confidence intervals (CI) for the AUCs in late- and intermediate-

fusion. The results are shown in Figure 5.4. As seen, due to the limited number

of samples in test set, the width of CIs are large; however, we observe significantly

improved PCa detection yield for the integration of the mp-MRI with TeUS compared
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Figure 5.4: AUC of uni-modal TeUS, and ADC models along with AUC of multi-
modal fusion experiments for U-Net (left) and fusion Attention U-Net (right). The
95% confidence interval region is depicted for the intermediate-fusion experiment.
The results represent the significant improvement of multi-modal training.

to TeUS alone for different thresholds.

Considering the limited number of training/test subjects, further research needs

to be performed to investigate the full potential of multi-modal training to improve

targeting of biopsy in PCa. As an example use case, several groups [104, 106] have

proposed different strategies of training that can deal with missing data from one

of the modalities at the test-time. Given that TRUS-guided biopsy is the current

standard-of-care, these strategies could have significant potential for centers that do

not include pre-biopsy mp-MRI in their care plan.

As mentioned in the Methods section, to perform biopsy, the pre-identified targets

on MRI were brought to the intra-operative state of the procedure by integrating MRI

and TRUS images via image registration. Although registration methods performed

by the commercial systems are not perfect and they are subjected to errors, this
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is the best-case scenario for many IGI systems. However, incorporating the image

registration and model fitting uncertainties into the framework will add another layer

of interpretability and explainability for information fusion systems.

Finally, as mentioned previously, our deep FCN model structure in both uni-

modal and multi-modal training enables fast and computationally efficient prediction

at test-time. As an example, the computation time for our most complex model

(multi-modal intermediate-fusion) is 44 ms on NVIDIA GTX 1080 Ti GPU.

5.4 Conclusion

In this chapter, we demonstrated that we can improve targeting of PCa biopsies

through generation of cancer likelihood maps using information fusion between MRI

and TeUS. We utilized different FCN architectures to train models for PCa detection

using sparse biopsy data. We investigated strategies for information fusion between

TeUS and MRI, and showed superior performance of using the two-stream U-net

architecture with shared representation. Our approach is computationally efficient

and can predict cancer likelihoods for each pixel of ultrasound in near real-time;

enabling future intra-operative deployment of this technology in IGI.
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Chapter 6

Accessible and Democratic Deployment of

Learning Models for IGI

6.1 Introduction

Our contributions in the previous chapters have been towards addressing limitations of

image registration and learning algorithms in IGI. However, any significant practical

impact will depend on translation of the developed methods to clinic and education

of clinicians. Most non-research-intensive clinical centres have limitations in terms of

software and hardware for deployment of learning models. In this chapter, we propose

a novel open-source browser-based framework to address this issue.

The material in this chapter is adopted from:

Sedghi, A., et al. “Tesseract-medical imaging: open-source browser-based platform for artificial
intelligence deployment in medical imaging”. In SPIE Medical Imaging: Image-Guided Procedures,
Robotic Interventions, and Modeling, pp 109511R, 2019.

Mehrtash, A., Sedghi, A., et al. “Classification of clinical significance of MRI prostate findings
using 3D convolutional neural networks”. In SPIE Medical Imaging: Computer-Aided Diagnosis, pp
101342A, 2017.
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6.1.1 Background

Learning models (ML and DL) are increasingly becoming a tool to enhance various

medical image analysis tasks with accuracies comparable to expert clinicians. As

discussed throughout this thesis, previous literature on applications of DL methods in

biomedicine include, but are not limited to, segmentation [46], registration [125, 130],

disease diagnosis [44], and prognosis [19]. However, integration of these methods

into the clinical workflow has been slow due to requirements for libraries that are

specific to each model, and also environments that are specific to clinical centres.

These challenges demonstrate the need for a solution that can be integrated into any

environment with minimum hardware and software overhead.

In order for learning models to impact clinical practice, they have to be integrated

into medical image storage and interpretation workflows, (i.e., the Picture Archiving

and Communication System (PACS)); however, deployment of these technologies re-

quires specific software packages and environments. A few recent solutions attempt

to alleviate this issue. Mehrtash et al. [93] developed DeepInfer as an extension for

3D Slicer - a three-dimensional visualization software. DeepInfer takes advantage of

a Docker framework to enable users to run different deep learning models on their

data on their local machine. Milletari et al. [97] developed the TOMAAT framework

which deploys models as a cloud service. TOMAAT requires a client with a specific

interface, currently implemented as a 3D Slicer extension, to communicate with the

server. Successful integration of learning models in clinical workflow requires mini-

mal to zero software installation to ensure compatibility with clinical standards which

DeepInfer and TOMAAT do not provide. Therefore, there is a need for a solution

which enables integration of the state-of-the-art models into the routine medical image
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analysis platforms with minimal to zero intrusion to the standard clinical workflow.

6.1.2 Contributions

In this Chapter, we introduce an open-source browser based platform, called Tesseract-

MedicalImaging (Tesseract-MI) that aims to overcome the aforementioned challenges.

This platform provides essential tools for deployment of DL models, interactive image

viewing and manipulation, reporting, and study navigation in a web browser. This

paves the road for the integration of DL models into clinical centres as it only needs a

web browser which is always accessible at any workstations. The goal of Tesseract-MI

is to augment 3D medical imaging and provide a 4th dimension (model predictions)

when requested by a user. As a case study, we demonstrate the utility of our plat-

form through ProstateCancer.ai, a web application for identification of clinically

significant prostate cancer in MRI.

6.2 Methods

Radiologists regularly use PACS to access medical images and write reports. PACS

provides them with a user-friendly interface for image interaction and manipulation,

study navigation, and reporting. Thus, to ensure an efficient integration to the rou-

tine clinical workflow, an application not only needs to have minimum configuration

overhead for a system, but also has to ensure compatibility with standards for image

viewing and reporting. Tesseract-M has been developed considering these function-

alities and limitations.

Figure 6.1 shows the architecture of Tesseract-MI. At the core of the platform

ProstateCancer.ai
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Figure 6.1: Tesseract-MI Architecture: Main components of the platform are Image
Viewer, Database, DICOM store, and DL prediction API. A study list is fetched
from Orthanc DICOM store and ready for a user, following login. Upon choosing
a study, the DICOM images from Orthanc will be translated to a proper format
that can be used in the browser, through Cornerstone. OHIF viewer will provide
essential interaction tools for the user. The user can choose the AI probe to start the
prediction API. The user can submit a report for each patient which will be stored
in the document-based database using MongoDB along with their annotations

lies a Docker1 engine which is responsible for running different components of the

application and their communications with each other. Below, we first describe each

component followed by the workflow for the platform. Tesseract-MI is publicly avail-

able and can be used under the MIT open-source, commercially permissive license.

The source code can be found at https://github.com/Tesseract-MI/Tesseract

1https://docker.com

https://github.com/Tesseract-MI/Tesseract
https://docker.com
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6.2.1 Architecture

Image Viewer and Reporting

Image viewing and reporting functionalities are built using Meteor, a platform for de-

signing web applications in JavaScript. Specifically, image viewer is developed with

OHIF viewer2 [147] and Cornerstone 3 which provides essential tools, such as image

rendering, image interaction and manipulation (frame scrolling, contrast changing,

annotation tools) and DICOM retrieval. In addition to the interactive tools that

OHIF viewer provides, we have enhanced the viewer by developing “scroll synchro-

nization”, “fiducial synchronization”, and patient navigation. We also integrated

reporting capabilities and incorporated pathology results (where available) into the

viewer.

DICOM Server

To manage and interact with DICOM images, a DICOM server is needed. Orthanc4,

a lightweight, standalone DICOM server was used in Tesseract-MI platform. For

displaying DICOM images, Cornerstone translates the meta-data from Orthanc and

provides it for the OHIF viewer.

Database

Tesseract-MI uses MongoDB, a document-oriented database, to store the annotations

of the user. These annotations can be further extracted and exploited.

2https://github.com/ohif/Viewers
3https://github.com/cornerstonejs/cornerstone
4https://www.orthanc-server.com/

https://github.com/ohif/Viewers
https://github.com/cornerstonejs/cornerstone
https://www.orthanc-server.com/
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Deep Learning

We incorporate DL as a second reader functionality. This requires DL predictions to

be available in the same image viewing environment as the original images, without

the need for additional software and configuration, and accessible through a simple

click. To enable this functionality, we wrapped each DL model into an Application

Program Interface (API). The core of each trained model is a model-specific python

class file containing the model architecture and the algorithm, and corresponding

trained weights of the deep neural network. By putting the DL probe in a desired

location, information regarding the probe position in the physical space will be sent

to API. The user has a choice of multiple DL models to select from, and the probe

location will be used as an input to the chosen model. Once a model is selected by

the user, the neural network architecture is built and weights are cached in memory

which ensures optimal prediction time for each DL probe location. A prediction is

generated for the specific location and superimposed on the image. As a result of

model caching, prediction time is less than a second on CPU. However, Tesseract-MI

can be configured to benefit from the power of GPU, if available.

6.2.2 Workflow

The web interface is developed to allow the user to explore the images, get insight

from DL prediction, and write and submit a report for each case. By selecting the AI

probe for the first time, the user will be directed to the AI settings to choose a model

from the list of all available models. Next, the user can put the probe at any location

on the images to see the result of the DL prediction for that specific location. After

inspecting the AI prediction, the user can confirm or dismiss a finding. Finally, the
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user may write the report for the case and submit it.

6.3 Case Study: Identification of Clinically Significant Prostate Cancer

Using MRI and Deep Learning

As discussed in Chapter 4, recent advancements in MRI technology have enabled

the use of multi-parametric MRI (mp-MRI) sequences as a triage test for Prostate

Cancer (PCa) patients. However, prostate mpMR image interpretation tends to be

challenging and the demand for experienced radiologists are increasing every day.

Thus, an automated system basead on learning algorithms can play an important role

in assisting radiologists providing second opinion. We developed a web browser-based

application, ProstateCancer.ai, on Tesseract-MI platform to enable radiologists to

interact and get insight from AI predictions of clinically significant prostate cancer

on mpMRI.

We used prostate mpMRIs of 200 patients from Radboud University Medical Cen-

tre [44] which include 330 suspicious lesions and their corresponding gold standard

pathology from biopsies. We trained a Dense Convolutional Network (DenseNet) with

3D images from cropped areas around each biopsy on T2, and ADC+BVAL+KTrans

MR sequences, combined. We achieved an AUC of 0.81 using a 5-fold cross-validation

strategy. The DL model weights were uploaded to the server to be used by the web

application. Figure 6.3 shows the user interface and the prediction of the DL model

for a suspicious finding that the user has defined.

ProstateCancer.ai
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Figure 6.2: Results of educational training survey from 24 radiology residents (a)
distribution of the number of training years in residency for participants of our survey
(b) distribution of the answers to whether there is a need in learning opportunities
to develop mp-MRI interpretations.

6.3.1 Survey: Educational Need for Training Software

A web-based medical image viewer enables e-learning for students and residents

[112, 147]. We presented ProstateCancer.ai in the 2019 Urology residents gath-

ering at Queen’s University. We performed a survey on the educational need for

such learning tools and asked the residents about their interest in learning opportu-

nities that develop their skills in mp-MRI interpretation. Specifically, participants

were questioned on their background, years of training, and experience with prostate

biopsies. They were also asked about their comfort with the interpretation of the

various mp-MRI sequences and the established scoring system (PI-RADS). Finally,

they were questioned on their interest in learning opportunities to develop mp-MRI

interpretation skills through tools similar to ProstateCancer.ai.

Twenty four residents from North America (21 from the USA and 3 from Canada)

ProstateCancer.ai
ProstateCancer.ai
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participated in the survey. They had a range of training experiences between 1 to 5

years (mean of 3± 1.5) as seen in Figure 6.2(a). More than 65% of the participants

had personal experience of interpreting mp-MRI in less than 10 cases. Only 15% of

the participants were comfortable in reviewing and subsequently confirming the inter-

pretation of the radiologists’ read of an mp-MRI. Finally, over 83% of the participants

had a positive response to the learning opportunities through different methods for

developing their skills in reading mp-MRI such as through ProstateCancer.ai. The

distribution of the responses of the participants to this question is illustrated in Fig-

ure 6.2(b). This makes a case for the educational value and the need for our online

an accessible application, in the future of training clinicians. There is a further need

for a targeted study on the utility, human interaction, and educational role of our

specific tool which we plan to investigate in the near future.

6.4 Conclusion

We proposed an open-source browser-based platform, Tesseract-MI, for deployment of

DL models for medical imaging. Tesseract-MI platform consists of an image viewer,

a DICOM server, a reporting UI, and prediction probe for on-demand processing

of findings. Compared to workstation-based software, a web-based application is

more efficient and easier to integrate into the clinical workflow with minimal to zero

overhead for the user or the existing systems. We presented ProstateCancer.ai as

a proof-of-concept application built on Tesseract-MI for detection of PCa from mp-

MRI. Our framework can be customized easily for other applications in IGI, and can

be used for educational training. This is an step towards learning how to work with

learning models in IGI for students, residents and clinicians.

ProstateCancer.ai
ProstateCancer.ai
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Figure 6.3: Visualization of ProstateCancer.ai demonstrating the AI probe and its
prediction. After receiving the predication on a selected location, the user can decide
whether or not to keep their annotation of that location in their report. On the far
right of the screen, a reporting UI incorporating the PI-RADS v2 scheme is shown.
Once the user submits their report, the pathology outcome for the patient will be
displayed and can be used to train the user.

ProstateCancer.ai


121

Chapter 7

Conclusion and Future Work

Image-guided Interventions (IGI) have revolutionized healthcare by enabling mini-

mally invasive treatments/surgeries via augmenting the intra-operative state of inter-

vention with pre-operatively derived information. In addition to the human annota-

tions from pre-operative imaging data, more recent advancements in medical imaging

and computing power have facilitated developments of learning algorithms to auto-

matically detect and diagnose disease, especially cancer. Image registration methods

are then used to bring this additionally derived information to the intra-operative

state of intervention. Despite promising results in employing new image registration

and learning algorithms in IGI, there exist limitations/considerations for each area

that may impact the success of the performed intervention. In this thesis, novel ap-

proaches were proposed and developed for the two main cornerstones of IGI, namely,

image registration and learning algorithms. The aim of this thesis was to address

theoretical and practical considerations in these two critically important elements of

IGI to improve the quality of interventions; consequently, to improve patients’ quality

of life.
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7.1 Summary of Contributions

Several solutions for addressing theoretical and practical considerations in IGI were

developed, which we summarize here. For image registration, a theoretical framework

that connects conventional information-theoretic based approaches to a recently pro-

posed deep metric registration method was developed. In particular, in Chapter 2,

we presented an overview of information-theoretic registration methods that begins

with maximum likelihood registration with known models parameters. For the case

of unknown model parameters, registration was performed by joint optimization or

maximum profile likelihood, and we showed asymptotically that maximum profile

likelihood minimizes an upper-bound on the joint entropy. In addition, for the case

of discrete image intensities, we showed that maximum profile likelihood is equiv-

alent to the congealing method for groupwise registration. Later, we extended our

framework and demonstrated that a deep metric registration can be derived from a

maximum likelihood registration with discriminative classifiers on corresponding and

non-corresponding patches. Finally, we proposed iterated model refinement to remove

the need for a registered dataset for learning such a metric. One of the caveats of

deep binary classifiers used for image registration might be that the transformation

parameters still need optimization, which might add significant time to the whole

registration. To address this, in Chapter 3, we extended the binary approach and

proposed a multi-class classification strategy that is trained to not only distinguish

between corresponding and non-corresponding classes (binary) but also various dis-

placements between patches. As a result, the classifier output can directly be used to

guide the moving image towards the fixed image without the need for optimization

of transformation parameters. In addition, our multi-class classifier approach enables



7.1. SUMMARY OF CONTRIBUTIONS 123

the estimation of the registration uncertainty which was not possible in the binary

case. We applied our proposed multi-class framework to a real-world registration

problem in Radiation Therapy (RT).

For learning models, we developed solutions and contributed to three limitations

in the field. In Chapter 4, we proposed a solution that addresses the problem of noisy

labels in biopsy data for prostate cancer diagnosis with Temporal Enhanced Ultra-

sound (TeUS). We utilized Deep Neural Maps (DNM) to obtain a topology-preserving

mapping of the TeUS frequency domain to a 2D lattice space from unlabeled data.

Later, we used the noisy pathology outcomes from a subset of biopsies and performed

density estimation to identify regions in the lattice corresponding to each class of

tissue. Finally, we used a distance-based metric from the center of the significant

cancer cluster to assign labels to TeUS signals.

For many IGI applications, data from both pre- and intra-operative states of the

intervention is available and can be utilized for training models. In Chapter 5, we

proposed a novel application of Fully Convolutional Networks (FCN) for the integra-

tion of pre- and intra-operative data for prostate cancer diagnosis. We investigated

three main areas of information fusion, namely, early-, intermediate-, and late-fusion

of MRI and ultrasound data that were available for prostate cancer biopsies in our

dataset. We showed that an intermediate-fusion strategy in which a shared represen-

tation is learned between modalities would improve the result of prediction compared

to each alone.
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Finally, to address the deployment considerations of learning algorithms, we devel-

oped an open-source browser-based framework (Tesseract-MedicalImaging) in Chap-

ter 6. Our proposed solution addresses the current software and hardware con-

straints that exist in clinical centres for the adaptation of automated learning mod-

els. Tesseract-MI also provides standard radiology tools for image manipulation and

reporting which can be utilized by the user. As a proof-of-concept, we launched

ProstateCancer.ai built by Tesseract-MI for the diagnosis of prostate cancer with

mp-MRI. Our web application can provide deep learning predictions at the request

of the user in real-time. Moreover, our framework can be efficiently customized for

other applications in medical imaging other than prostate cancer.

7.2 Future Work

For image registration, one of the limitations of the developments was the deformation

models, in particular non-rigid models. In Chapter 2, we implemented a thin-plate

spline model due to the adaptation of Spatial Transformer Networks (STN) [68] in

our framework. As a result, we were able to utilize a gradient-based optimization and

achieve significantly lower runtime; however, a more sophisticated B-spline model

might result in an improved registration.

In Chapter 3, for the B-spline registration, we only used the output of the classifier

at each control point to estimate the expected value of the displacement, and moved

the control points accordingly. In contrast, the whole image can be used for prediction

and eventually estimation of the B-spline parameters. We proposed a successful

application of deep multi-class classifiers in RT for rigid registration. Adaptive RT [21]

is an advanced strategy to modify the treatment plan to account for anatomical

ProstateCancer.ai
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changes of the tumor. Our proposed deep multi-class classification approach can

provide uncertainty estimation in registration, which can contribute to the Adaptive

RT procedure. Finally, researchers have been developing registration libraries such as

ITK, which provides standard optimization and deformation models. In order to make

our proposed solutions more widely accessible to the community, implementations of

the derived solutions need to be integrated into such libraries.

For learning algorithms, in Chapter 4, we presented a novel solution for the noisy

nature of labels in biopsy data. Our implementation is based on the analysis of

frequency-domain signals of TeUS calculated by Discrete Fourier Transform (DFT).

As TeUS signals are originally in the time domain, for predicting on a test data, we

need to perform an extra step for calculating DFTs. Time-domain analysis could be

performed to address this issue. Moreover, our measure of similarity was based on

the distance of the projection of the TeUS signal, on the SOM space, to the derived

tissue clusters. Instead, a non-linear model can be trained on the probability value

of a signal belonging to each tissue cluster for non-linear modeling.

In Chapter 5, we investigated different information fusion techniques for inte-

grating MRI and TeUS data. Our proposed solution requires the presence of both

modalities in order to generate a prediction. However, a training strategy can be

employed to deal with missing modalities, in which a model is trained on a dataset

that contains not only both modalities, but data from each alone. This will enable

the model to handle missing data for prediction. As a consequence, the trained model

can predict cancer likelihood maps for patients without mp-MRI as well.

The framework we developed for the deployment of learning models is capable

of showing segmentation maps as an overlay on the images; however, this has not
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been deployed at ProstateCancer.ai yet and it is in the development branch in the

repository. As of now, we only have provided tools for prediction at a specific location

in the image; however, using fully convolutional neural networks, the user can benefit

from the whole slice prediction of cancer instead. Tesseract-MI framework enables

the incorporation of the structural radiology report into the standard image viewer.

With the current advancements in Natural Language Processing and Active Learning,

models can be trained on the labeled and unlabeled structural reports in order to

generate a template report for each application for the user. Active Learning can be

then employed to select the Finally, manual editing of the generated segmentation of

the prostate gland by the user can enhance the application and its usability.

ProstateCancer.ai
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Appendix A

Rationale for Registration by Minimization of

Joint Entropy

It has been frequently observed that, empirically, the joint entropy of pixel intensities

of a pair of multi-modality images has a sharp local minimum when the images are

correctly registered [29]. We aim here to explain the observation using basic principles.

Suppose the images contain a collection of m discrete tissue types {T1, ...,Tm},

and the intensities corresponding the tissues in the two images are {U1, ...,Um} and

{V1, ...,Vm}. If the images are correctly registered, then when intensities are sampled

at corresponding locations, the observations will consist of pairs (Ui,Vi) for i ∈

{1, ...,m} – the intensity pairs corresponding to the same tissue.

However, if the images are not correctly registered, then we will observe, in addi-

tion, intensity pairs (Ui,Vj) where i 6= j. This happens because, in some cases, we

will collect corresponding intensities that originate from different tissues, due to the

misregistration. If we consider the distribution generating the data, then in case of

correct registration the probably of observing (Ui,Vj) where i 6= j is zero, while for

misregistration, the probability will be nonzero for some i 6= j (provided the tissues
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have distinguishing contrast in the images). The important point is that in compar-

ison to the correctly registered case, the distribution for the misregistered cases will

contain nonzero probabilities for some joint occurrences that have zero probability

in the registered case. As we will see below, this leads to lower entropy at correct

registration.

Since the intensities take on discrete values from finite collections, we use the

jointly categorical model (also used above in Section ??): JCAT(u = Uj, v = Vk; θ)
.
=

θjk, where θjk ≥ 0 and
∑

jk θjk = 1. The entropy of the jointly categorical distribution

is: H [JCAT(θ)] = −
∑

jk θjk ln θjk, and its partial derivative is ∂
∂θjk

H [JCAT(θ)] =

−(ln θjk + 1).

Consider the case where the images are adjusted slightly away from correct regis-

tration. If the tissue structures are arranged in a piece-wise contiguous way (a reason-

able assumption for many anatomical structures), then for a small perturbation away

from correct registration, the probability of observing intensity pairs (Uj,Vk) where

j = k will not change appreciably. However, the probability of observing (Uj,Vk)

where i 6= j will increase from zero. Then, the corresponding θjk parameter of the

histogrammed data will increase as well. Because the partial derivative of entropy

with respect to θjk diverges positive at θjk = 0, the entropy will initially strongly

increase.

In summary, as the images are perturbed away from correct registration, observa-

tions that correspond to mixtures of tissues will appear, which causes an increase in

entropy.
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Appendix B

Deeper Look into Maximum Likelihood

Registration with Binary Classification

We use a graphical model (as shown below) to derive a maximum likelihood registra-

tion based on binary classification.

β u, v z

θ

The joint probability density function is:

p(u, v, z; β, θ̂) = pc(z|u, v; θ̂)pR(u, v; β) . (B.1)

Here, pc is the classifier output that has been trained to distinguish registered

(z = 1) from unregistered (z = 0) patches.

The goal is to estimate the pR(u, v|z = 1; β, θ̂) which is intended to model the

patch pairs (u, v) distribution, while they are in registration (z = 1). To achieve this,

we start by:
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p(u, v|z; β, θ̂) =
p(u, v, z; β, θ̂)

p(z; β, θ̂)
=
pc(z|u, v; θ̂)pR(u, v; β)

p(z; β, θ̂)
. (B.2)

We will show below that p(z; β, θ̂) is independent of β:

p(z; β, θ̂) =

∫
pc(z|u, v; θ̂)pR(u, v; β)dudv

=

∫
pc(z|u, βv; θ̂)pR(u, βv)dudv .

(B.3)

By letting v′ = βv, in which βv is the application of a transformation β to a patch

v, we have:

p(z; β, θ̂) =

∫
pc(z|u, v′; θ̂)pR(u, v′)dudv . (B.4)

In Eq. B.4, if the transformation (β) is volume preserving then dv′

dv
= 1, then:

p(z; β, θ̂) =

∫
pc(z|u, v′; θ̂)pR(u, v′)dudv′ . (B.5)

As a result p(z; β, θ̂) = p(z; θ̂) is independent of β. From Eq. B.2:

ln p(u, βv|z; θ̂) = ln pc(z|u, βv; θ̂) + ln pR(u, βv; θ̂)− ln p(z; θ̂) . (B.6)

Subtracting the equation from itself using the two cases of z:

(B.7)ln p(u, βv|z = 1; θ̂)− ln p(u, βv|z = 0; θ̂)∗ = ln pc(z = 1|u, βv; θ̂)

− ln pc(z = 0|u, βv; θ̂)− ln p(z = 1; θ̂)∗ + ln p(z = 0; θ̂)∗

Note that the * equations do not depend on β. Using the Logit function definition:
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ln p(u, βv|z = 1; θ̂) = logit(pc(z = 1|u, βv; θ)) + C . (B.8)

where C is a constant that does not depend on β.
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Glossary

ADC Apparent Diffusion Coefficient.

API Application Program Interface.

CBCT Cone beam CT.

CNN Convolutional Neural Networks.

DBN Deep Belief Network.

DCE Dynamic Contrast Enhanced MRI.

DFT Discrete Fourier Transform.

DL Deep Learning.

DRE Digital Rectal Exam.

FCN Fully Convolutional Networks.

IGI Image-guided Interventions.

KL Kullback-Leibler divergence.
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MI Mutual Information.

MJE Minimization of Joint Entropy.

ML Machine Learning.

mp-MRI multiparametric MRI.

PACS Picture Archiving and Communication System.

PCa Prostate Cancer.

PI-RADS Prostate Imaging Reporting and Data System.

PSA Prostate Specific Antigen.

STN Spatial Transformer Networks.

TeUS Temporal Enhanced Ultrasound.

TIL Tumor in Core Length.
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