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Abstract

Accurate registration of medical images is crucial to the successful deployment of

computer assisted interventions or surgical navigation systems. Nonrigid registra-

tion techniques are important when considering soft tissues or other deformable

anatomies, inter-individual registration, or the use of atlases or template objects; how-

ever, nonrigid transformations must be constrained in order to ensure that the result-

ing mappings are anatomically feasible. Application-specific models of deformation—

designed to capture statistical relationships, or functional constraints of the anatomy

of interest—are one way of constraining nonrigid deformations while maintaining the

generalizability of the model. In most cases however, the use of these application-

specific models is complicated by the need for customized registration algorithms.

This work facilitates the use of application-specific models of deformation by

proposing a general algorithm to allow sets of points or oriented points to be reg-

istered through arbitrarily composed sets of transformations. Simple transformations

can, in principle, be combined into more complex models specific to the anatomy

under consideration. The algorithm is designed to be modular: by leveraging the

power of modern statistical framings of the point set registration problem, arbitrarily

composed sets of transformations can be optimized, requiring only that each trans-

formation has a known solution to a particular standard form of equation.
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The basic approach is developed first in the context of an actual medical imag-

ing problem: the registration of intraoperative cardiac ultrasound, and preoperative

CT scans. The ultrasound images are processed by registering a model through a

hierarchical transformation using a novel generalized expectation-maximization ap-

proach. This approach is extended to a general algorithm for the registration of point

or oriented point sets through arbitrarily composed transformations, and a class of

heuristic modifications are proposed and experimentally examined. The algorithm

is shown to produce promising results in both synthetic data experiments examining

robustness to noise and outliers, and in an application to actual cardiac imaging data.

Ultimately, it is hoped that this work can aid researchers in constructing application-

specific solutions to the problems they face and help improve registration accuracy in

a variety of difficult medical imaging problems.
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Chapter 1

Introduction

I
mage registration—that is, the alignment of medical images through some

transformation—is an important component of a variety of medical imaging

tasks including computer assisted surgical navigation, and segmentation. Non-

rigid registration, wherein the aligning transformation is taken to be more com-

plex than a simple rotation and translation, is especially important for deformable

anatomies such as soft tissues or bone complexes, or for registration with atlases, tem-

plates, or other individuals. Broadly, image registration methods can be categorized

into those based on image intensities, and those based on features. Intensity-based

methods operate directly on the images, seeking to minimize some objective compar-

ing the similarity of overlapping pixels/voxels after applying the transformation. In

contrast, feature-based methods, as used in this work, first extract a set of features—

in the simplest case, positions—that characterize the image, and operate on these

features rather than the images themselves.

An important consideration for nonrigid registration methods is that there is, in

general, a balance to be struck in order to ensure that the transformations are on
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1.1. MOTIVATION

the one hand, sufficiently flexible so as to capture real-world variations, while on the

other, avoiding anatomically infeasible configurations. Application-specific models of

nonrigid transformations may be a useful way to improve this balance: introducing

functional or physical knowledge, a priori, into the solution, may allow more accu-

rate specification of the space of deformations, thereby increasing specificity without

sacrificing generalizability [106]. Typically, to use such a model would require the

development of a specific algorithm to optimize the constructed transformation. To

make this process easier, this dissertation considers a special case—namely complex

transformations on sets of points or oriented points, constructed by modularly com-

posing simpler transformations—and develops a generic algorithm by which such

transformations may be optimized to register two feature sets.

1.1 Motivation

Composition of multiple transformations has often been a part of registration and

segmentation methods, as well as anatomical or morphological models. Active shape

models [22], for example, were fit to images by alternating between the optimization of

pose—a rigid transformation—and shape, via the weights of a statistical shape model.

Similarly, statistical human body models have often been composed of decoupled

shape and pose models [3, 60], as have models for segmentation of bone complexes such

as the spine [92] or wrist [2]. For soft tissues, combinations of rigid transformations

and biomechanical deformation models have been used for multimodal registration of

prostate images [51]. This approach was made more accurate by including a statistical

shape model of the prostate in addition to the biomechanical model [50]. In general,

many objects, in medical applications and otherwise, are articulated—their pose being

2



1.1. MOTIVATION

described by a hierarchy of basic transformations [45]—or can be better characterized

through hierarchical models operating at multiple levels of detail [85, 120].

Methods that combine multiple models of deformation in this way tend to require

specific algorithmic approaches designed for the complete sequence of transformations

being applied. This complicates the use of such models, requiring researchers focused

on a specific registration problem to derive a custom algorithmic or mathematical

solution, in addition to the model of deformation. An alternative is to simply use

separate registrations, allowing each registration to refine the result of the previous

with a transformation having more degrees of freedom [30]. Though this approach

is common—at the very least, to initialize a nonrigid registration with a rigid or

affine pre-registration [86]—the optimal result for earlier registrations in general will

depend on lower-level shape variations induced by the subsequent transformations.

Accordingly, the lack of feedback from later stages to earlier stages may not be ideal.

The recent approach of Gaussian Process Morphable Models [65] simplifies the

process of combining different deformation models—though only of one specific type.

The models can be considered a continuous generalization of point distribution mod-

els [22] where deformations are modeled probabilistically as a Gaussian process over

the surface of a shape. There is a continuous mapping over the surface associating

each point with a mean and a kernel function mapping each pair of points to a covari-

ance matrix. After discretizing the model and making the necessary approximations,

the result is a deformation model that is structurally equivalent to a point distribution

model: the shape is deformed by adding a weighted sum of eigenvectors statistically

representing the variations induced by the Gaussian process. The behaviour of a point

3



1.2. OVERVIEW

distribution model itself can be mimicked with a particular choice of kernel associat-

ing each pair of points on the mean surface with a covariance computed based on the

displacements at those points in the training data [65, Equation 12]. Other choices of

kernels lead to other types of deformations, and kernels can be linearly combined to

produce other kernels. Accordingly, models of deformation with differing characters

can be combined easily by producing such composite kernels, and otherwise do not

require any alternative mathematical treatment.

1.2 Overview

The work presented in this thesis leverages modern probabilistic point set registration

methods to allow registration through modular combinations of basic transformations.

Probabilistic mixture models provide a highly flexible framework for registration that

can be modified in a variety of ways from the basic Gaussian mixture model (GMM)

approach to increase robustness, model additional features, or capture other types of

prior information. By considering common structures in the resulting expectation-

maximization (EM)-based optimization algorithms, methods for specific transforma-

tions can be derived that can be widely applied to many of these variants. This idea

is developed in detail in the literature review in Chapter 2. The overall approach of

this dissertation is to take this idea further by considering the combination of those

transformation-specific methods in order to register sets through arbitrarily composed

transformations, without requiring any special mathematical treatment specific to the

particular set of transformations or order of application.

The general flow of the work is to begin with a concrete medical application:

the registration of 2D cardiac transesophageal echocardiograph (TEE) and static

4



1.3. THESIS STATEMENT

computed tomography (CT). The TEE images are processed using an EM-based

mixture model registration approach for oriented points, using a simple heuristic to

register the model through a hierarchical composition of affine transformations. This

heuristic is then generalized into a generic algorithm for nested transformations called

GEM-Basic, that is validated using synthetic datasets to test robustness to noise and

outliers. Finally, additional heuristics that can improve registration accuracy in some

cases are considered and compared on both the synthetic data experiments, and the

TEE to CT registration problem.

1.3 Thesis Statement

Using modern, probabilistic methods, an algorithmic approach to facilitate registra-

tion of point or oriented point sets through arbitrarily nested transformations can

be developed, simplifying the use of application-specific models of deformation in

feature-based registration of medical images.

1.4 Contributions

Broadly, the aim of the work in this thesis is to ease the use of composed trans-

formations in point or oriented point based registration, in order to facilitate the

use of application-specific models of deformation. In pursuit of this goal, four main

contributions are made:

• a novel framework for cardiac TEE to CT registration is presented and evalu-

ated;

• the literature on mixture model based registration is synthesized, identifying two
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1.5. DISSERTATION STRUCTURE

major categories for point and oriented point registration methods, wherein all

members share a common structure to how transformations are optimized;

• a novel generalized expectation-maximization (GEM) algorithm, GEM-Basic, is

developed to allow registration of point or oriented point sets through arbitrarily

nested transformations;

• GEM-Basic is extended with additional heuristics that can improve accuracy

over GEM-Basic in some instances.

1.5 Dissertation Structure

Chapter 2 reviews the point set registration literature with a focus on mixture model

based methods. A common structure amongst many of these methods is identified,

which is exploited in the algorithms developed in later chapters.

Chapter 3 presents the results of a study on registration of preoperative and in-

traoperative cardiac images. In particular, a novel method of 2D TEE to 3D CT

registration is developed and evaluated on four patient data sets. This method as-

sumes access to fewer data inputs than many existing methods, and by relying on

static CT, minimizes the radiation dose that would be required for the patient.

Chapter 4 generalizes and extends the algorithm used to process the TEE data in

Chapter 3. The method is developed for both points, and oriented points, and can be

applied to a wide array of statistical variants in the mixture model formulation. By

this algorithm, termed GEM-Basic, registration can be achieved through arbitrarily

nested transformations, so long as each has a known solution to a specific standard

form of equation. The approach is validated through experiments on two data sets,
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1.5. DISSERTATION STRUCTURE

experimentally testing the robustness to noise and outliers, and quantitatively com-

paring the registration results when using points or oriented points.

Chapter 5 considers additional heuristics to improve the performance of GEM-

Basic. Two variants of these heuristics, termed GEM-Stagger and GEM-Separate

are compared to GEM-Basic on the same experimental data sets used in Chapter 4.

The results of using either variant in the context of the TEE to CT registration in

Chapter 3 are also presented.

The dissertation is concluded in Chapter 6, with a summary of contributions in

light of the results, along with limitations, and opportunities for future work.

Appendix A and Appendix B present derivations and supplementary results re-

spectively, that were left from the main text to preserve flow.
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Chapter 2

Background

P
oint set registration refers to the alignment of two or more unstructured

sets of points into a common coordinate frame, and is a common problem in

a variety of domains, ranging from computer vision, and computer graph-

ics, to medical image analysis, and surgical navigation. It is a well studied topic, with

up-to-date, fairly comprehensive literature reviews now available [70, 106]. Among

the best known methods is the iterative closest point (ICP) algorithm [9], which al-

ternates between estimating correspondences through nearest neighbour search, and

estimating a rigid transformation to minimize the least squares error between corre-

sponding points. ICP has been widely used and spawned a wide array of variations

seeking to improve efficiency and robustness [12, 38, 96, 100], to use additional in-

formation such as normals [10, 11, 32, 101] or colour [72, 113], or to allow nonrigid

transformations [1, 32].

Though widely used, ICP is known to be quite sensitive to the initialization of

the transformation, due to the non-convexity of its objective function. One class of

8



methods for moderating this sensitivity are those seeking soft or fuzzy correspon-

dences, which smooth the resulting objective function, potentially reducing the like-

lihood of converging to undesirable local minima. The robust point matching (RPM)

method [91] alternates between the computation of an assignment matrix, used to

weight the pairwise matching between points in the shapes, and solving for the op-

timal transform aligning the point sets based on those weights. Although originally

formulated for the rigid transformations [91], the RPM technique was subsequently

extended to nonrigid transformations through the use of thin plate splines [19], and

diffeomorphisms [43]. Additionally, it was shown that a similar algorithm could be

derived probabilistically for both rigid and nonrigid transformations through the use

of a GMM, seeking a maximum likelihood (ML) estimate of the transformation pa-

rameters via an algorithm similar to the EM algorithm [18]. This probabilistic for-

mulation connected the RPM approach to previous work which had sought rigid

alignment through similar statistical methods for character recognition [44], object

recognition [114], and graph matching [23]. This probabilistic framework was further

developed over the course of the 2000s [42, 63, 82].

Indeed, in recent years these EM-based registration algorithms have featured

prominently amongst the state of the art [70], and the EM framework is the the-

oretical basis for the work in this dissertation. These methods frame the registration

as a ML or maximum a posteriori (MAP) estimation problem, where one point set,

the model set, is associated with a probability density, and the other, the target set is

treated as a sample of that distribution. This inherent asymmetry has been a point

of criticism of EM-based methods [31]: the model set is privileged, taken to perfectly

characterize the probability density, while the data set is taken to be an imperfect
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observation. Though this asymmetry may be undesirable in cases where both point

sets are from similar sources, and either may be corrupted in some way, it is not nec-

essarily bad in the registration of template shapes. The template is privileged, being

a source of prior knowledge, and presumably constructed with some care, possibly

from multiple data sources. Further, if the asymmetry is an issue, there are a few

possible approaches to symmetrize the process while preserving much of the overall

structure:

• groupwise methods—intended to register multiple target point sets—are often

formulated by constructing the means of a model which is simultaneously reg-

istered to all target sets, and can be applied to pairs of point sets (e.g., [31]);

• alternate formulations of the probabilistic model [102], or optimization objec-

tive [21], can symmetrize the problem while relying on the same basic optimiza-

tion procedure.

2.1 Basic Types of Transformation

In the following discussion, several basic types of transformation will be discussed

repeatedly. The simplest is the rigid transformation, which refers to a transformation

of the form

x 7→ Rx+ t,

where R is a rotation matrix, and t a translation vector. Similarity transformations

are those preserving geometric similarity; in other words, a similarity transformation

consists of rotation, translation, uniform scaling, and, possibly reflection. In this
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discussion, reflections will be excluded unless otherwise stated. A similarity transfor-

mation will therefore take the form

x 7→ sRx+ t,

where s is a positive real number, and R and t are as before. Affine transformations

refer to transformations of the form

x 7→ Bx+ t,

where B is any invertible matrix.

Broader classes of nonrigid transformations are also commonly used. A common

formulation is a displacement field, which is a transformation of the form

x 7→ x+ v(x).

These displacement fields are parameterized in some way—for example, using thin-

plate splines [18] or Gaussian radial basis functions [81].

2.2 Formulating Registration with Mixture Models

In this dissertation, a mixture model consisting of M components is a probability den-

sity consisting of a sum of M simple distributions with “centers” µj (j ∈ {1, . . . ,M}).

Formally, the probability density can be written as

p(x; Θ) = π0η(x) +
M∑
j=1

πjp(x; µj,Θ). (2.1)
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Here η is some term to account for noise and outliers which may or may not be

present,1 p(x; µj,Θ) is the probability density corresponding to the jth model center,

πj is the set of mixing coefficients, specifying the relative contribution weight of the

jth center, and Θ is a vector of parameters. Note that Θ may include parameters

specific to individual component distributions, or shared by all. For example, a GMM

may have a single covariance shared by all Gaussians in the mixture, or a separate

covariance for each.

Because this dissertation is concerned with registration using both points and

oriented points, it is notationally convenient to be able to refer to either a point or

oriented point in a consistent way. Accordingly, bold lowercase letters such as x will

be used to refer to either points or oriented points, dependent on context. Simple

position vectors will be written as ordinary lower-case letters (x), and orientation

vectors (which are unit vectors) with hats (x̂).

For the case of pairwise registration, the typical formulation is to take one point set

to correspond to the mixture model, each point contributing a mixture component.

This point set will be referred to as the model set. The other point set is then

taken to be an independent, identically distributed (i.i.d) sample of the resulting

mixture model, and will be referred to as the target set. This reduces the registration

to a parameter estimation problem. Letting Y = {yj} be the model point set,

and X = {xi} the target, T the sought transformation, and Θ a set of any other

distribution parameters the likelihood function can be written as

p(X; T,Θ) =
n∏
i=1

[
π0η(xi) +

M∑
j=1

πjp(xi; T (yj),Θ)

]
. (2.2)

1Frequently η is a uniform distribution, but sometimes other forms are used, e.g. [18] which uses
a wide variance Gaussian distribution.
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In some cases the transformations may require some form of regularization in order

to prevent unlikely outcomes, or to force the parameter estimation to be well formed.

Such a regularization can be included by introducing a prior p(T ) on the parameters,

and seeking a MAP estimate from the posterior

p(T |X,Θ) ∝ p(T )
n∏
i=1

[
π0η(xi) +

M∑
j=1

πjp(xi; T (yj),Θ)

]
. (2.3)

2.2.1 Coherent Point Drift: A Concrete Mixture Model Example

Consider the model used in the influential coherent point drift (CPD) algorithm [81,

82]. This algorithm operates strictly on point sets in Rd. The mixture components

are taken to be Gaussian distributions, all of which share a single isotropic covariance

σ2. The mixture coefficients are constrained to be equal to 1/M and the outlier

component η is taken to be uniform.2 A user defined parameter ω specifies the

proportion of expected outliers. The transformation T is taken to apply to the model

set, giving the likelihood function

p(X; σ2, T ) =
N∏
i=1

[
ω

N
+

1− ω
M(2πσ2)d/2

M∑
j=1

exp

(
−||xi − T (yj)||2

2σ2

)]
. (2.4)

CPD was presented for several different transformation models (rigid, similarity,

affine, and nonrigid), but only the nonrigid case required regularization. In that

case they used a prior p(T ) ∝ exp(−λφ(T )/2) such that the log posterior had the

2The CPD paper [81] uses η(x) = 1/N which is not actually correctly normalized unless the point
domain has area N . This is reproduced here to be consistent with the original presentation.
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form

log p(T ; X, σ2) =
N∑
i=1

log

[
ω

N
+

1− ω
M(2πσ2)D/2

M∑
j=1

exp

(
−||xi − T (yj)||2

2σ2

)]
− λ

2
φ(T ),

(2.5)

disregarding constant terms such as the normalization factor for p(T ).

Regardless of the transformation model, the sum of exponentials inside logarithms

in the likelihood makes direct parameter estimation difficult. Instead, the EM algo-

rithm is used, providing an iterative framework to solve for the ML or MAP estimates.

2.3 The Expectation-Maximization Algorithm

Given a set of observations X, and a set of hidden or latent variables Z, the EM

algorithm [26] seeks an ML estimation of the parameters Θ; that is

Θ̂ = arg max
Θ

p(X; Θ), (2.6)

where p(X; Θ) is the so-called incomplete-data likelihood function. The incomplete-

data likelihood function is related to the complete-data likelihood function p(X,Z|Θ)

through marginalization over the hidden variables Z. The EM algorithm seeks an

ML estimate of Θ by iterating between the

• E-step which computes the expected value of the complete data log-likelihood

over posterior distribution p(Z|X,Θ(t)), where Θ(t) is the current parameter

estimate:

Q(Θ|Θ(t)) = EZ|X,Θ(t) [log(p(X,Z; Θ)];

and the
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• M-step which computes the next parameter estimate via

Θ(t+1) = arg max
Θ

Q(Θ|Θ(t)). (2.7)

This iteration will monotonically increase the incomplete-data likelihood function

p(X; Θ(t)), and will converge to a stationary point—either a local maximum or

saddle point. The utility of the EM algorithm is that, for many families of probability

densities the optimization in Equation (2.6) is intractable, but the optimization in

Equation (2.7) is easily implemented.

The EM algorithm may be used to compute a MAP estimate, where the parame-

ters have prior distribution p(Θ) by modifying the M-step such that

Θ(t+1) = arg max
Θ

Q(Θ|Θ(t)) + log(p(Θ)).

There are some other generalizations of the EM algorithm that are also important

in the context of this dissertation. Dempster et al. [26] identified the class of GEM

algorithms, in which the M-step only guarantees

Q(Θ(t+1)|Θ(t)) ≥ Q(Θ(t)|Θ(t)).

Such algorithms were shown to monotonically increase the likelihood function, but

were no longer guaranteed to converge to a local maximum.

The expectation/conditional-maximization (ECM) algorithms are a particular

class of GEM algorithms developed by Meng and Rubin [73]. A simplified summary
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for the present context is that the ECM algorithm allows the partitioning of the pa-

rameter set Θ into subsets which can be optimized separately, conditioned upon the

current values of the other parameters. In particular, suppose Θ = θ1 ∪ θ2 ∪ · · · ∪ θn.

Then the M-step is replaced with a sequence of conditional maximization steps

(CM-steps)

θ
(t+1)
1 = arg max

θ̂1

Q(θ̂1, θ
(t)
2 . . . , θ(t)

n |θ
(t)
1 , θ

(t)
2 , . . . θ(t)

n )

θ
(t+1)
2 = arg max

θ̂2

Q(θ
(t+1)
1 , θ̂2 . . . , θ

(t)
n |θ

(t)
1 , θ

(t)
2 , . . . θ(t)

n )

...

θ(t+1)
n = arg max

θ̂n

Q(θ
(t+1)
1 , θ

(t+1)
2 . . . , θ̂n|θ(t)

1 , θ
(t)
2 , . . . θ(t)

n )

ECM algorithms were shown to maintain the convergence properties of the EM algo-

rithm, while allowing closed form parameter updates in a broader class of problems.

The EM algorithm can be viewed as maximizing a joint “free energy” function of

the parameters and the distribution of the latent variables [83]. Under this view, the

E-step maximizes this joint function with respect to the latent variable distribution,

and the M-step maximizes with respect to the parameters. This view can be used to

justify incremental and sparse schemes applied to both the E-step and M-step [83].

2.4 Registration via Expectation-Maximization

The likelihood or posterior functions in the mixture model formulation of registration

(Equation (2.2) and Equation (2.3)) can be optimized using the EM framework. In
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particular, the likelihood function in Equation (2.2) is taken to be the incomplete-

data likelihood, postulating the latent variables Z = {zn}Nn=1. Each zn indicates from

which mixture component the points xn was drawn; that is, zn = j means xn was

sampled from the jth component, and zn = 0 means xn is from the outlier distribution.

The complete data likelihood becomes3

p(X, Z; T,Θ) =
N∏
i=1

p(xi, zi; T,Θ) =
N∏
i=1

p(xi|zi; T,Θ)p(zi) =
N∏
i=1

πzip(xi; T (yzi),Θ).

The E-step requires the computation of the expected value of the complete-data log

likelihood over the posterior p(Z | X; T (t),Θ(t)). From Bayes’ rule

p(zi = j|xi; T (t),Θ(t)) =
p(xi|zi = j; T (t),Θ(t))p(zi = j)

p(xi; T (t),Θ(t))
=
πjp(xi; T

(t)(yj),Θ
(t))

p(xi; T (t),Θ(t))
.

These posteriors, assigned to the M ×N matrix pji can be computed as

pji =
πjp(xi; T

(t)(yj),Θ
(t))

π0η(xi) +
∑M

m=1 πmp(xi; T
(t)(yj),Θ

(t))
(2.8)

This gives the expected complete-data log-likelihood Q, ignoring terms that don’t

depend on Θ or T

Q(T,Θ|T (t),Θ(t)) =
N∑
i=1

M∑
j=1

pji log(p(xi; T (yj),Θ)) +
N∑
i=1

M∑
j=1

pji log(πj). (2.9)

The second term here may be constant in the case that the coefficients πj are not being

estimated. If the transformation or statistical parameters have prior distributions

3For simplicity here, the outlier component π0η is taken to be the 0th component of the model;
i.e. η(x) = p(x; T (y0),Θ), but this is purely for notational convenience.
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p(T ), p(Θ), these can also be included, resulting in a MAP estimation as discussed

in Section 2.3. In that case, the additional terms of log(p(T )) + log(p(Θ)) are added.

It is typical in many registration algorithms of this type to separate the M-step into

at least two CM-steps—one for the statistical distribution parameters Θ—and another

for the transformation T . The form of equation being solved in the transformation

CM-step will be referred to in this dissertation as the transform update equation

(TUE). Considering the maximization of Equation (2.9) with respect to T , the TUE

for some generic mixture model will be

T̂ = arg max
T

∑
i

∑
j

pji log(p(xi; T (yj),Θ)) + log(p(T )). (2.10)

2.4.1 CPD with EM Estimation

Returning to the concrete example of CPD (see Section 2.2.1), the posteriors pji

computed in the E-step are

pji =
exp(−||xi − T (yj)||2/2σ2)

ωM
(1−ω)N

(2πσ2)D/2 +
∑M

m=1 exp(−||xi − T (ym)||2/2σ2)
. (2.11)

The negative expected complete-data log-likelihood is

Q(T, σ2 | T (t), (σ2)(t)) =
1

2σ2

∑
i,j

pji||xi − T (yj)||2 +
D

2
log σ2

∑
i,j

pji +
1

2
φ(T ). (2.12)

CPD [81] was implemented via the ECM algorithm, splitting the M-step into

two CM-steps; the first estimated the transformation, and the second estimated the
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variance.4 The resulting TUE has the form of a weighted least-squares optimization,

which is easier to optimize and faster to compute than a direct minimization of the

incomplete-data log likelihood or posterior (c.f. Equations (2.4), (2.5)).

2.5 Modern Expectation-Maximization-Based Registration

Most early works using EM-based registration used Gaussian mixture models with a

single common isotropic covariance, and sought rigid or similarity transformations [18,

23, 42, 44, 62, 114]. In some of these works the covariance was deterministically

annealed, rather than estimated [18, 42, 44]. Granger and Pennec [42] explained that

the covariance was not estimated because they had observed that in some cases it

would decrease too quickly, resulting in convergence to an undesirable local minimum.

Despite this concern, it seems to be typical in modern formulations to estimate the

covariances as part of the ML or MAP procedure.

In this section, the modern EM-based registration literature will be reviewed with

three points of focus. The first will be the variations in the probabilistic model present

in the literature. Second will be the different transformations and combinations of

transformations that have been used. Finally, the incorporation of additional forms

of data—orientations, or various additional features—will be discussed. In each case,

particular attention will be paid to the effect these variations have on the TUE.

2.5.1 Variations on the Probabilistic Formulation

The typical mixture model used to formulate the registration is of the form in Equa-

tion (2.1). This leads to the expected complete-data likelihood function shown in

4The earlier conference publication of CPD [82] did not estimate σ2. Instead, σ2 was determin-
istically reduced at each iteration.
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Equation (2.9), and the generic TUE in Equation (2.10). As seen in the discussion of

CPD, for Gaussian components sharing a common isotropic covariance this becomes

T̂ = arg min
T

1

2σ2

∑
i

∑
j

pji||xi − T (yj)||2 − log(p(T )) (2.13)

= arg min
T

∑
i

∑
j

αji||xi − T (yj)||2 − log(p(T )), (2.14)

where αji = pji/(2σ
2). Rewriting in terms of αji in Equation (2.14) is intended

to emphasize that the TUE is a weighted least-squares optimization, with possible

regularization.

Though it is common to fix the mixture coefficients πj, they can also be treated as

parameters to be estimated. The ML estimate for the coefficients πj can be computed

as a separate CM-step, using a Lagrange multiplier to constrain them to sum to one

(see for example, [31]). Alternatively, Gooya et al. [41] discussed a groupwise regis-

tration using a Dirichlet prior on the mixing coefficients, pruning those components

with small weights to promote sparsity in the model. Their goal was to allow the

number of Gaussian components in the model to be automatically determined. The

prior was multiplied into the likelihood, and thus contributes an additional term to

the expected complete-data likelihood Q, but this new term is independent of the

transformation parameters. Given this, and looking at the form of Equation (2.9), it

can be seen that regardless of the treatment of these mixing coefficients, the trans-

formation optimization during the M-step still takes the form of Equation (2.14).

Models using heteroscedastic covariances, that is, where each mixture component

has its own associated isotropic covariance σ2
j , have also been used [31, 115, 121]. In

this case, the TUE can be shown to retain the form of Equation (2.14), this time
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taking αji = pji/(2σ
2
j ).

Recently, Student’s t-mixture models (SMMs) have been considered as an alter-

native to GMMs for registration in an attempt to improve the robustness to out-

liers [84, 93, 94, 95, 123]. In many of these works, the outlier component, η, was

dropped from the model, relying instead on the robustness of the Student’s t distribu-

tions. Zhou et al. [123] presented the pairwise nonrigid registration formulation, which

Ravikumar et al. [95] subsequently incorporated into a groupwise framework. The

groupwise solution for rigid registration with SMMs has also been discussed [93, 94].

Each of these works found that the SMM formulation shows promising results com-

pared to GMM-based formulations. Perhaps surprisingly, even with the Student’s

t-distributions, the weighted least-squares form from Equation (2.14) was preserved

for the TUE. On the other hand, mixtures of Laplacian distributions have also

been considered in recent work [71, 116], and unlike SMMs, these do not preserve

the weighted least-squares form of the TUE, instead resulting in a weighted sum of

L1-norms between the points.

Golyanik et al. [40] extended CPD to incorporate a set of known landmark corre-

spondences as a prior. The prior distribution was modelled as a product of Gaussians,

taking the form

P (C) =
∏

(i,j)∈C

N (xi; T (yj), γ),

where C is the set of known correspondence pairs, and γ is an isotropic covariance

controlling the weight of this prior. N (· ; µ,Σ) represents a Gaussian with mean µ

and covariance Σ. In practical terms, adding this prior only affected the TUE through

the addition of 1/(2γ2) to the corresponding entries of αji, increasing their weight.

Lawin et al. [55] revisited the assumption that the observations in the data point
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sets are i.i.d in a groupwise registration framework, in order to register multiple views

of the same scene, with nonuniform point densities. The details of the formulation

are beyond the scope of the discussion, but ultimately, the effect was captured by a

set of weights which multiplied the coefficients αji, again preserving the form of the

TUE in Equation (2.14).

The asymmetry of the typical pairwise registration can be avoided by using group-

wise methods which estimate the model points as part of the process, even when

registering two point sets (e.g. [31]). Alternatively, the model can be symmetrized

directly by changing the probabilistic formulation to include terms for each point set

being generated by the other [102]. Combès and Prima [21] took a different approach

to symmetrization, starting with the typical EM approach, and generalizing into the

optimization of a different, symmetric objective function that retains a very similar

structure to the EM algorithm. In either case, the updates for the transformation are

still solving a weighted least-squares problem.

Indeed, of the reviewed literature pertaining to EM-based point set registration,

the only choice to alter the weighted least-squares form of the TUE, without altering

the type of data under consideration, was the use of anisotropic covariance matrices

in the GMM [7, 29, 45, 74], or Laplacian distributions [71, 116], as discussed above.

For anisotropic covariances, the norm || · || in Equation (2.14) is replaced with a

Mahalanobis distance || · ||Σj
where Σj is the covariance matrix for the jth component.

Each of these works used different methods to estimate the transformations in this

form. Interestingly, one of the approximation methods for the transformation CM-

step discussed by Eckart [29] approximated each covariance matrix with an isotropic

covariance which was in some sense closest to the true covariance, resulting once again
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in a weighted least-squares optimization.

2.5.2 Models of Transformation

The goal of registration is to find a transformation aligning one point set to the other.

As discussed previously, most early works in this area were focused on alignment via

rigid or similarity transformations. Nonrigid registration is less easily defined—the

form of nonrigid transformation must be constrained in some way. Within the EM-

based framework, this is typically achieved through either parameterization and/or

regularization. The earliest reviewed work in this category to consider nonrigid reg-

istration parameterized the transformation using thin-plate splines [18]. Since then,

a more common choice for nonrigid transformations is based on Gaussian radial ba-

sis functions (GRBFs), as in CPD [81]. In CPD, the regularization was chosen to

penalize high-frequency energy in the displacement function, causing the relative mo-

tion of neighbouring points to remain “coherent.” The use of GRBFs introduces an

additional hyperparameter to the model: the width of these Gaussian kernels, β.

Nguyen and Wu [84] modified the formulation to automatically select the best choice

from multiple kernel widths, and also extended the method to other types of kernels,

such as polynomials. The CPD article [81] also contained solutions for similarity

transformations, and affine transformations, as well as a discussion of how the CPD

formulation could be used with a thin-plate spline transformation.

Alternative nonrigid transformation models may be better in some contexts. For

prostate model registration, Khallaghi et al. [50, 51] proposed a biomechanical non-

rigid transformation based on finite-element modeling of the soft-tissue mechanics.
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Others have used additional regularization terms to further constrain the GRBF-

based nonrigid transformations, to better suit their application. In particular, reg-

ularization terms based on preserving local linear relationships between points and

their neighbours [4, 39, 105] or based on the Laplacian of the neighbour structure of

the point set [67, 124] have been considered. Registration using statistical shape mod-

els (SSMs) has also been studied by a number of authors in the context of EM-based

registration [7, 115, 121].

Chains of composed transformations, tailored to specific use-cases, have also been

used. Rasoulian et al. [92] constructed a model of the lumbar spine based on two com-

posed statistical models: one of the relative rigid placement of the vertebrae (i.e. the

pose), and one of shape. After an initial rigid registration, the shape and pose models

were simultaneously optimized along with an additional nonrigid GRBF-based trans-

formation using an EM-based registration procedure. A similar approach was used

for the registration of a wrist model by Anas et al. [2]. Likewise, Khallaghi et al. [50]

composed a similarity transformation with an SSM and an additional biomechanical

nonrigid transformation for registration of a prostate model with missing data.

It was previously noted that the transformation CM-step typically takes the form

of a weighted least-squares optimization. The composition of transformations some-

what complicates this structure and, in existing work, usually required a specific

derivation of the CM-step update depending on the exact chain of transformations

in play. For example, the registrations of the aforementioned spine and wrist mod-

els [2, 92] optimized the shape and pose models simultaneously using a numerical

optimization scheme. The gradients with respect to the pose and shape parameters

were interdependent; that is, the gradient with respect to the pose model depended on
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the shape model, and vice versa. Similarly, in their registration of a prostate model to

ultrasound and CT data, Khallaghi et al. [50] updated the transformations through a

sequence of three CM-steps, one per transformation. The updates for each CM-step

were interdependent, each taking into account the current parameters controlling all

of the other transformations.

2.5.3 Beyond Point Data: Oriented Points and Other Features

Going beyond simple positional data, one might consider the registration of sets of

oriented points. Though various authors have considered normal information during

the selection of correspondences in ICP-like algorithms [32, 53, 90], recently there

has been some interest in the direct registration of oriented point data using both

ICP-like methods [10, 11, 101] and probabilistic methods [5, 74, 75, 76, 77, 95]. Ser-

afin and Grisetti [101] presented an ICP-like algorithm which considered position,

orientation, and local curvature during the correspondence phase. When computing

the rigid transformation aligning the point sets, the point-normal pairs were treated

as elements of a 6-dimensional space, and the squared Mahalanobis distance between

corresponding points was minimized. Billings and Taylor proposed the iterative most

likely oriented point algorithm [10, 11], an ICP-like algorithm where the “distance”

to a point is computed probabilistically, as a product of a Gaussian and von Mises-

Fisher distribution, to achieve rigid registration in either a 3D/3D [11] or 2D/3D [10]

domain. Baka et al. [5] presented a SSM-based 2D/3D registration using 4D GMMs

meant to capture 2D oriented points. In their formulation, both point sets were

modeled probabilistically, and the registration sought to minimize the L2 distance

between the two distributions. Finally, EM-based approaches have been proposed
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using von Mises-Fisher distributions for the orientations, and either Student’s-t dis-

tributions [95], or Gaussians of various flavours [74, 75, 76, 77], for positions. In these

methods, an additional term is added to the expected complete-data log-likelihood,

accounting for the distribution of the normals. This term is dependent on T and

therefore the TUE is no longer of a weighted least-squares form.

Local shape or image features have also been included in various ways in the

literature. For every point in the two data sets, these works extract some kind of

feature based on local shape descriptors [4, 67, 68, 87, 98, 105, 117, 118, 119, 124],

or image features [59, 66, 107]. Some method of feature comparison is then used to

determine the strength of a match between any two feature values. Frequently, the

feature information was incorporated by extending the mixing coefficients πj to a

matrix of matching coefficients πij, representing the likelihood that the ith point in

the data set was generated by the jth component of the mixture model. The most

common approach was to compute the matching coefficients deterministically based

on the feature comparisons [4, 59, 66, 68, 87, 105, 107, 118, 124]. If the features were

not invariant to the transformation being computed, then the features were to be

recomputed at each iteration. Sang et al. [98] instead introduced a prior on these

matching coefficients πij based on the feature comparisons, and estimated πij during

the M-step. Another approach was to incorporate the feature information into the

mixing coefficients πj directly [119]. The form of the TUE was not affected by these

extensions to the mixing coefficients.

Danelljan et al. have extended an existing groupwise registration algorithm [31]

to include both colour [25] and high-dimensional local shape descriptors [24]. Inter-

estingly, these formulations also preserved the typical weighted least-squares form for
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the TUE, despite considerably modifying the details of the probabilistic formulation.

2.6 Summary

This chapter has reviewed the point set registration literature with a focus on methods

using mixture models and the EM algorithm. Despite the large number of variations

within the literature—be it in terms of the choice of distributions, or augmentations of

the data—there can be observed a common structure often shared by these methods.

Focusing on the equation that must be solved to update the transformation at each

iteration—the transform update equation—the majority of the reviewed methods ul-

timately result in a weighted least-squares optimization problem. This implies that

many of the solutions for different transformations that have been considered in the

literature can be used, with little to no modification, in the context of a wide array of

the variant statistical formulations. In other words, the choice of statistical formula-

tion and transformation can often be made, with some caveats, independently. This

observation will be exploited in this dissertation to allow the development of highly

generic, widely applicable algorithms for registration with nested transformations.
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Chapter 3

Deformable Multi-Modal Registration for

Navigation in Beating-Heart Cardiac Surgery

M
inimally invasive beating-heart surgery, such as ablation for persistent

atrial fibrillation (AF) [13], is a technically challenging procedure that

is currently performed without computer navigation. Hybrid treatment

of surgical AF ablation has been shown to be effective and durable [79]. The procedure

is performed by thoracoscopic access from the right chest wall, so the surgeon has

no direct vision when accessing the left atrium. An opportunity for navigation arises

because of the extensive medical imaging involved: a preoperative cardiac CT scan

is routine, as are the intraoperative use of TEE and fluoroscopy. The complexity of

the surgical procedure, and examples of routinely available images, are illustrated in

Figure 3.1.

In this chapter I present a pipeline to register two of these common data sources—

intraoperative 2D TEE and preoperative CT—and report results from applying the
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Figure 3.1: Surgical approach and routinely available image data. (a) Drawing
of a thoracoscopic approach via three incisions in the right chest wall (b) Image
from a thoracoscope during beating-heart surgery, showing the ablation catheters
and minimal visible landmarks (c) TEE ultrasound image, acquired intraoperatively
(d) Surface models of the four cardiac chambers. This figure originally appeared in
our IPCAI paper [88].

pipeline to four real data sets from patients who underwent minimally invasive epi-

cardial ablation procedures.1

1The work presented in this chapter was described in a previous publication, co-authored with
Dr. Gianluigi Bisleri and my supervisor Dr. Randy Ellis in the International Journal of Computer
Assisted Radiology and Surgery and presented at IPCAI 2019 [88].
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3.1 Related Work

Much of the existing work on TEE to CT registration has relied on dynamic CT [46,

64, 109] that used electrocardiogram (ECG) data captured with the TEE to tem-

porally align the two image sources. Desires to reduce radiation exposure prompted

interest in methods using static CT images. Li et al. [58] proposed synthetic dynamic

CT, which fused a static CT with a preoperative dynamic 3D TEE, to construct a

temporally varying CT model; this produced synthetic images with registration re-

sults of similar quality to those using dynamic CT, but required both preoperative and

intraoperative 3D TEE. Other methods using static CT typically have relied on CT

gating and then used ECG data collected simultaneously with TEE to achieve tem-

poral alignment [49, 97]. In contrast, our approach relied on only two data sources:

a single static CT, and a 2D TEE sequence. The problem was therefore not only

a 2D/3D slice-to-volume registration, but also required alignment in the temporal

dimension. The complexity of this problem, and the possibility of the existence of

many local minima prompted the use of a discrete optimization method.

In general, discrete methods of slice-to-volume 2D/3D registration are enticing as

they tend to be less prone to local minima than continuous alternatives [36]. Discrete

methods are often formulated as labeling problems on Markov random fields (MRF).

For non-rigid registration, the typical approach is for the nodes of the MRF to repre-

sent control points of a grid which are labeled by discrete parameters encoding local

details of the transformation [33, 34, 35, 37]. These methods interpret the deformed

grid to infer a rigid transformation and a 2D in-plane deformation field. Discrete

methods for linear transformations (such as rigid, similarity, and affine transforma-

tions) are less easily encoded this way, because all transformation parameters are
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inherently global. To solve this problem, Zikic et al. [125] proposed an approximation

to the linear transform registration energy consisting entirely of second order terms

on a fully connected graph with one node per transformation parameter; however,

their framework was intended for monodimensional registration, or 2D/3D registra-

tion with projective images, such as fluoroscopy. Porchetto et al. [89] subsequently

proposed a framework for rigid slice-to-volume registration using a similar MRF en-

coding. In spite of their promising results, none of the above described slice-to-volume

registration methods also account for the temporal alignment that was considered as

part of our method.

Instead, in this work registration was achieved by an exhaustive search over a

discrete search space constructed by processing the images from both modalities into

a set of 2D point sets, as will be discussed in detail in Section 3.2. One component of

this process was the need to extract a point set from each image in the TEE sequence

outlining the border of the visible cardiac chambers.

There are a variety of methods in the literature for segmenting or tracking heart

chambers in echocardiographic images including methods based on level-sets [27, 28,

99], statistical shape or appearance models [15, 20, 47], machine learning [17, 48, 122],

optical flow [104], and nonrigid registration [56]. A review including many of the cited

works is available, though somewhat outdated [108]. However, the ultrasound data

sets used in this work had some particular requirements limiting the applicability of

existing methods. First, not all chambers were visible in all sequences, and those that

were visible were sometimes only partially within view. Second, the views differed

significantly from patient to patient, making it difficult to generalize the appearance

of the images across patients. Finally, because we were working with data sets from
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only a few patients, we could not rely on statistical methods requiring large amounts

of training data.

3.2 Methods

This study was conducted in accordance with the principles outlined in the Decla-

ration of Helsinki. With institutional review board (IRB) approval for retrospective

image analysis, preoperative CT images and intraoperative TEE sequences were ac-

quired from four patients.

The CT images were acquired, during breath-hold, using ECG gating at approxi-

mately 75% of the RR cycle2 with an Aquilion ONE 320-slice scanner (Canon Medical

Systems, Tustin, US). The TEE ultrasound images were acquired using a Vivid 9

scanner (GE Healthcare, Milwaukee, US). The CT images in DICOM format were

imported into Slicer open-source software, segmented, and the resulting surfaces were

exported as STL meshes. These meshes, and the TEE images in AVI format, were

imported into MATLAB (MathWorks, Natick, US) for processing.

Registration was achieved by an exhaustive search over a discrete search space

constructed by processing the images from both modalities into a set of 2D point

sets. To process the CT, a 3D mesh model of the four cardiac chambers was derived

by manual segmentation. These 3D models were processed into a large number of 2D

point sets, each of which was a cross-section of the 3D geometry in a particular plane.

The details of this process are described in Section 3.2.1. The dynamic TEE was

processed by extracting a point set, from each image in the sequence, outlining the

border of the visible cardiac chambers. This was achieved by propagating a manually

2For a normal ECG, RR refers to the interval between peaks in the signal.
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initialized point model of the cardiac chambers throughout the sequence via a novel

non-rigid registration algorithm which is detailed in Section 3.2.2. Each point set

from the TEE was then exhaustively registered to each point set from the CT using a

variant of the ICP algorithm [9] operating in 2D. The pair with the lowest registration

error could then be found, and combining the result of the in-plane registration with

the particular plane in CT space from which the cross-section came, a similarity

transformation could be derived which mapped from TEE to CT space. The details

of this exhaustive search process are given in Section 3.2.3. An overview of the entire

registration pipeline is shown in Figure 3.2.

3.2.1 3D CT Preprocessing

The four cardiac chambers were manually segmented from the preoperative CT scan

to produce a mesh model of each chamber. This 3D geometry was preprocessed into

a set of 2D cross-sections produced by intersecting the chamber meshes with a set of

feasible planes. To find such feasible planes, an initial central plane was computed.

The other feasible planes were found by varying the plane’s parameters from this

initial feasible plane.

The mesh points of the cardiac chambers were assembled into a single 3 × NC

matrix. The initial feasible plane was computed from principal components analysis

of this matrix. The pose of each other feasible plane S was calculated by varying

along the normal direction of the initial feasible plane in 2 mm increments, and by

varying the initial normal direction in 1◦ increments. This process is illustrated in

Figure 3.3. This produced a set of NS = 30× 30× 30 = 27, 000 feasible planes.

For subsequent registration, each feasible plane S was intersected with each 3D
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Automatic Slice
Generation US Model Deformation

Exhaustive Global Match
Optimization

Preoperative Perioperative Setup

US to CT Transform

CT Acquisition TEE Acquisition

Manual Chamber
Outline

Manual Chamber
Segmentation

C1
C2
C3
C4

A

Figure 3.2: The registration pipeline consisted of processing the preoperative CT
images to precompute a large number of slices of 3D geometry. The motion was
extracted from an ultrasound sequence, and the resulting ultrasound frames were
registered to the preoperative CT space. In an actual clinical workflow, processes
inside the dotted box would occur preoperatively, while all other processes would
occur during perioperative setup. Note: trapezoidal processes required manual input.
Part of this figure originally appeared in our IPCAI paper [88].
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Figure 3.3: An illustration of the generation of normal directions around the central
normal (left), and a sample of planes along a given normal (right).

surface model of each of the four cardiac chambers. The precomputation produced a

data set that contained, for each slice S:

• {xSi } – a set of 2D points obtained by intersecting each plane S with the four

chamber meshes

• RCT
S – a rigid transformation from the local coordinates of slice S to the 3D CT

space

3.2.2 Ultrasound Processing by Template Deformation

The ultrasound processing was formulated as an application-specific nonrigid regis-

tration between sets of oriented points. For each t of NE TEE ultrasound images,

a feature point set {xti}Nt
i=1 was extracted using an edge detector. The orientation x̂i

of each extracted point xi was computed as the normalized image gradient at that

point, giving a set of oriented points Xt = {(xi, x̂i)t} for each ultrasound image t.

A deformable template shape was used to represent the chambers visible in the ul-

trasound image. The template shape consisted of oriented point set Y = {(yj, ŷj)}Mj=1

where M was the total number of points in the model. The points {yj} were initialized
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Figure 3.4: Manually placed points that delineated the visible chamber walls were
used to initialize the deformable model. In the second example, the right atrium was
not fully imaged, so K = 3. This figure originally appeared in our IPCAI paper [88].

by manually placing a set of points delineating each chamber on the first ultrasound

image in the sequence. The orientation ŷj at each yj was automatically computed

as an outward facing normal vector. Letting K be the number of visible chambers,

a label map `US : {1, 2, . . . ,M} → {1, 2, . . . , K} mapped the index j of an oriented

point to a chamber index `US(j). An example of two manually instantiated models

are shown in Figure 3.4.

Due to the nature of ultrasound imaging, the point sets extracted by edge detection

are noisy. To prevent overfitting, and improve robustness, a model of deformation

that limited the total degrees of freedom, while still providing a reasonably high

degree of deformability was chosen. In particular, the chosen transformation was a

hierarchy of affine transformations, G = C1 ◦ · · · ◦ CK ◦ A, to capture the motion of

the beating heart: there was a transformation for the overall template, written as A,

followed by one independent affine transformation for each cardiac chamber, written

as C1, . . . , CK . The hierarchy of transformations is illustrated in Figure 3.5. A given

affine transformation T was represented as T = (BT , dT ) where BT was a 2×2 matrix,

and dT was a translation vector.
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C1

C2

C3

C4

A

Figure 3.5: A hierarchy of deformable models. The transformation A captures
global deformation and is applied to the entire point set; C1 . . . C4 capture smaller
local deformations and are applied individually to each cardiac chamber.

The transformation G, applied to an oriented point, had the effect G(yj) on po-

sition and G ? ŷj on the normal ŷj.
3 The transformed deformable template model

was thus G(Y) = {(G(yj), G ? ŷj)}. The task was, for each ultrasound image t, to

compute the transformation G that best aligned the model’s oriented point set G(Y)

to the target’s oriented point set Xt.

Formulating the Registration with a Mixture Model

Registration through this hierarchical transformation was formulated with a hybrid

mixture-model similar to that used in other recent work on oriented-point registra-

tion [77, 95], though these works were limited to rigid/similarity transformations.

The transformation parameters were optimized using a novel GEM algorithm that

imposed temporal coherence on the extracted point sets by regularizing the transfor-

mations between adjacent images in the sequence.

The mixture components took the form of a product of a Gaussian distribution

and a von Mises distribution. Let X = {(xi, x̂i)}Ni=1 be the N oriented points from

3An equation for a differentiable transformation G acting on oriented points sampled from a
smooth underlying curve is given in Section A.1.
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the current ultrasound image, N (·; µ, σ2) represent a normal distribution centered at

µ with isotropic variance σ2, and V(·; ν, κ) represent a von Mises distribution with

mean ν and concentration parameter κ. Specializing the mixture in Equation (2.1),

an oriented point (x, x̂) had the distribution

p(x, x̂; G, κ, σ2) =
ω

2πA
+

1− ω
M

M∑
j=1

N (x; G(yj), σ
2)V(x̂; G ? ŷj, κ) (3.1)

where A is the area of a region containing all the points in the target set. The

first term of Equation (3.1) is a uniform distribution over the registration domain to

capture outliers in the target point set, and the terms of the sum correspond to the

mixture model. The hyper-parameter ω represents the expected proportion of points

in the target point set that are outliers.

To avoid excessive deformations of the model between successive images, a regu-

larization function was incorporated by adding the prior P (G) ∝ exp(−Φ(G)). The

regularization function affected only the chamber transformations, and took the form

Φ(G) = λ
K∑
k=1

||BCk
−Bk0||2F

where BCk
was the 2 × 2 transformation matrix from affine transform Ck, and Bk0

was the initial value of BCk
at the beginning of the registration.

Following the typical approach described in Section 2.4, the parameters of the mix-

ture model can be estimated using the EM algorithm, positing a set of latent variables

{zi}Ni=1 that indicates from which component distribution the point xi was sampled.

Specializing Equation (2.8) for the current mixture to compute the posteriors during
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the E-step gives

pji = p(zi = j|xi, G, σ2, κ) =
N (xi; G(yj), σ

2)V(x̂i; G ? ŷj, κ)
2MπI0(κ)σ2ω

A(1−ω)
+
∑M

m=1N (xi; G(ym), σ2)V(x̂i; G ? ŷm, κ)
,

resulting in the negative expected complete-data log-likelihood

Q(G, σ2, κ) =

N,M∑
i,j=1

pji

(
||xi −G(yj)||2

2σ2
− κx̂Ti (G ? ŷj)

)
(3.2)

+ Np log(σ2) +Np log(I0(κ)) + Φ(G),

where Np =
∑

i,j pji.

As is typical in a registration using an ECM algorithm [73], the M-step was divided

into two separate CM-steps. The first optimized the distribution parameters σ2 and

κ; the second optimized the transformation G. However, to make the transformation

update tractable, the constraints on the algorithm were relaxed, requiring only that

the algorithm be a GEM algorithm [26]. In this context, this relaxes the requirements

on each CM-step such that Equation (3.2) must be decreased, but not necessarily

minimized.

The Distribution CM-step

Equation (3.2) could be optimized independently with respect to σ2 and κ. The

variance σ2 was optimized analytically giving update

σ2 =

∑
i,j pji||xi −G(yj)||2

Np
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To update κ, a truncated Newton approximation could be used giving the iterative

solution

R̄ =

∑
i,j pjix̂

T
i (G ? ŷj)

Np

, A(κ) = I1(κ)/I0(κ),

κ′ = κ− A(κ)− R̄
1− A(κ)2 − A(κ)/κ

This method is an adapted version of an estimation method for hypersphere cluster-

ing [103], and is derived in Section A.2.

The Transformation CM-step

To simplify the mathematical expressions, the concept of virtual observations can be

used to derive an equivalent paired-point expression that can be optimized in place of

Equation (3.2) when updating the transformation [45]. The concept can be extended

to the case of oriented points by defining virtual weights W = {(wj, ŵj)}, and virtual

oriented points V = {(vj, v̂j)} as

wj =
1

2σ2

∑
i

pji; ŵj = κ
∑
i

pji; vj =

∑
i pjixi

2σ2
∑

i pji
; v̂j =

κ
∑

i pjix̂i
ŵj

With these definitions, optimizing Equation (3.2) with respect to G is equivalent to

optimizing4

Q′(G) =
∑
j

[wj||vj −G(yj))||2 − ŵj v̂Tj (G ? ŷj)] + Φ(G) (3.3)

4This can be seen by combining Lemma 4.1 with Theorem 4.2.
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Notice that this—the TUE for the present mixture model—is effectively a regularized

weighted paired oriented point (WPOP) registration between the model oriented point

set Y, and target virtual oriented point set V through transformation G.

The transformation CM-step was further decomposed into two CM-steps: the first

updated only the global affine transformation A, holding the others constant, and the

second independently updated each chamber transformation Ck. This decomposition

was done in such a way that each step solved an equation of the form of the TUE in

Equation (3.3), for a single individual affine transformation. In particular, for paired

oriented point sets P = {pj, p̂j} and Q = {qj, q̂j}, with weights U = {uj, ûj}, then

for the global affine transformation A, there was a solution/algorithm

TUEA(P,Q, U) = arg min
A

∑
j

[uj‖pj − A(qj)‖2 − ûj p̂jT(A ? q̂j)].

The chambers each had a similar algorithm, but had to include their respective reg-

ularization terms:

TUECk
(P,Q, U) = arg min

Ck

∑
j

[uj‖pj − Ck(qj)‖2 − ûj p̂jT(Ck ? q̂j)] + λ‖BCk
−Bk0‖2

F .

Assuming a smooth underlying shape from which the oriented points are sampled,

an affine transformation T will act on a normal q̂ as5

T ? q̂ =
B−TT q̂

‖B−TT q̂‖
.

To implement TUEA and TUECk
, a quasi-Newton solver was used directly on the

5A more generic version of this fact is derived in Section A.1.
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components of the transformation matrix. Given the optimal matrix BT , the optimal

translation can be computed for either the chamber or global transformation as

dT =

∑
j ujpj∑
j uj

−BT

∑
j ujqj∑
j uj

.

The decomposed transformation M-step can now be described in terms of applica-

tions of these affine solutions to the TUE. First, consider the update of the chamber

transformations. Supposing the global transformation has already been updated to

some A′, Q′(C1◦· · ·◦CK◦A′) can be decomposed into separate terms for each chamber

transformation

Q′k(Ck) =
∑

j∈`−1
US(k)

[wj||vj − Ck ◦ A′(yj)||2 − ŵj v̂Tj ((Ck ◦ A′) ? ŷj)]

+λ||BCk
−B0k||2F

Q′(C1 ◦ · · · ◦ CK ◦ A′) =
∑
k

Q′k(Ck)

With this decomposition, the optimal update for each chamber transformation would

be

C ′k = arg min
Ck

Q′k(Ck) = TUECk
(Vk, A

′(Yk),Wk)

where Vk, Yk, and Wk are, respectively, the set of virtual points, model points, and

virtual weights belonging to the kth chamber.

In an ECM formulation, the update of the global transformation would need to be

done by optimizing Equation (3.3) with respect to A, holding {Ck} fixed. However,

the composition of the chamber transformations with A makes such an optimization

challenging. By only requiring the algorithm to be a GEM algorithm, the problem
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can be simplified, because this only requires an update from G to G′ guaranteeing

Q′(G′) < Q′(G).

This guarantee was achieved through a simple strategy. The global transformation

was updated completely ignoring {Ck} via A′ = TUEA(V,Y,W ). The chamber

transformations were then updated individually as described above. If this strategy

failed to improve Q′, the global transformation was simply reverted to its initial value

A, and the chamber transformations recomputed. This was guaranteed to improve

Q′, since the updates to Ck optimize Q′k(Ck). The complete transformation M-step

is given in pseudocode in Algorithm 3.1.

Algorithm 3.1 An algorithm to update G, wherein the loop is guaranteed to run at
most twice

1: Input
V virtual target oriented point set
Y model oriented point set
W virtual weights
G initial transformation

2: Output
G′ optimized transformation

3: E ← Q′(G)
4: E ′ ← E
5: A′ ← TUEA(V,Y,W )
6: while E ′ ≥ E do
7: for all Ck do
8: C ′k ← TUECk

(Vk, A
′(Yk),Wk)

9: end for
10: G′ ← C ′1 ◦ C ′2 ◦ . . . C ′K ◦ A′
11: Q′ ← Q′(T ′)
12: if E ′ ≥ E then
13: A′ ← A
14: end if
15: end while
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Cardiac Deformation Over Time

After initializing the model by manually placing points on the first ultrasound image,

for each image in the sequence the model was registered to the extracted target point

set, initializing the global transformation G with the transformation that had been

calculated from the preceding image. For the first image, the regularization matri-

ces {Bk0} were set to the identity matrix. Subsequently, for each TEE ultrasound

image, the regularization matrices were set to the transformation matrices BCk
from

the converged computations of the previous image. This regularization on the cham-

ber transformations was intended to help keep the overall transformations coherent

between chambers, by producing a relatively stable set of local affine transformations

Ck which would act primarily as small corrections to the global affine transformation

A. The result of this process was a set of NE transformations {Gt} and deformed

point sets {Ut = Gt(Y)} that represented each TEE ultrasound image.

Managing Poorly Registered Images

Some TEE ultrasound images were not well registered by the algorithm. To detect

these poorly registered images, the virtual RMS (VRMS) error, i.e. the root mean

square error between the ultrasound virtual points and model points, was computed

as

VRMSEt =

√∑
j ||vj −Gt(yj)||2

M
.

Given this sequence, a peak-detection algorithm was used to compute the local max-

ima in VRMSE. Outlier peaks, defined as peaks lying more than three scaled median
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absolute deviations from the median peak, were found and used to compute a thresh-

old VRMSE as

VRMSEthresh = min
t an outlier

VRMSEt.

At the end of this ultrasound image registration process, there remained a set of

N ′E < NE ultrasound images that were registered with VRMSE below the threshold.

Only the positional data was kept from the registered images, which produced a data

set of N ′E point sets Ut = {utj}Mj=1 representing the ultrasound sequence.

3.2.3 Matching 3D Slices to Ultrasound Images

An exhaustive search that matched the NS precomputed slices from the CT model

with the N ′E TEE ultrasound point sets was used to find the pair producing the

globally minimal nearest-neighbour RMS (NNRMS) error. The match was computed

by registering the ultrasound point set {utj} to the CT slice {xSi } with a similarity

transformation.

The registration was initialized by creating a correspondence between the cen-

ter of each cardiac chamber in the feasible CT slice and the deformed ultrasound

model. This provided an approximate translation, orientation, and uniform scale fac-

tor between the point sets. Using this initial estimate, the similarity transform was

optimized using a modified ICP algorithm [9], in which the nearest-neighbour search

was limited to points from the same cardiac chamber. The registration was scored by

the NNRMSE between the registered ultrasound point set and the converged nearest

neighbours from the CT slice.

The exhaustive search resulted in a slice Ŝ and ultrasound image Û representing
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the optimal match, as defined by least NNRMSE. The registration between this op-

timal ultrasound image and slice pair gave a similarity transform T ŜUS mapping the

ultrasound to the coordinates of slice Ŝ. Composing this similarity transformation

with the rigid transform RCT
Ŝ

, mapping the 2D plane coordinates back to 3D CT

space gave the total transformation from ultrasound to CT space

TCT
US = RCT

Ŝ
◦ T ŜUS

3.2.4 Data Analysis

The NNRMS error of the deformed cardiac model to the edge-detected points in the

ultrasound image was tabulated for each patient’s TEE sequence. This value was com-

puted in pixels, and could be converted to millimeters via the pixel dimensions stored

in the DICOM header of the ultrasound images. The RMS error of the transformed

model to the CT segmentation was also tabulated. The similarity transformation

TCT
US encoded a predicted scale factor for the size of pixels in the ultrasound image

spredicted, that could be compared to the ground truth value in the DICOM headers of

the ultrasound image sGT and compute a scale ratio for each patient f = spredicted/sGT

for each patient.

The expected error was computed from the ultrasound NNRMS error and a value

from the literature. In CT coronary angiography with ECG gating, blood vessels of

a diameter less than 1.5 mm are routinely excluded [16]. This was used as a lower

bound on the error in the CT segmentation. This error was combined with the mean

NNRMS error in the TEE by adding the values in quadrature
√
f 2RMSE2

t + 1.52

where the scale ratio f was used to convert the TEE NNRMS error into the CT space
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Table 3.1: Model deformation settings and results for each of the four patients are
shown. RMSE values are reported in pixels and millimeters as the mean, plus or
minus standard deviation, across all well registered images in the sequence.

Patient Total Images ω λ Kept Images RMSE
Index NE N ′E (mm)

1 104 0.7 2 87 2.0± 0.5
2 61 0.85 3 48 2.1± 0.7
3 111 0.9 2 110 2.0± 0.3
4 105 0.9 3 104 1.4± 0.2

as predicted by TCT
US .

3.3 Results

A total of four data sets were processed, manually segmenting each patient’s preoper-

ative CT scan and using it to generate a total of 27, 000 slices. Of these slices, those

which did not contain a cross-section from all 4 chambers were discarded. For each

patient, the manually initialized 2D model was deformed to each ultrasound image.

The free parameters of the registration, namely outlier weight ω, registration weight

λ, were tuned for each patient, but all varied within a similar range. The initial val-

ues for σ2 and κ were consistently set to 250 and 1.5, respectively. After deforming

the model to each ultrasound image in a sequence, and automatically detecting and

removing individual poorly registered frames, the RMS error between the deformed

model in each image and the points extracted from the image was recorded. Table 3.1

summarizes these results for each patient, and documents the various settings used.

The exhaustive search produced a registration of the TEE ultrasound sequence

to the CT scan by seeking an optimally matched 3D slice and ultrasound point set.

The total number of slices, along with the RMS-error between the best matching 3D
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slice and ultrasound image are reported in Table 3.2. The expected lower bound on

the error, computed by combining the ultrasound error and lower bound accuracy

of the CT scans as discussed earlier, are also reported, along with the ratio between

predicted and ground truth scales. The registration results are illustrated for each

patient in Figure 3.6.

Table 3.2: The total number of searched slices are reported, along with the NNRMS
error, expected lower bound on the error, and the ratio of predicted scale to actual
scale of the ultrasound pixels.

Patient Index No. Slices RMS Expected Scale
NS (mm) (mm) Ratio

1 21972 2.8 2.6 1.1
2 24215 2.8 2.4 0.9
3 24235 3.1 2.0 0.6
4 22515 3.0 1.9 0.9

3.4 Discussion

Minimally invasive arrhythmia surgery has gained popularity over the past decade,

especially in the most complex subset of patients, such as those with persistent atrial

fibrillation [13]. In particular, an epicardial approach has provided high rates of

success even when compared to a transcatheter one in persistent atrial fibrillation [14]

but with an increased incidence of peri-operative complications. In particular, the

occurrence of intra-operative bleeding complications have been reported to occur in

a range from 0 to 10% across several reports [52]: hence, the possibility to identify

strategies to improve surgical navigation and minimize damages to the heart or the

nearby vascular structures appears to be critical for a safer application of such less

invasive techniques.
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Figure 3.6: The best matching slices and ultrasound images allowed the generation of
a transform for each 3D model from CT space to ultrasound space. The left hand side
shows the best matching 3D cross sections (circular markers), with the ultrasound
image and model (plus markers). On the right hand side are the same matches,
with the 3D chamber models shown in translucent 3D. Each row corresponds to one
patient.
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The ultrasound processing used a novel hierarchical affine registration algorithm

with oriented points, which provided advantages for the data sets under consideration

compared to many existing methods for segmentation or registration of TEE ultra-

sound image sequences. The method made no assumptions about the TEE viewing

angles, or about the number of visible cardiac chambers. Level-set methods may be

less well suited to partial views because they are constrained to producing closed

contours. Meanwhile, methods based on statistical shape models are typically con-

strained to a single view or topological configuration as represented in the training

data, or else require a large amount of user interaction to construct a patient specific

model [47]. Unlike a statistical or machine-learning method the method presented

here also did not require large amounts of training data.

The ultrasound registration made use of oriented points. The addition of orienta-

tion information to point-set registration has been found to benefit accuracy in both

ICP-like methods [11, 101], and probabilistic methods [5, 78, 95]. In this case the pri-

mary benefit of orientations seemed to come from an enhanced ability to distinguish

between spatially close but oppositely oriented points. For example, nearby points

such as those on either side of either septum were easily distinguished when using

orientation information.

The deformable model was registered to each image using a mixture model for-

mulation. Although ICP-like formulations may be more efficient—and can use prob-

abilistic noise models with oriented points [11]—the optimization step for the trans-

formation fundamentally relied on the formulation as a GEM algorithm. It is possible

that a sparse or incremental approach to EM [83], or a threshold on the matching

likelihood [42], could be used to improve computational efficiency while remaining in
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the GEM theoretical framework. Such optimizations could might be realizable using

a PD-tree look-up for oriented points [11]. Furthermore, although GEM algorithms

offer weaker theoretical guarantees than the ECM algorithms typically used for reg-

istration, in the experiments presented here the algorithm converged in fewer than

130 iterations. This experience is in line with recent work on statistical shape model

registration using a GEM algorithm [7].

A simple edge detector to extract features from each ultrasound image in a se-

quence. In a noisy modality such as ultrasound, this approach inevitably produces

noisy data and spurious features. This was addressed by using a probabilistic regis-

tration method that is intended to be robust to outliers, along with a transformation

model that is inherently limited in its total degrees of freedom to prevent overfitting.

The mixture model might become more robust to outliers by using a Student’s t dis-

tribution for the positional data, rather than a Gaussian [94, 95, 123]. Alternatively,

an improved feature detection method may reduce outliers and improve robustness.

Scale-invariant features, such as SIFT [61] or SURF [6] features or their 3D vari-

ants [111], have been shown to provide high quality correspondences for ultrasound

images [69, 112] and have been successfully applied in the domain of cardiac imag-

ing [8].

The main computational bottleneck in the present method was the exhaustive

search for the 2D/3D match which, in an unoptimized MATLAB implementation on

an older PC, took a few hours to run for each trial. This process is, however, amenable

to a number of possible optimizations to be considered in future work. The nature

of this search makes it very simple to be processed in parallel to whatever extent the

available hardware allows. The regular structure of the generated slices, essentially
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forming a 3D grid along axis height and two angle dimensions, leaves the approach

open to a coarse-to-fine search to reduce the number of required 2D registrations.

Alternatively, it may be possible to adopt more efficient discrete optimization methods

by formulating our planar search in an MRF framework using a similar approach to

that of Porchetto et al. [89] adapted to feature-based matching criteria. Restrictions

on the TEE view could also be used to reduce the degrees of freedom of possible

transformations [97], thereby reducing the dimensionality of the search space. Finally,

integration with ECG might reduce the number of ultrasound frames needing to be

considered by allowing us to select ultrasound images near the phase of the cardiac

cycle at which the preoperative CT was gated [97]. In fact, because the search time

is proportional to the number of ultrasound images in the sequence—which in our

datasets was between 61 and 111 (see Table 3.1)—ECG integration alone could speed

the search by between one and two orders of magnitude, which may be fast enough

for execution during perioperative setup.

For a deformable organ such as the heart, the restriction of the presented method

to the computation of a similarity transform may seem limiting; however, allowing

in-plane deformation of the slice would make it difficult to differentiate frames of the

TEE sequence. Rigid slice-to-volume registration appears to perform as well as non-

rigid methods when the deformation of the anatomy is low between the two image

acquisitions, and less so otherwise [89]. The algorithm presented here relies on this

disparity to be able to compute both the temporal and spatial registration simul-

taneously; it assumes that temporally aligned images should result in lower spatial

registration error than those that are temporally misaligned. However, additional

deformations may be present even in temporally well-registered images due to factors
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such as irregular heart beats, respiration, and positional differences. Though non-

rigid registration may help accommodate these differences, nonrigid slice-to-volume

registrations can also produce results which are anatomically unsound, despite having

low geometric error [36]. Instead, remaining deformations along with uncertainty in

the computed transformation may be partially ameliorated by adaptive visualization

techniques [54].

After computing a similarity transform mapping ultrasound to CT coordinates

perioperatively, it could be necessary to refine the transform intraoperatively to ac-

count for small changes in the relative placement of the probe. The use of a tracked

ultrasound probe would enable accounting for these movements without requiring

further registration computations. In this case, the perioperative registration would

serve to compute the mapping from intraoperative world coordinates to preoperative

CT coordinates. Alternatively, the perioperative registration could be used as an

initialization for a more efficient intraoperative registration to be executed online.

The static nature of the preoperative CT limits the opportunity for dynamic image

fusion beyond a simple similarity transform because there is no model of the 3D heart

motion; however, in AF patients, motion captured by preoperative dynamic CT may

not be representative of the motion observed intraoperatively due to the irregular

heart beats characterizing the condition.

It is important to note that the registration errors reported in this study are

based on the nearest neighbour between the model and target point sets, as opposed

to being based on specific anatomical landmarks. It is therefore possible to have

cases of poor registration with very low error values, especially when dealing with

nonrigid transformations [106]. Our goal in this work was to demonstrate the overall
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feasibility of our approach; in future work, it will be important to validate the method

with objective, landmark-based error metrics, possibly via synthetic data and/or a

phantom study. In such a study, one could better analyze which sources of error in

our pipeline, if any, need to be improved to reach clinical applicability, and verify the

strength and correctness of the global minimum in our search.

Though most of our process is automated, human input is required for segmenta-

tion purposes both preoperatively and during perioperative setup. In particular, the

four cardiac chambers must be manually segmented from the preoperative CT, and

the points outlining the chambers in the intraoperative ultrasound must be manually

delineated to initialize the model. It may be possible to automate some or all of this

work using modern automatic segmentation methods, such as those based on deep

learning.

3.4.1 Conclusion

This chapter presented a way to register a preoperative 3D cardiac CT scan to intra-

operative 2D TEE ultrasound images. This was done by first processing the TEE by

optimizing a hierarchy of affine transformations using a novel generalized expectation-

maximization formulation and then solving a discretized slice-to-volume registration.

The approach computed the registration in both time and space, not relying on ECG

gating for temporal alignment. Results, computed from data of four surgical patients,

were quantitatively and qualitatively promising. Future work may include ground-

truth validation of the method, optimization of the computations to reach sufficient

speed for clinical applications, and integration into a navigation system for minimally

invasive beating-heart cardiac surgery.
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Chapter 4

A GEM Algorithm for Nested Registration

M
ixture models provide a highly flexible framework for the formulation

of registrations. In particular, the statistical framing and the choice

of transformation are largely orthogonal in the sense that a given sta-

tistical parameterization can be used to register point sets through any transfor-

mation insofar as the M-step can be implemented with adequate efficiency. As dis-

cussed in Section 1.1, combining multiple transformations is a useful way to construct

application-specific models for registration. Though such models have been used in

the context of mixture model based registration—see Section 2.5.2—the resulting op-

timization processes are complicated by needing to be tailored to the details of the

model. In this chapter, I define two classes of registration mixture models—one for

points, the other for oriented points—and propose a general algorithm to optimize

nested transformations for models belonging to these classes. Membership in each of

the classes is defined by a particular form of update equation for the transformation

CM-step, which I term the transform update equation (TUE). Generalizing the ap-

proach to updating the hierarchical transformation in Chapter 3, a GEM algorithm to
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optimize arbitrarily nested transformations is proposed, which relies only on indepen-

dent solutions to the TUE for the individual transformations in use. In other words,

by considering a set of simple parametric transformations with known solutions to

the TUE, the proposed algorithm facilitates combination of these transformations

entirely modularly—that is, without requiring any chain-specific derivations or con-

siderations.

4.1 Theoretical Development

Let capital letters such as X, Y, or V refer to generalized point sets of the form

X = {xi}Ni=1 where each xi is a point in the space under consideration. An ordinary

point set then has xi = xi ∈ Rd. Similarly, an oriented point set has xi = (xi, x̂i) ∈

Rd × Sd−1 where Sd−1 = {n̂ ∈ Rd : ||n̂|| = 1} is the set of unit vectors in Rd; that is,

Sd−1 is the d − 1-sphere embedded in Rd. For a transformation T : Rd → Rd acting

on X, let T ? x̂ represent the action of the transformation on an orientation vector.

As derived in Section A.1,

T ? x̂ =
JT (x)−Tx̂

||JT (x)−Tx̂||
(4.1)

where JT (x) is the Jacobian matrix of T at x, and assuming that the oriented points

are sampled from a smooth underlying surface (d = 3) or contour (d = 2). Note that

this operation ? respects composition in the sense that (T1 ◦ T2) ? x̂ = T1 ? (T2 ? x̂).

For notational convenience, define T (x, x̂) = (T (x), T ? x̂), and let T (X) = {T (x) |

x ∈ X}.
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4.1.1 Two Motivating Examples

A Typical Mixture Model for Point Set Registration

Let X and Y be point sets of size N and M respectively, and let T be a transformation

of Rd. Letting Y be the moving point set, consider the form of a typical mixture model

for registration such as CPD [81]; that is,

p(x; T, σ2) = ωη(x) + (1− ω)
M∑
j=1

1

M
N (x; T (yj), σ

2), (4.2)

where η(x) is an outlier distribution, often uniform over the relevant domain, ω in-

dicates the expected proportion of outliers, and N (·; µ, σ2) is an isotropic normal

distribution in the appropriate dimension, with mean µ and variance σ2. Solving for

the distribution and transformation parameters can be achieved via an ECM algo-

rithm. Specializing Equation (2.8) gives E-step

pji =
(1− ω)N (xi; T (yj), σ

2)

Mp(xi)
. (4.3)

In this case, the transformation CM-step must minimize an equation of the form

T ′ = arg min
T

N∑
i=1

M∑
j=1

αji||xi − T (yj)||2 +R(T ), (4.4)

where αji = pji/2σ
2, and terms not depending on T have been removed. This is

the TUE for the GMM formulation from CPD. The distribution CM-step must then

update σ2:

σ2 =

∑
i,j pji||xi − T (yj)||2∑

i,j pji
. (4.5)
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Extending the Mixture Model for Oriented Points

To extend the above registration to oriented point sets, a natural approach that has

been used in the literature [74, 75, 76, 77, 88, 95] is to model each mixture component

as a product of conditionally independent distributions on position and orientation.

The typical choice for the orientation distribution is a von Mises-Fisher distribution

V(x̂; µ̂, κ) = Cd(κ) exp(κx̂T µ̂) (4.6)

where Cd(κ) is a normalization coefficient whose form depends on the dimension d.

Following Equation (4.2), the mixture model is

p(x, x̂; T, σ2, κ) = ωη(x, x̂) + (1− ω)
∑
j

1

M
N (x; T (yj), σ

2)V(x̂; T ? ŷj, κ), (4.7)

where η is now uniform over the extended domain. Using the typical hidden variable

approach, the negative expected complete-data log-likelihood is

Q(T, σ2, κ) =
∑
i,j

pji

(
||xi − T (yj)||2

2σ2
− κ(x̂Ti (T ? ŷj)

)
+
∑
i,j

pji log(σ2)−
∑
i,j

pji log(CD(κ)) +R(T ). (4.8)

The E-step computes the posteriors

pji =
(1− ω)N (xi; T (yj), σ

2)V(x̂i; T ? ŷj, κ)

Mp(x, x̂; T, σ2, κ)
. (4.9)

58



4.1. THEORETICAL DEVELOPMENT

The distribution CM-step can update σ2 exactly as in Equation (4.5), and κ using an

iterative algorithm that will be discussed in section Section 4.1.3

The TUE is

T ′ = arg min
T

N∑
i=1

M∑
j=1

[
αji||xi − T (yj)||2 − α̂ji(x̂Ti (T ? ŷj))

]
+R(T ), (4.10)

where αji = pji/2σ
2 and α̂ji = κpji.

4.1.2 EM-WPP – Mixture Models for Point Set Registration

Definition 4.1 (WPP, EM-WPP). Suppose the TUE for a given mixture model can

be written in form

T ′ = arg min
T

M∑
j=1

wj||vj − T (yj)||2 +R(T ). (4.11)

Optimization problems of this form will be referred to as weighted paired point (WPP)

registrations. A mixture model meeting this criterion will be said to belong to the

class of EM-WPP mixture models.

With the aid of the following lemma, it can be seen that many existing EM-based

registration mixture models from the literature belong to EM-WPP.

Lemma 4.1. Suppose the TUE for a given mixture model registration problem can

be written in the form

T ′ = arg min
T

N∑
i=1

M∑
j=1

αji||xi − T (yj)||2 +R(T ), (4.12)
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for some coefficients αji. Then the mixture model belongs to EM-WPP, with, specif-

ically

wj =
N∑
i=1

αji; vj =

∑N
i=1 αjixi
wj

These weights wj and points vj are often referred to as the virtual weights and ob-

servations respectively [45, 121].

Proof. See Section A.3.

As is the case with the basic mixture model in Equation (4.2), and as was reviewed

in detail in Section 2.5, many common variants from the literature result in a TUE

taking the form in Equation (4.12), and thus, by Lemma 4.1, belong to EM-WPP.

Therefore, to solve the transformation CM-step for any variant of the literature falling

into EM-WPP, it is sufficient to have an equation or algorithm TUET (V,Y,W )

which given V = {vj}, Y = {yj}, W = {wj}, can solve the WPP problem—i.e.

Equation (4.11)—for the optimal transformation T ′. Accordingly, any such solutions

to the WPP problem can be applied to mixture models across the entire category of

EM-WPP, and are therefore widely applicable.

4.1.3 EM-WPOP – Mixture Models for Oriented Point Set Registration

Definition 4.2 (WPOP, EM-WPOP). Suppose the TUE for a given mixture model

can be written in form

T ′ = arg min
T

M∑
j=1

[
wj||vj − T (yj)||2 − ŵj v̂Tj (T ? ŷj)

]
+R(T ). (4.13)

Note that here, v̂j are not required to be unit vectors. Optimization problems of

this form will be referred to as WPOP registrations. A mixture model meeting this
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criterion will be said to belong to the class of EM-WPOP mixture models.

To solve the transformation CM-step for any registration problem in this category

for transformation T , it is once again sufficient to have an algorithm TUET (V,Y,W )

which given corresponding oriented point sets V = {vj} and Y = {yj} and weights

W = {wj = (wj, ŵj)}Mj=1 can solve the WPOP problem—Equation (4.13)—for the

optimal transformation T ′.

Mapping from EM-WPP Mixtures to EM-WPOP Mixtures

Because registration with oriented points is less well-explored in the mixture model

registration literature, it is suitable to observe that many natural extensions of point

mixture models for oriented point registration would belong to this category as well.

Indeed, it is possible to extend any EM-WPP mixture to handle oriented points in a

way that results in an EM-WPOP mixture.

Theorem 4.2. Let p(x; T,Θ) be any mixture model in class EM-WPP. Let the com-

ponent distributions for each transformed point be of the form f(x; T (yj),Θj) where

Θj is a set of distribution parameters. Then, any such model can be extended to allow

registration with oriented points by assuming the positional and orientational compo-

nents are conditionally independent, and giving the component distributions the form

f(x; T (yj),Θj)V(x̂; T ? ŷj, κj), where V(·; µ̂, κj) is a von Mises-Fisher distribution

in the appropriate dimension. The resulting mixture will belong to EM-WPOP, with

ŵj = κj
∑
i

pji; v̂j = κj

∑
i pjix̂i
ŵj

61



4.1. THEORETICAL DEVELOPMENT

where pji are the E-step posteriors. These weights and averaged orientations general-

ize the concept of virtual observations to the oriented point context. The concentra-

tion parameters κj may also be chosen be shared—κj = κ for all j—without changing

the result.

Proof. See Section A.4.

Though there is at least one exception [74]—which uses an anisotropic covariance

matrix for the positions, and thus fails to meet the requirements for the theorem—

from Theorem 4.2 it can be observed that the vast majority of existing oriented point

EM-based methods in the literature [75, 76, 77, 88, 95] belong to EM-WPOP.

Solving the Distribution M-step for the von Mises-Fisher Concentration

Parameter

Although there is no closed form solution to update concentration parameter κ, there

is a good approximation based on an adaptation of an existing method for ML esti-

mation of the von Mises-Fisher distribution parameters [103]. The complete approxi-

mation procedure is given in Algorithm 4.1. Note that the iteration on line 5 is simply

Newton’s method. Accordingly, while Sra et al. [103] found that two iterations tended

to give a good approximation, an alternative is to simply iterate until convergence.

The derivation of this method is given in Section A.2.

When d = 3, a special case of the von Mises-Fisher distribution is encountered for

which the normalization coefficient Cd(κ) can be expressed through analytic functions

rather than requiring the modified Bessel functions of the first kind. Accordingly, a

rather simpler fixed point iteration can be derived [95], where the iteration on line 5
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Algorithm 4.1 An algorithm to update κ for arbitrary dimension d.

Define function Ad(x) = Id/2(x)/Id/2−1(x) where Iν(x) are the modified Bessel func-
tions of the first kind.

1: procedure UpdateKappa({pji}, {T ? ŷj})
2: R̄←

∑
i,j pji(T?ŷj)Tx̂i∑

i,j pji

3: κ← R̄(d−R̄2)

1−R̄2

4: repeat

5: κ← κ− Ad(κ)−R̄
1−Ad(κ)2−(d−1)Ad(κ)/κ

6: until converged
7: return κ
8: end procedure

is replaced with

1

κ
← cothκ− R̄. (4.14)

Alternatively, substituting the simplified coefficient into the Newton’s method itera-

tion would replace line 5 with

κ← κ− cothκ− κ−1 − R̄
1 + κ−2 − coth2 κ

. (4.15)

The derivations for both of these alternatives is given in Section A.2.1

Note that for all of these methods, separate concentration parameters can be

used by executing the procedure for each component using κj and R̄j as defined in

Section A.2.
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4.1.4 GEM-Basic: An Algorithm for Nested Registration with EM-WPP

or EM-WPOP Mixtures

The benefit of defining classes EM-WPP and EM-WPOP is that it allows considera-

tion of the optimization of the transformations independently from the other param-

eters. Solutions to the WPP or WPOP problem for a given type of transformation

can be derived once and then applied, without modification, to any mixture model

in EM-WPP or EM-WPOP. In this section this idea will be further exploited by

developing an algorithm to update the parameters of an arbitrarily nested transfor-

mation relying only on the solutions of the TUE for the individual transformations

being composed. The result is a highly generic algorithm that is, on one hand, ap-

plicable to many different variants of statistical model—the entire classes EM-WPP

or EM-WPOP—while on the other hand, capable of registering models through com-

plex, domain-specific transformations, so long as the transformation can be specified

as a composition of simpler transformations with known solutions to their respective

WPP/WPOP problems.

Suppose T = T1 ◦ T2 ◦ · · · ◦ Tk, to be referred to as a nested transformation, and

R(T ) =
∑k

`=1R`(T`). Suppose further that for each component transformation Ti

there is a known equation or algorithm TUETi(·, ·, ·) by which to solve a WPP/WPOP

problem as defined above. In this section an algorithm will be defined which can

combine the solutions {TUETi}ki=1 into a single algorithm which can be used as a

transformation CM-step updating the compound transformation T in any registration

mixture model in EM-WPP/EM-WPOP.
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For notational convenience throughout the following discussion, define

Ti,j =


Ti ◦ · · · ◦ Tj, if i < j,

Ti, if i = j,

Id, if i > j.

A General Heuristic Approach

Suppose T = T1 ◦ · · · ◦ Tk, with no restrictions beyond the existence of {TUETi}ki=1.

The following is a generalization of the approach to updating the hierarchical trans-

formation in Chapter 3—a heuristic approach for combining {TUETi} into an update

for T that is guaranteed to improve the expected complete-data log-likelihood, and

thus satisfy the requirements of a GEM algorithm.

For the outermost transformation T1, this is simple. Keeping T2, . . . Tk constant,

T ′1 = TUET (V, T2,k(Y),W ) (4.16)

For the other transformations, the solution cannot be computed so easily, since the

optimal parameters of Ti (i ≥ 2) will depend on all the parameters of transformations

applied after it (i.e. T1 through Ti−1).

Instead consider a rather naive approach: starting from transformation Tk, op-

timize each transformation ignoring all transformations to be applied subsequently.
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That is, break the CM-step into k sub-steps as follows

T ′k = TUETk(V,Y,W );

T ′k−1 = TUETk−1
(V, T ′k(Y),W );

... (4.17)

T ′1 = TUET1(V, T
′
2,k(Y),W ).

There is no reason to expect that this strategy will satisfy the conditions of the ECM

algorithms. Instead, the above procedure can be modified to ensure that it results in

a GEM algorithm; that is, it can be modified such that the strategy is guaranteed to

improve the expected complete-data log-likelihood function.

To ensure GEM status, a simple backtracking strategy can be used to recover in the

event that an iteration as outlined above fails to increase the expected complete-data

log-likelihood. Let Q(T ) refer to the negative expected complete-data log-likelihood

as a function of transformation T with distribution parameters fixed. At the beginning

of the transformation CM-step, compute Q(T ). Then update each Ti as described in

Equation (4.17) and compute Q(T ′). If Q(T ′) ≥ Q(T ), set Tk to its initial value at

the start of the iteration and recompute the updates for Ti, (i < k). If this still fails

to improve Q, fix Tk−1 to its initial value as well, and update Ti for i < k − 1. This

process can be continued as necessary until Q(T ′) < Q(T ). In the worst case, the

final iteration is guaranteed to succeed since TUET1(V, T2,k(Y),W ) by definition to

minimizes Q with respect to T1, given constant T2, . . . , Tk.

A complete pseudo-code specification of the proposed transformation CM-step is

shown in Algorithm 4.2. A recursive version is given in Algorithm 4.3 to emphasize
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Algorithm 4.2 A heuristic algorithm to complete the transformation CM-step for a
compound transformation T .

1: procedure GEMUpdateTransformation(V,Y,W, T )
2: E ← Q(T )
3: E ′ ←∞
4: s← k
5: while E ′ > E do
6: if s < k then
7: T ′s+1,k = Ts+1,k

8: end if
9: for i← s downto 1 do

10: T ′i ← TUETi(V, T
′
i+1,k(Y),W )

11: end for
12: E ′ ← Q(T ′)
13: s← s− 1
14: end while
15: return T ′

16: end procedure

the structural similarities with Algorithm 4.4, to be described later. The intuition

behind this approach is that, although each transformation is updated ignoring those

coming after, information about those subsequent transformations is propagated into

the posteriors computed during the E-step, and thus reflected in the weights during

each transformation update.

A Special Case

In some cases it will be possible to do better than the heuristic described above.

Suppose T = T1◦T2, and T1 is invertible. During the transformation CM-step, suppose

there is a deterministic mapping IT1 of weights W 7→ W ′ given the transformation

T1 such that for any value of T2,

wj||vj − T1 ◦ T2(yj)||2 = w′j||T−1
1 (vj)− T2(yj)||2 (4.18)
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Algorithm 4.3 An implementation of GEMUpdateTransformation using re-
cursion to implement the inner loop from Algorithm 4.2.

1: procedure GEMUpdateTransformation(V,Y,W, T )
2: E ← Q(T )
3: E ′ ←∞
4: s← k + 1
5: Y′ ← Y
6: while E ′ > E do
7: s← s− 1
8: T ′1,s ← RecursiveUpdateTransformation(V, Ts+1,k(Y),W, T1,s)
9: E ′ ← Q(T ′1,s ◦ Ts+1,k)

10: end while
11: return T ′1,s ◦ Ts+1,k

12: end procedure
13: procedure RecursiveUpdateTransformation(V,Y,W, T )
14: `← number of transformations in T
15: if ` = 1 then
16: return TUET1(V,Y,W )
17: end if
18: T ′2,` ← RecursiveUpdateTransformation(V,Y,W, T2,`)
19: T ′1 ← TUET1(V, T

′
2,`(Y),W )

20: return T ′1 ◦ T ′2,`
21: end procedure

for all j, and, in the case of EM-WPOP

ŵj v̂
T
j ((T1 ◦ T2) ? ŷj) = ŵ′j(T

−1
1 ? v̂j)

T (T2 ? ŷj) (4.19)

for all j. Define transformations with such a mapping as WPP-invertible or WPOP-

invertible. Then given algorithms TUET1 and TUET2 the transformation CM-step

can be broken into two CM-steps

T ′1 = TUET1(V, T2(Y),W );

T ′2 = TUET2(T
−1
1 (V),Y, IT1(W )). (4.20)
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The first is clearly a CM-step since it is directly optimizing the WPP/WPOP problem

with respect to the parameters of transformation T1. On the other hand, one observes

that by mapping W to W ′, the second step is optimizing an equivalent WPP/WPOP

step for the parameters of transformation T2.

Combining Special Cases with the Heuristic Approach

Updating a WPP/WPOP-invertible mapping using the special case approach above

allows the subsequent transformations to be updated while completely taking the cur-

rent state of the inverted transformation into account. This suggests a new heuristic

approach to updating composed transformations where all WPP/WPOP-invertible

transformations are updated first, in left to right order, followed by the update of all

other transformations in right to left order as originally described. Integrating this

special case into the recursive implementation of Algorithm 4.3 only requires modifi-

cation of the RecursiveUpdateTransformation procedure to include a special

case for when the first transformation is WPP/WPOP-invertible. A full specification

of the complete algorithm is given in Algorithm 4.4. Note that the structure of the

outer loop is identical to that in Algorithm 4.3.

The Complete Algorithm

Using the transformation update described in Algorithm 4.4, a complete GEM al-

gorithm can be implemented for an arbitrary nested transformation T . Assuming

a known solution to the distribution M-step for the present mixture, the complete

algorithm is specified in pseudocode in Algorithm 4.5.

Theorem 4.3. The GEM-Basic algorithm, as specified in Algorithm 4.5, belongs to
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Algorithm 4.4 An algorithm to complete the transformation CM-step for a com-
pound transformation T taking advantage of the special case for WPP/WPOP-
invertible transformations. GEMUpdateTransformation is reproduced here for
completeness, but note that it is identical to that in Algorithm 4.3.

1: procedure GEMUpdateTransformation(V,Y,W, T )
2: E ← Q(T )
3: E ′ ←∞
4: s← k + 1
5: Y′ ← Y
6: while E ′ > E do
7: s← s− 1
8: T ′1,s ← RecursiveUpdateTransformation(V, Ts+1,k(Y),W, T1,s)
9: E ′ ← Q(T ′1,s ◦ Ts+1,k)

10: end while
11: return T ′1,s ◦ Ts+1,k

12: end procedure
13: procedure RecursiveUpdateTransformation(V,Y,W, T )
14: `← number of transformations in T
15: if ` = 1 then
16: return TUET1(V,Y,W )
17: end if
18: if T1 is WPP/WPOP-invertible then
19: T ′1 ← TUET1(V, T2,`(Y),W )
20: W ′ ← IT1(W )
21: V′ ← (T ′1)−1(V)
22: T ′2,` ← RecursiveUpdateTransformation(V′,Y,W ′, T2,`)
23: else
24: T ′2,` ← RecursiveUpdateTransformation(V,Y,W, T2,`)
25: T ′1 ← TUET1(V, T

′
2,`(Y),W )

26: end if
27: return T ′1 ◦ T ′2,`
28: end procedure
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Algorithm 4.5 A complete pseudocode specification of GEM-Basic. The inputs
assume that T and Θ have been initialized appropriately.

1: procedure GEM-Basic(X,Y, T,Θ)
2: while not converged do
3: Compute E-step posteriors pji with T and Θ using Equation (2.8)
4: Compute V and W to put TUE in WPP/WPOP form
5: T ← GEMUpdateTransformation(V,Y,W, T )
6: Compute distribution M-step using current value of T , updating Θ
7: end while
8: return T
9: end procedure

the class of GEM algorithms, meaning that the incomplete data likelihood/posterior

function is guaranteed to improve after each iteration of the algorithm. Furthermore,

the negative log-likelihood is guaranteed to converge so long as the component dis-

tributions η(x) and f(x; µ,Θ) have finite maximum values over the entire parameter

domain.

Proof. See Section A.5.

It is worth noting that for a common mixture model such as a GMM with isotropic

covariances, GEM-Basic is only guaranteed by Theorem 4.3 to converge if there is

a lower bound on the value of the variances, such that the peaks of the Gaussians

are bounded. This is not a major issue in practice because the variance should be

bounded below for numerical stability anyway.

4.1.5 Basic Transformations

The basic transformations used throughout the experiments are rigid, similarity (i.e.

rigid + isotropic scale), affine, and nonrigid GRBF (as in CPD), as well as rotations

about a fixed point (usually a point from the incoming point set). Of these, only
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the rigid/rotations and similarity transformations are WPP/WPOP invertible. A

detailed description of the TUE solutions for both WPP and WPOP problems, as

well as the WPP/WPOP invertibility, is given for each transformation in Section A.7.

Furthermore, any of these transformations can be chosen to only apply to a subset

of the incoming point set, which allows the construction of relatively complex articu-

lated transformations. This is because solving the TUE for a transformation applying

only to a subset of the points is equivalent to solving the TUE with only the relevant

subset of points as input. This is discussed in further detail in Section A.7.3.

4.2 Experiments

For all of the following experiments, the same basic strategy was used to generate

the data. Starting from some initial model oriented point set, 25 target point sets

were generated by applying random transformations to the initial model. These

transformed models served as the ground truth target point sets for experiments

testing robustness to noise and outliers. In each case the initial model point set was

normalized such that the centroid of all points was at the origin, and the root mean

square distance of the points from the origin was 1.

For the experiments examining robustness to noise, a randomly chosen Gaussian

distributed offset was applied to each point in each target point set at 10 different

standard deviations from 0 up to 0.2. Noise was added to the orientations by choosing

normal vectors distributed uniformly over the sphere until one compared sufficiently

close to the original. In particular, letting x̂ be some orientation in the noiseless

target, the new orientation x̂′ was chosen to satisfy (1− x̂Tx̂′)/2 ≤ n where n is the

current noise level.
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For the experiments examining robustness to outliers, a base level of noise was

added initially to all targets at level 0.02, using the above described procedure. Out-

lier positions were then added to the target at 10 different proportions from 0 (no

outliers) to 0.5 (1 outlier for every actual point) by choosing arbitrary uniformly dis-

tributed points over the relevant domain. Outlier orientations were always chosen as

an arbitrary uniformly distributed unit vector.

In examining the results of the experiments, two metrics were considered. First

was the ground truth RMS (GTRMS) error. This was the root mean square error

between the true corresponding points from the transformed model, and the target

(with no noise or outliers). Second was the nearest-neighbour nearest-neighbour RMS

(NNRMS) error, which was the root mean square error between each transformed

model point and its nearest neighbour in the current target (including noise and

outliers). The first metric corresponds to ground truth because it is based on the

known correspondences inherent in how the data was generated. The second metric

corresponds more closely to the kinds of metrics that often must be relied on in

practice, where ground truth correspondences are not known, and landmarks are not

specified. To make all the results more directly comparable in scale, the distances

used in both metrics were divided by the root mean square distance of the points in

the target from the centroid of the target.

Experiments were conducted on two models. The first was a 3D point set depicting

a bug, shown on the left in Figure 4.1. The bug model consisted of 126 points and

orientations that were procedurally generated in MATLAB. The second model was a

simple 2D model of a left cardiac ventricle, consisting of 162 points. This point set

was based on a manual outline of the left ventricle in a 2D slice of a 3D ultrasound
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Figure 4.1: The models used in the experiments were a 3D bug (left) and a 2D
outline of the left cardiac ventricle (right).

image from the STACOM 2011 MICCAI cardiac motion tracking challenge [110].

This point set is shown, superimposed with the image from which it was derived, on

the right of Figure 4.1.

The mixture model used for the experiments on points was that from Equa-

tion (4.2). For oriented points, the mixture in Equation (4.7) was used. In every

case the outlier proportion hyperparameter ω was fixed to ω = 0.25.

As a quantitative comparison between the performance of the algorithm with or

without oriented points, a statistical decision procedure was used to select for each

experiment, whether the registration with points or oriented points was preferred

(possibly concluding neither in the case of insufficient evidence) [57, pp. 27–29]. This

procedure essentially entails doing two one-sided Wilcoxin signed-rank tests at half

the desired confidence level, testing for improvement in both directions. One of the

two tests will be significant if and only if the equivalent two-sided test would be

significant. That test which was significant indicates the preferred method. In all

experiments described below, confidence level α = 0.001 was used as the threshold

for significance.
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4.2.1 Results for the Bug Model

The transformation of the bug was described by a global rigid transformation R,

composed with six additional rotations Li—one per leg—each rotating about the

meeting point of the leg and body, giving T = R ◦ L1 ◦ L2 ◦ L3 ◦ L4 ◦ L5 ◦ L6.

The transformed target point sets were chosen by randomly generating parameters

for each of these component transformations. In particular, the rotation part of global

transformation R was computed from a randomly generated axis and angle. The

axis was uniformly distributed on the unit sphere, while the angle was chosen to

be uniformly distributed between ±dθR. The translation was chosen as an isotropic

Gaussian distributed variable about the origin with standard deviation σR. The

rotations for the legs were constrained to preserve the plane in which lied the points

of the leg. The magnitude of the rotation was then chosen based on a uniformly

distributed angle between ±dθL. Note that the choice to restrict the legs to remain

in plane was made to improve the resulting transformations, and this constraint was

not included in the model of transformation during registration.

All targets were generated with dθR = dθL = 0.8 radians and σR = 0.2. During

registration, the leg rotations Li were regularized with

R(Li) = λL‖Li − I‖2
F

where λL = 1 was a fixed regularization weight used with all legs, and ‖·‖F is the

Frobenius norm.

The results for the experiments with both points and oriented points are summa-

rized in box plots in Figure 4.2. Note that the outlier experiments in the bottom row
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Figure 4.2: Bug registration results applying GEM-Basic on points (blue) and ori-
ented points (green). The GTRMS errors (left) and NNRMS errors (right) are sum-
marized in box plots for the noise (top) and outlier (bottom) experiments. The outlier
experiments have been cropped to emphasize the inlier distributions. The uncropped
versions can be seen in Figure B.1.

of the figure had a number of outlier results in different trials that have been cropped

to show the inlier distributions of the errors. The uncropped plots can be seen in

Figure B.1.

In Table 4.1, the results of the decision procedure for the bug experiments are

summarized. The procedure was run on all trials at each noise/outlier level, and

then again, pooling the results across all noise/outlier levels. The results for the

GTRMS metric are decisively in favour of the oriented point registration, in both
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the pooled test, and across individual experiments. On the other hand, the pooled

test is decisively in favour of the points registration when using the NNRMS metric,

though the individual experiments are less consistent. That the pooled tests are more

decisive than the individual experiments, in terms of having lower p-values, may be

expected due to the fact that pooling across experiments means the data set under

test consists of 250 rather than 25 samples.

Figure 4.3 shows some sample registrations comparing the result of GEM-Basic

with points and oriented points. In each case a particular noise or outlier level was

chosen, and the case nearest to the median GTRMS error (for either the points or

oriented points example) was chosen. Figure 4.3 (a) shows the median for points at

noise level 0.044. Figure 4.3 (b) shows the median for oriented points at noise level

0.133. Figure 4.3 (c) shows the median for points at outlier level 0.222. Figure 4.3

(d) shows the median for oriented points at outlier level 0.333.

4.2.2 Results for the Left Ventricle Model

The transformation of the left ventricle was composed of T = G◦R1 ◦R2 ◦A where A

was an affine transformation, R1 and R2 were rigid rotations of points outlining either

side of the mitral valve about the point nearest to the wall, and G was a nonrigid

GRBF transformation. The affine transformation was intended to primarily capture

the large-scale deformations that the ventricle might undergo, whereas the GRBF

could capture small-scale changes.

The targets were again chosen by randomly generating parameters for each of

these component transformations. In particular, the matrix part of the affine trans-

formation was chosen by adding a matrix with uniform generated coefficients in the
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(a) (b)

(c) (d)

Figure 4.3: Each subfigure contains a sample registration of the bug comparing that
done with points (left) and oriented points (right). The transformed model is plotted
in blue, while the ground truth target is red, and the actual target (with noise and
outliers added) is gray.

Table 4.1: A summary of the statistical tests comparing the performance of the bug
registration with points and oriented points. The reported p-values are for the two-
sided Wilcoxin signed rank test. For those tests deemed significant at level α = 0.001,
the values are bold, and the preferred method given in parentheses (P for points, OP
for oriented points).

p-value p-value

Noise GTRMS NNRMS Outlier GTRMS NNRMS

0.000 1.2e-05 (OP) 1.2e-05 (OP) 0.000 1.2e-05 (OP) 0.00022 (P)
0.022 1.2e-05 (OP) 0.00022 (P) 0.056 1.2e-05 (OP) 0.00022 (P)
0.044 1.4e-05 (OP) 0.26 0.111 1.4e-05 (OP) 0.0023
0.067 2.3e-05 (OP) 0.37 0.167 1.2e-05 (OP) 0.015
0.089 2.3e-05 (OP) 0.061 0.222 1.2e-05 (OP) 0.00022 (P)
0.111 4.1e-05 (OP) 0.14 0.278 1.2e-05 (OP) 0.065
0.133 9.0e-05 (OP) 0.0006 (P) 0.333 1.2e-05 (OP) 0.00022 (P)
0.156 2.5e-05 (OP) 0.00081 (P) 0.389 1.2e-05 (OP) 0.015
0.178 0.0001 (OP) 0.0063 0.444 1.2e-05 (OP) 0.016
0.200 8.1e-05 (OP) 5.8e-05 (P) 0.500 2.0e-05 (OP) 0.41

Pooled 9.8e-36 (OP) 1.5e-10 (P) Pooled 1.9e-42 (OP) 9.1e-18 (P)
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range ±dMA to the identity, and then enforcing that the resulting matrix had a deter-

minant in the range [dA, DA]. If the determinant was outside the range, a new matrix

was generated with the same procedure. The translation in A was generated via an

isotropic Gaussian distributed vector around the origin, with standard deviation σA.

The rotations were generated such that the rotation angle was uniform in the range

±dθR. Finally, the weight matrix of the GRBF consisted of uniformly distributed

coefficients in the range ±dMW .

In all experiments the parameters were set to dMA = 0.6, dA = 2/3, DA =

1.5, σA = 0.2, dθR = 0.4, and dMW = 0.08. During both target generation and

registration, the width of the GRBF was set to β = 0.7. Finally, during registration,

the only regularization was that of the GRBF, for which the weight was λ = 5.

The results of the experiments for both points and oriented points are summarized

in box plots in Figure 4.4.

In Table 4.2, the results of the decision procedure for the left ventricle experiments

are summarized. The procedure was run on all trials at each noise/outlier level,

and then again, pooling the results across all noise/outlier levels. The results are

less decisive than the bug experiments, but only the oriented point method is ever

preferred. The GTRMS results are decisively in favour of oriented points in the

case of the outlier experiments. Finally, excepting the NNRMS results in the noise

experiments, the other three pooled tests all decisively favour oriented points. As

mentioned with regard to the results for the bug, the smaller p-values in general for

the pooled data sets are likely due to increased sample size.

Figure 4.5 shows some sample registrations comparing the result of GEM-Basic

with points and oriented points. In each case a particular noise or outlier level was
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Figure 4.4: Left ventricle registration results applying GEM-Basic on points (blue)
and oriented points (green). The GTRMS errors (left) and NNRMS errors (right) are
summarized in box plots for the noise (top) and outlier (bottom) experiments.

chosen, and the case nearest to the median GTRMS error (for either the points or

oriented points method) was chosen. Figure 4.5 (a) shows the median for points at

noise level 0.044. Figure 4.5 (b) shows the median for oriented points at noise level

0.133. Figure 4.5 (c) shows the median for points at outlier level 0.222. Figure 4.5

(d) shows the median for oriented points at outlier level 0.333.
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(a) (b)

(c) (d)

Figure 4.5: Each subfigure contains a sample registration of the left ventricle com-
paring that done with points (left) and oriented points (right). The transformed
model is plotted in blue, while the ground truth target is red, and the actual target
(with noise and outliers added) is gray.

4.3 Discussion

The GEM-Basic algorithm relies on a heuristic approach to update the component

transformations. Excepting the special treatment of those WPP/WPOP invertible

transformations, the algorithm essentially updates each transformation without ac-

counting for those that come later. The algorithm might be expected to perform

better when the transformations are ordered such that each refines the last in order
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Table 4.2: A summary of the statistical tests comparing the performance of the
left ventricle registration with points and oriented points. The reported p-values are
for the two-sided Wilcoxin sign rank test. For those tests deemed significant at level
α = 0.001, the values are bold, and the preferred method given in parentheses (P for
points, OP for oriented points).

p-value p-value

Noise GTRMS NNRMS Outlier GTRMS NNRMS

0.000 3.6e-05 (OP) 0.00073 (OP) 0.000 3.2e-05 (OP) 0.042
0.022 2.9e-05 (OP) 0.0051 0.056 4.1e-05 (OP) 0.0063
0.044 0.0004 (OP) 0.97 0.111 0.00013 (OP) 0.0054
0.067 0.0027 0.23 0.167 0.00016 (OP) 0.02
0.089 0.0025 0.18 0.222 0.00049 (OP) 0.00027 (OP)
0.111 0.0025 0.051 0.278 0.00014 (OP) 0.00081 (OP)
0.133 0.00014 (OP) 0.31 0.333 4.1e-05 (OP) 0.00017 (OP)
0.156 0.0035 0.0027 0.389 0.0003 (OP) 0.051
0.178 0.0013 0.03 0.444 0.00045 (OP) 0.0045
0.200 0.0021 0.51 0.500 3.6e-05 (OP) 0.0058

Pooled 1.6e-27 (OP) 0.46 Pooled 8.2e-35 (OP) 3e-20 (OP)

of update. This way, each successive stage of update refines the current mapping be-

tween model and target based on the most recent estimate of correspondences during

the E-step. In some sense, this is not unlike applying multiple separate registration

algorithms where each phase uses a transformation with more degrees of freedom than

the last (e.g. [30]). The difference in the case of GEM-Basic is that information from

the later transformations can at least be propagated to the earlier ones through the

correspondences calculated at the E-step. This relation to the application of separate

registrations through different transformations will be examined in more detail in

Chapter 5.

It is worth pointing out that GEM-Basic will be a true ECM algorithm in the

case that for some T = T1 ◦ · · · ◦Tk, Ti are WPP/WPOP invertible for all i < k. This
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Table 4.3: The percentage of the time each subset of the transformation was updated
across all noise and outlier experiments for the left ventricle.

Updated 1 1–2 1–3 1–4

Points 17 3 5 75
Oriented Points 6 14 2 78

is because, in GEM-Basic, WPP/WPOP invertible transformations can be correctly

accounted for by those transformations that come after. Therefore, the bug model

considered in our experiments is actually being registered with a true ECM algorithm,

unlike the left ventricle.

In order to guarantee that GEM-Basic is a GEM algorithm, it must have the fall-

back strategy of updating successively smaller subsets of the full transformation until

the expected complete-data log-likelihood is improved. Table 4.3 summarizes how

often this fallback strategy was required in the left ventricle experiments. Results for

the bug are not included because the bug, being a true ECM algorithm, never requires

the fallback strategy. In the case of the points experiments, all four transformations

were updated 75% of the time. For oriented points, all fours transformations were

updated 78% of the time. Therefore, it appears that the heuristic was effective in the

left ventricle experiments the majority of the time, but the fallback strategy was still

important in maintaining GEM status.

4.3.1 Performance of GEM-Basic with Points vs. Oriented Points

Considering the results of GEM-Basic with points or oriented points on the exam-

ples reported, it may appear, broadly speaking, that the inclusion of oriented points

improves the accuracy, especially with respect to the GTRMS metric. Looking at

the qualitative results for the bug in Figure 4.3, the results for points and oriented
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points are difficult to distinguish. This is likely due to the fact that the median errors

are mostly very small in all experiments, so the results, despite being statistically

significantly different, are not particularly consequential in terms of true registration

quality. In contrast, the qualitative results for the left ventricle in Figure 4.5 do

seem to show a distinct improvement when registering with oriented points, at least

in some cases, despite the statistical tests being less decisively in favour of oriented

points over points.

Looking in particular at Figure 4.5 (a), one might note the improved registration of

the mitral valve. One contributing factor to this effect may be that the points on the

left part of the mitral valve and the wall are close together in position, but opposite

in orientation. Accordingly, when registering without orientation information, those

points are harder to distinguish. This is not unlike the TEE registration in Chapter 3,

where the inclusion of orientations helped prevent points on either side of the septum

from drifting to the opposite side. However, whatever accuracy gains may be had by

including orientations does come at a computational cost associated with the solving

of the rather more complex WPOP registration rather than the WPP. This increased

cost depends greatly on the choice of transformations used within the model.

To get some idea of the variability of this cost, Table 4.4 reports the median timing

for a single registration across all noise and outlier experiments for each of the four

configurations (bug and left ventricle, each with points or oriented points.)1 First,

it is notable that for both points and oriented points the left ventricle registration

is considerably more costly than that of the bug. The GRBF transformation, with

its large weight matrix, requires more computation than the rigid transformations

1All timings were obtained on an older computer running Ubuntu 16.04 with a 4-core Intel Core
i7-2600K CPU and 12 GiB memory.
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Table 4.4: Median time in seconds to register with GEM-basic.

Bug Left Ventricle
Points Oriented Points Points Oriented Points

0.06 0.07 0.38 133.62

employed by the bug model. The most striking result, however, is the drastically

larger median time for oriented points in the left ventricle, which dwarves all the

other times by several orders of magnitude. This massively worse performance is

due to the use of a gradient based solver when doing WPOP registration for GRBF

transformations, which in this case had hundreds of parameters to optimize. Better

algorithms for solving the WPOP problem with nonrigid and affine transformations

would therefore constitute a very useful improvement upon the algorithm in its current

state, if they could be found.

4.3.2 Comparing the GTRMS and NNRMS Error Metrics

There are some discrepancies between the conclusions of the statistical tests in terms

of whether points or oriented points should be preferred when using either the GTRMS

of NNRMS error metric. An intuitive perspective is that the GTRMS error should

provide a better indication as to whether the true transformation has been found or

not, because it is based on knowledge of the true correspondences between points

in the model and target point set. Minimizing the distances between these true

correspondences is desirable in a medical application over minimizing the distance

between nearest neighbours, because a low GTRMS error should correspond to a

mapping between point sets that is anatomically correct. In comparison, as noted
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by Tam et al.[106], basing the rating of a registration on a nearest neighbour metric2

is undesirable, especially when using nonrigid transformations, because the nearest

neighbours could be made arbitrarily close while resulting in entirely physically or

anatomically incorrect correspondences.

This intuitive perspective is largely supported by the evidence provided by the

experiments reported here. Consider the trend for the NNRMS error as a function of

noise for the bug, which is transformed only rigidly, in comparison to the left ventricle,

which is afforded a nonrigid deformation space. The trends, which were originally

shown in the top right of Figure 4.2 and Figure 4.4 are reproduced in Figure 4.6, this

time with a line indicating the current noise level. For the bug, the general trend of

the NNRMS error follows the current noise level fairly closely. This makes intuitive

sense, because for a perfect registration in terms of ground truth, with Gaussian noise

added to each point with standard deviation σ, the expected RMS error between

each transformed point, and its corresponding point with noise added is exactly σ.

In contrast, the left ventricle, being a nonrigid registration, is able to compensate

even variations due only to noise, resulting in a trend of growth in NNRMS error that

is slower than the growth of the actual noise level. This suggests that the nonrigid

model is resulting in overfitting, resulting in misleadingly low NNRMS errors.

The relationship between the metrics can be explored more directly. Figure 4.7

and Figure 4.8 contain scatter plots illustrating the relationship between the two

metrics for the bug and left ventricle experiments respectively. Qualitatively speaking,

especially in the case of noise experiments, the metrics seem to be more coherent—that

is, positively correlated—in the bug experiments than in the left ventricle experiments.

2Tam et al. were actually talking about distance between surfaces, but in the point set context
such a metric is roughly equivalent to the distance between nearest neighbours.
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Figure 4.6: NNRMS results for the bug (left) and left ventricle (right) noise experi-
ments, in comparison to current added noise level (red dashed line).

Table 4.5: A summary of various statistics comparing the results of the two metrics.

Bug Left Ventricle
Points Oriented Points Points Oriented Points

Noise Outliers Noise Outliers Noise Outliers Noise Outliers

PCC 0.74 0.89 0.86 0.84 0.52 0.80 0.036 0.70
Jaccard 0.73 0.71 0.64 0.60 0.72 0.81 0.69 0.82
Dice 0.84 0.83 0.78 0.75 0.84 0.89 0.82 0.90

Table 4.5 provides the Pearson’s correlation coefficient (PCC) between the two metrics

to better quantify this observation, showing that the correlation between metrics is

weakest for the left ventricle registration with added noise, and especially so for

oriented points.

Another way of considering the agreement between the metrics is to use each as

a binary classifier. Defining a result equal to or below the 75th percentile as “good,”

the agreement between the two metrics can be measured in terms of the Jaccard or

Dice coefficients, which are also given in Table 4.5. In interpreting these results, it

should be noted that either classifier will always classify 75% of the data as good, by
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Figure 4.7: Scatter plots of the GTRMS error vs NNRMS error for the bug noise (left)
and outlier (right) experiments for both points (top) and oriented points (bottom).

definition. Therefore, a lower bound on these scores can be determined by considering

the expected Jaccard or Dice coefficient for two indpendent, random classifiers that

randomly classify values as “good” 75% of the time. These bounds are derived in

Section A.6, but they come out to 0.6 and 0.75 for the Jaccard and Dice coefficients,

respectively. The results in Table 4.5 show that generally the metrics do at least agree

more often than would be expected due to chance, except in the case of the oriented

point outlier experiments for the bug. In that particular case, the results on both

metrics are very tightly distributed at very low values, so there would really be little
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Figure 4.8: Scatter plots of the GTRMS error vs NNRMS error for the left ventricle
noise (left) and outlier (right) experiments for both points (top) and oriented points
(bottom).

difference between those cases classified as “good” or “bad” anyway.

4.3.3 Conclusion

GEM-Basic is a widely applicable algorithm to allow the modular construction of

application specific models of transformation to be used when solving concrete regis-

tration problems. It is, in principle, applicable to a variety of the statistical variants

common in the literature when using mixture models for registration. The experi-

ments presented in this chapter have demonstrated that the algorithm can be used to
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register models successfully through deeply nested transformations using either points

or oriented points. In the examples considered here, using oriented points seemed to,

broadly speaking, improve registration accuracy. That said, it is difficult to make

general claims about the performance of GEM-Basic when it is highly generic. For

the most part, quality of registration when using the algorithm will likely depend

on the choice and order of component transformations, as well as the quality of the

data, whether including orientations or not. In any case, the choice of whether to

use points or oriented points must also consider the compute time performance re-

quirements in the application under consideration because, particularly in the case of

nonrigid transformations, registration with oriented points is more costly.

One highly valuable contribution that could be made in future work would be

to find better, more efficient ways to solve the TUE for oriented points with affine

and GRBF transformations. This could reduce the performance difference between

GEM-Basic with points and oriented points, reducing the time trade-off to consider

when deciding whether to include orientations or not. A better characterization of

the results of the convergence of the algorithm, if possible, might also be desirable.

Finally, an extension of the algorithm to mixture models with anisotropic Gaussian

mixtures could broaden the applicability of GEM-Basic to an even larger portion of

the existing statistical variants of registration mixture models in the literature.
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Chapter 5

Heuristic Modifications to GEM-Basic

T
he GEM algorithm described in Chapter 4 is ultimately a heuristic ap-

proach. It attempts to update every transformation at every iteration,

but can, at least in principle, fail, and resort to updating only a subset

of the outer transformations. Given the already heuristic nature of this algorithm, it

might make sense to consider other heuristics that also preserve the GEM property.

In this chapter, I propose a class of heuristics that invoke an intuition about reg-

istration gleaned from common practice in the literature. In particular, the idea is

that it can be useful to start off registration with a transformation with fewer degrees

of freedom, and gradually increase those degrees of freedom. A typical example is

rigidly registering two point sets or images before conducting an affine or other non-

rigid registration [86]. In some cases there may even be multiple levels of registrations

in the sequence [30]. Such an approach can be thought of as estimating a composed

transformation by optimizing each component transformation separately in sequence.

In contrast, under GEM-Basic, the default approach would be to optimize the same
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set of composed transformations simultaneously rather than separately. The heuris-

tic method proposed in this chapter instead allows different, possibly overlapping,

subsets of the transformation chain to be optimized separately, facilitating a gradual

increase in the total numbers of degrees of freedom. This approach generalizes the

application of separate registrations by allowing subsets to contain multiple composed

transformations as in GEM-Basic. Further, the entire process can be formulated to

take place in the same overall registration loop, and can therefore still be regarded

as a GEM algorithm designed to estimate the total transformation.

I define two particular subclasses of this class of heuristics, and compare and

contrast their results with both each other and the GEM-Basic algorithm on the

synthetic bug and left ventricle data sets introduced in Chapter 4. The performance

of each method is also compared in the context of the TEE to CT pipeline from

Chapter 3.

5.1 A General Class of Heuristic Modifications

In the most general sense, the idea of the algorithm discussed in this section is to allow

the registration algorithm to consider only certain subsets of the transformations at

different times in the registration process. This is achieved by specifying a sequence

of subsets, and a swap condition. The algorithm iterates over the elements of the

sequence of subsets, running for each the standard E-step and M-step iterations,

constrained such that only the transformations in the current subset get updated.

At each step of the iteration, the E-step and M-step are iterated until the swap

condition is met. This condition could be, for example, a fixed number of iterations,

a condition on the value of the other statistical parameters, or convergence in terms
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of the log-likelihood.

To make the idea precise, let T = T1 ◦ · · · ◦ Tk be a nested transformation, and

let (gi)
`
i=1 be a sequence of subsets of the integers {1, . . . k}. Then Algorithm 5.1 is a

high level specification of the approach to optimize each of these subsets of the total

transformation T sequentially within the same registration loop.

Algorithm 5.1 An procedure to register a point set through a sequence of subsets
of a composed transformation T .

1: procedure HeuristicSubsetSequenceRegistration(X,Y, (gi)
`
i=1, T,Θ)

2: for i = 1 to ` do
3: repeat
4: Compute E-step posteriors with T and Θ
5: Compute V and W to put TUE in WPP/WPOP form
6: T ← GEMUpdateTransformationSubset(V,Y,W, T, gi)
7: Distribution M-step: update Θ using updated T
8: until swap condition met
9: end for

10: end procedure

In Algorithm 5.1, the function GEMUpdateTransformationSubset is as-

sumed to function similarly to GEMUpdateTransformation called from GEM-

Basic in Algorithm 4.5, with the added subset parameter gi. This subset parame-

ter causes all transformations not in the specified subset to be kept constant, but

otherwise the function should behave identically. A pseudocode specification of

GEMUpdateTransformationSubset is given in Algorithm 5.2. The specifica-

tion of GEMUpdateTransformationSubset is identical to the previous spec-

ification of GEMUpdateTransformation in Algorithm 4.4 except that the in-

ner recursive procedure RecursiveUpdateTransformation, rather than calling

TUETi(·, ·, ·) directly, instead updates the individual component transformations with
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UpdateSingleTransformation, which only updates transformations that are ac-

tive, based on the current subset under consideration.

So far, as stated, it is possible for the sequence (gi) to be chosen such that certain

transformations could become fixed part way through, by having, for example n ∈ gm

for some m but not in any subsequent subsets in the sequence. This is not necessarily

an issue, but if Tn is not WPP/WPOP-invertible, it cannot be accounted for when up-

dating any transformation being applied before it. During the ordinary GEM-Basic

approach, this is handled by the fallback strategy of only updating the outermost

transformations, but this cannot work if the outer transformations are fixed. It may

therefore be desirable to ensure that if some non-WPP/WPOP-invertible transfor-

mation is fixed, then no transformations earlier in the chain are still updating. This

condition can be stated in precise terms as: for any t ∈ {1, . . . , k} such that Tt is not

WPP/WPOP invertible, there exists a j ∈ {1, . . . , `} such that for every i, j ≤ i ≤ `,

either t ∈ gi or t > x for all x ∈ gi. Given that this condition is true, it can be shown

that the resulting algorithm is a GEM algorithm.

Theorem 5.1. Given a sequence (gi)
`
i=1 meeting the conditions

1. for all t ∈ {1, . . . , k}, there is an i such that t ∈ gi;

2. for any t ∈ {1, . . . , k} such that Tt is not WPP/WPOP invertible, there exists

a j ∈ {1, . . . , `} such that for every i, j ≤ i ≤ `, either t ∈ gi or t > x for all

x ∈ gi.

then Algorithm 5.1 is a GEM algorithm optimizing the entire transformation T .

Proof. See Appendix A.8.
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Algorithm 5.2 A modified version of GEMUpdateTransformation from Algo-
rithm 4.5 which can update only a subset of the transformations in T .

1: procedure GEMUpdateTransformationSubset(V,Y,W, T, g)
2: Mark Ti as inactive for i 6∈ g
3: E ← Q(T )
4: E ′ ←∞
5: s← k + 1
6: Y′ ← Y
7: while E ′ > E do
8: s← s− 1
9: T ′1,s ← RecursiveUpdateTransformation(V, Ts+1,k(Y),W, T1,s)

10: E ′ ← Q(T ′1,s ◦ Ts+1,k)
11: end while
12: return T ′1,s ◦ Ts+1,k

13: end procedure
14: procedure RecursiveUpdateTransformation(V,Y,W, T )
15: `← number of transformations in T
16: if ` = 1 then
17: return UpdateSingleTransformation(V,Y,W, T1)
18: end if
19: if T1 is WPP/WPOP-invertible then
20: T ′1 ← UpdateSingleTransformation(V, T2,`(Y),W ), T1)
21: W ′ ← IT1(W )
22: V′ ← (T ′1)−1(V)
23: T ′2,` = RecursiveUpdateTransformation(V′,Y,W ′, T2,`)
24: else
25: T ′2,` ← RecursiveUpdateTransformation(V,Y,W, T2,`)
26: T ′1 ← UpdateSingleTransformation(V, T ′2,`(Y),W ), T1)
27: end if
28: return T ′1 ◦ T ′2,`
29: end procedure
30: procedure UpdateSingleTransformation(V,Y,W, T )
31: if T is inactive then
32: return T
33: else
34: return TUET (V,Y,W )
35: end if
36: end procedure
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5.1.1 Defining GEM-Stagger and GEM-Separate

The following two simpler definitions can be made which are intuitive, and satisfy the

conditions of Theorem 5.1.

Definition 5.1 (GEM-Stagger). GEM-Stagger will refer to an application of Algo-

rithm 5.1 with a sequence (gi)
`
i=1 such that gi ⊂ gi+1 for every 1 ≤ i < `, and

g` = {1, . . . , k}.

Intuitively, a GEM-Stagger sequence gradually increases the degrees of freedom

of the transformation being optimized by adding more and more composed transfor-

mations until ultimately the entire set T is being optimized simultaneously.

Definition 5.2 (GEM-Separate). GEM-Separate will refer to an application of Al-

gorithm 5.1 with a sequence (gi)
k
i=1 such that gi = {k − i+ 1}.

Intuitively, GEM-Separate optimizes each component transformation in the order

of application, much like the application of separate registrations discussed previously.

5.1.2 Heuristic Parameter Modifications When Swapping Subsets

Although it is theoretically appealing that Algorithm 5.1 brings the optimization

of each subset in the sequence into a single registration loop that can preserve the

GEM status of the overall algorithm, there are certain undesirable outcomes that

can occur, depending on the data and swap conditions being used. One thing that

was observed in developing this approach is that if the swap condition is set to be

convergence in terms of the negative log-likelihood—as would be the usual stopping

criterion in GEM-Basic—then sometimes later subsets in the sequence do not properly

get optimized. That is to say, the algorithm seems to converge too early.
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Here it is worth remembering that the registration algorithm is effectively alter-

nating between estimating a set of soft correspondences (the E-step posteriors), and

the transformation from model to target. At each iteration, the current transforma-

tion directly affects the resulting correspondences. At each swap of transformations in

the sequence (gi), the transformation currently being considered is updated with new

information, and therefore it may make sense to allow the algorithm to reconsider

the correspondences. The decisiveness of the correspondences is dependent on the

“width” of the distributions (e.g. wider Gaussian distributions leas to fuzzier corre-

spondences), so the correspondences can be reconsidered by widening the distributions

in the mixture. One option would be to entirely reinitialize the non-transformation

parameters effectively starting a new, separate registration. However, given that each

stage is intended to feed into the next, it would be preferable to update the statistical

parameters using a strategy that incorporates the information present in the state

immediately prior to the transformation change.

The following heuristic updates worked well in practice for the experiments dis-

cussed later in this chapter for isotropic Gaussian variances and von Mises-Fisher

concentration parameters.

Heuristic for Updating Isotropic Gaussian Variances

The typical M-step update for the Gaussian variance is essentially an average of

the distances between the target points and transformed model points, weighted by

the current E-step posteriors. For a typical Gaussian mixture model, the virtual
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observations in the WPP form of the TUE are given by

vj =

∑
i pjixi∑
i pji

.

In order to increase the Gaussian variances when swapping transformations in a way

that is based on the current state of the registration and the most recent E-step

results, the maximum distance between a virtual observation and transformed model

point is proposed; i.e.

(σ2)′ = max
j
||vj − T (yj)||2.

This gives a sense of the scale of the largest discrepancy between the virtual target and

the transformed model, and attempts to provide a wide enough variance to reconsider

the correspondences at that scale.

Heuristic for Updating von Mises-Fisher Concentration Parameters

A similar idea can be used in updating the von Mises-Fisher concentration parameter.

In particular, the quantity R̄ from Algorithm 4.1 and the other variant updates for κ

discussed in Section 4.1.3 is an average of the dot products of the normals in the target

and transformed model, weighted by the E-step posteriors. So a natural extension

of the approach used to update the Gaussian variances during transformation swap

would be to update κ in the usual way, replacing R̄ with

R̄ = min
j
v̂j · (T ? ŷj).
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The minimum in this formula, rather than maximum, is due to the fact that more dis-

parate normals have a smaller rather than larger dot product. However, there is a spe-

cial case that must be handled. In particular, for data that is truly von Mises-Fisher

distributed, R̄ used in the maximum likelihood estimate of κ as in Sra et al. [103]

cannot be less than 0 (which would correspond to κ = 0, i.e., a uniform distribution

over the entire sphere). Accordingly, R̄ should not be allowed to be smaller than some

small value ε. Hence the final update would be to use the usual iterative algorithm,

but where

R̄ = max(min
j
v̂j · (T ? ŷj), ε).

5.2 Synthetic Experiments

The synthetic data experiments done here are very similar to those done in Chapter 4.

The same models and target data sets are used, so that the performance of GEM-

Stagger and GEM-Separate can be compared to GEM-Basic. The only difference is

that the transformation for the bug during GEM-Separate has been changed to have

the global transformation R applied first, giving Tbug = L1 ◦ · · · ◦ L6 ◦ R, because

this allows the registration to begin with the global transformation, followed by the

refinement of each leg. The space of possible transformations is not changed by this

reordering, so there was no need to regenerate the targets.

In all experiments, the outlier proportion was set to ω = 0.25. The swap condition

for switching to the next transformation subset was convergence with respect to the

negative log-likelihood. Further, the heuristic statistical parameter updates described

in Section 5.1.2 were used in all experiments when swapping transformations.

All the following error values and results for the synthetic experiments are based
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on the GTRMS metric.

5.2.1 Results for the Bug Model

The bug model transformation was T = L1 ◦ · · · ◦ L6 ◦ R. Therefore, GEM-Separate

would register the transformations in sequence (R,L6, L5, . . . , L1). The stagger subset

sequence contained only two subsets, such that first the global rigid transformation R

was optimized on its own, followed by the optimization of all transformations together.

As was done in Chapter 4, the leg transformations were regularized with

R(Li) = λ‖L− I‖2
F

with λ = 1.

The box plots in Figure 5.1 compare the results of GEM-Basic (blue), GEM-

Stagger (green) and GEM-Separate (red) for both points and oriented points. Note

that the results of the outlier experiments for both points and oriented points con-

tained a number of individual cases that had GTRMS values that were outliers com-

pared to the majority of results. These box plots have been cropped on the y-axis to

emphasize the distribution of the inlier results. The plots including the outlier values

are given in Figure B.2.

Using a ranking procedure based on the Wilcoxin signed rank test1 at confidence

level α = 0.001, the six methods were compared, pooled across noise, outlier, and all

experiments. The results are summarized in Table 5.1. Though the middle rankings

vary across the different poolings, it can be observed that GEM-Basic and GEM-

Stagger with oriented points are consistently top ranked and do not differ significantly

1The test is based on the same decision procedure used in Chapter 4, but applied to all pairs [57].
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Figure 5.1: The box plots summarize the results for the bug registration for noise
(left) and outliers (right) using both points (top) and oriented points (bottom). The
three compared methods are GEM-Basic (blue), GEM-Stagger (green) and GEM-
Separate (red). The plots for the outlier experiments have been cropped on the
y-axis to emphasize the distribution of the inlier results. The plots including the
outlier values are given in Figure B.2.

from one another, and that GEM-Separate with points is consistently in the worst

ranked group.

5.2.2 Results for the Left Ventricle Model

The left ventricle model was T = G ◦ R1 ◦ R2 ◦ A as before. Therefore, GEM-

Separate would optimize the affine transformation, followed by each valve rotation,

and finally the GRBF transformation. The sequence for GEM-Stagger was chosen to

be (A,R1 ◦R2 ◦A,G◦R1 ◦R2 ◦A). As in the experiments from Chapter 4, the GRBF

101



5.3. RESULTS FOR THE CARDIAC TEE TO CT REGISTRATION

Table 5.1: The ranking results for the bug registration using GEM-Basic (GB),
GEM-Stagger (GSt), and GEM-Separate (GSp), with points (P) and oriented points
(OP). Underlined groups of methods did not compare as significantly different, but
otherwise, the further left, the better the ranking.

Experiment Ranking

Noise GB-OP GSt-OP GSt-P GSp-OP GB-P GSp-P

Outlier GB-OP GSt-OP GSt-P GB-P GSp-OP GSp-P

All GB-OP GSt-OP GSt-P GB-P GSp-OP GSp-P

parameter β = 0.7 was used, and the regularization weight was λ = 5.

The box plots in Figure 5.2 compare the results of GEM-Basic (blue), GEM-

Stagger (green) and GEM-Separate (red) for both points and oriented points.

Using the same ranking procedure as for the bug, at confidence level α = 0.001,

the six methods were compared, pooled across noise, outlier, and all experiments.

The results are summarized in Table 5.2. The final ranking is compatible across all

poolings, though significance varies. Ultimately the oriented point methods ranked

better than the point methods, and GEM-Stagger and GEM-Separate did better than

GEM-Basic.

5.3 Results for the Cardiac TEE to CT Registration

Revisiting the TEE to CT registration framework presented in Chapter 3, here the

results will be contrasted when GEM-Stagger or GEM-Separate are used in place of

GEM-Basic in the ultrasound processing phase.
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Figure 5.2: The box plots summarize the results for the left ventricle registration for
noise (left) and outliers (right) using both points (top) and oriented points (bottom).
The three compared methods are GEM-Basic (blue), GEM-Stagger (green) and GEM-
Separate (red).

Table 5.2: The ranking results for the left ventricle registration using GEM-Basic
(GB), GEM-Stagger (GSt), and GEM-Separate (GSp), with points (P) and oriented
points (OP). Underlined groups of methods did not compare as significantly different,
but otherwise, the further left, the better the ranking.

Experiment Ranking

Noise GSt-OP GSp-OP GB-OP GSp-P GSt-P GB-P

Outlier GSt-OP GSp-OP GB-OP GSp-P GSt-P GB-P

All GSt-OP GSp-OP GB-OP GSp-P GSt-P GB-P
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5.3. RESULTS FOR THE CARDIAC TEE TO CT REGISTRATION

Table 5.3: The mean and standard deviations of the NNRMS error between the kept
images in the sequence using the three methods. All distances are reported in mm.

Patient Index GEM-Basic GEM-Stagger GEM-Separate

1 2.0± 0.5 2.0± 0.4 2.0± 0.4
2 2.1± 0.7 1.8± 0.5 1.9± 0.5
3 2.0± 0.3 2.0± 0.4 2.0± 0.4
4 1.4± 0.2 1.4± 0.2 1.4± 0.2

For GEM-Stagger, the sequence of transformations being optimized was (A,C1 ◦

· · · ◦ CK ◦ A); that is, the global affine transformation was first optimized on its

own, then in tandem with the chamber transformations. GEM-Separate followed the

typical sequence, optimizing A, then each chamber transformation individually.

All model hyperparameters were chosen identically to the experiments in Chap-

ter 3, including the initializations of the Gaussian variance and von Mises-Fisher

concentration parameter. When swapping transformations, these parameters were

reset to these same initial values.

5.3.1 Results for the TEE Registration

The results of the TEE registration are summarized in Figure 5.3 and Table 5.3. All

RMS errors are based on the nearest neighbour between each point in the deformed

model and the target point set extracted from the target image, i.e. NNRMS errors.

The results are reported in millimeters, which are computed from scaling the errors

in pixels by the scale values reported in the DICOM headers of the TEE images.

5.3.2 Results for the Full TEE to CT Registration

The results of each registration method applied to the TEE processing were then fed

to the rest of the CT to TEE registration pipeline. The resulting NNRMS errors for
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Figure 5.3: The error time-series across the entire sequence is displayed for each
patient (one row per patient) and for each of the three methods, (left: GEM-Basic,
center: GEM-Stagger, right: GEM-Separate).

each patient using each method are given in Table 5.4. The ratio of the pixel scale

predicted by the registration to the ground truth scale taken from the DICOM header

of each TEE image is also reported.

A qualitative comparison of the registration results is given in Figure 5.4.
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5.3. RESULTS FOR THE CARDIAC TEE TO CT REGISTRATION

Figure 5.4: Qualitative TEE to CT registration results for each of the four patients.
Results are shown for GEM-Basic (left), GEM-Stagger (center) and GEM-Separate
(right). Versions of these images with the CT cardiac chambers shown in 3D are
available in Figure B.3.
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Table 5.4: The NNRMS errors and scale ratios (predicted/actual) for each patient
and registration method.

RMSE (mm) Scale Ratio
Patient Index Basic Stagger Separate Basic Stagger Separate

1 2.8 2.6 2.7 1.1 1.1 1.1
2 2.8 2.8 2.6 0.9 0.9 0.9
3 3.1 3.0 3.3 0.6 0.9 1.1
4 3.0 2.7 2.8 0.9 0.8 1.0

5.4 Discussion

The heuristics considered in this section further illustrate the flexibility of the GEM

registration framework being explored in this thesis. GEM-Separate in particular

formalizes what is already a common practice in the registration literature; namely,

it gives a theoretical foundation to the application of multiple rounds of registration

through transformations with increasing degrees of freedom/flexibility [30, 86]. The

heuristic methods captured by Algorithm 5.1 can therefore be seen as generalizing

this practice in addition to GEM-Basic, and providing a common theoretical basis as

the optimization of nested transformations using GEM algorithms.

The results of the synthetic experiments echo the results from Chapter 4, in that

the methods incorporating oriented points seemed to broadly result in more accurate

registrations than the methods using positions alone. On the other hand, for the

bug experiments, while GEM-Basic and GEM-Stagger with oriented points were the

best ranked methods, GEM-Separate with oriented points was ranked worse than

some of the points only methods. For the left ventricle, GEM-Stagger and GEM-

Separate performed better than GEM-Basic for both points and oriented points, but

methods using oriented points broadly outperformed methods using positions only.
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Table 5.5: The median timings in seconds for the GEM-Basic, GEM-Stagger, and
GEM-Separate registrations.

Points Oriented Points
Basic Stagger Separate Basic Stagger Separate

Bug 0.06 0.07 0.09 0.07 0.10 0.11
Left Ventricle 0.38 0.46 0.30 133.62 92.83 58.88

This variability illustrates that the different heuristics considered are not universally

better than GEM-Basic. The best method to use will probably depend in general on

the particular problem at hand.

5.4.1 Performance of GEM-Basic, GEM-Stagger, and GEM-Separate in

the Synthetic Experiments

The median time for registration across all synthetic experiments are shown for GEM-

Basic, GEM-Stagger, and GEM-Separate for both the bug and left ventricle experi-

ments in Table 5.5. It is interesting to note that in the median case, GEM-Stagger and

GEM-Separate are both somewhat slower than GEM-Basic for the bug, which makes

intuitive sense given the modifications of the variances and concentration parameters

at transformation swap time, which reverse some of the convergence that may have

occurred in the statistical parameters such as variances and concentration parame-

ters. However, this effect does not occur in the left ventricle. For oriented points,

both GEM-Stagger and GEM-Separate are considerably faster than GEM-Basic in

the median case. This is likely due to the GRBF transformation—being much slower

to update than the other types of transformations—-needing to be updated in fewer

iterations due to the registration being closer to convergence by the time the GRBF

is added.
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Figure 5.5: The timings for GEM-Basic (B), GEM-Stagger (St), and GEM-Separate
(Sp) are shown for the bug model with points (a) and oriented points (b), as well as
the left ventricle model with points (c) and oriented points (d)

Looking beyond just the median timing, box plots showing the distribution of

timings for each method are shown in Figure 5.5. The plots for the bug model ((a)

and (b)) share a y-axis scale making them more directly comparable. The box plots

illustrate the long tails of these timing distributions. For example, though the median

time for GEM-Basic on the left ventricle with oriented points was 134 seconds, there

were outliers approaching 100 minutes.

This further illustrates the potential value of faster solutions to the GRBF WPOP

problem. Where for oriented points the left ventricle had outliers that took over an

hour to register, when using only points, and solving the WPP problem instead, even

the worst outliers still only took a few seconds.
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5.4.2 GEM-Basic, GEM-Separate, and GEM-Stagger in the Cardiac CT

to TEE Registration

Considering only the TEE registration results as summarized in Figure 5.3 and Ta-

ble 5.3, it can be observed that the results of the three methods appear quite similar

in terms of the NNRMS error metric for each patient. Indeed, none of the three

methods are ranked significantly better than another by the Wilcoxin signed-rank

test at confidence level α = 0.001 for any of the four patients. With the exception

of the scale ratio for patient 3, the three methods also appear to produce similar

quantitative results for the TEE to CT registration as summarized in Table 5.4.

Comparing the qualitative CT to TEE registration results in Figure 5.4 with

the quantitative results in Table 5.4 further illustrates the limitations of the nearest

neighbour RMS metric as discussed in both Chapter 3 and Chapter 4. In particular,

the qualitative results for patient 3 using GEM-Stagger (center of row 3 in Figure 5.4)

clearly shows an incorrect result. Qualitatively, the result for GEM-Separate seems

much more plausible. However, the registration with GEM-Stagger achieved the

lowest nearest neighbour RMS error for patient 3. GEM-Stagger also performed

similarly to GEM-Separate in predicting the scale—ratio 0.9 for GEM-Stagger vs 1.1

for GEM-Separate—which was the only ground truth comparison that was possible

for these data sets. Indeed, this discrepancy further illustrates the importance of

access to ground truth correspondences in order to properly validate the TEE to CT

registration framework.
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5.4.3 Conclusion

The heuristic modifications to GEM-Basic presented in this chapter, namely GEM-

Stagger, and GEM-Separate, further increase the flexibility of the GEM mixture

model registration framework being explored in this thesis. The experiments on the

synthetic data illustrate that the best choice of heuristic to be used will depend on

the particular data setting. In these experiments, which have ground truth corre-

spondences available, facilitating accurate measurement of the registration error, the

GEM-Stagger and GEM-Separate methods can be seen to improve registration ac-

curacy in comparison to GEM-Basic in at least some cases. Though the heuristic

methods fail to be GEM algorithms when modifying the statistical parameters when

swapping transformations, the fact that they may still outperform GEM-Basic indi-

cates that this not a major issue in practice.
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Chapter 6

Conclusion

M
y goal in this dissertation was to develop a method to facilitate the

use of application-specific models of deformation in feature-based regis-

tration. This was realized by the development of a family of algorithms

that allow modular composition of transformations in a way that does not require

specific derivations or implementations for each combination of transformation. The

intent is that the nested composition of transformations, which may or may not be

applied to specific subsets of the model point set in question, can be used as an

expressive means by which to construct application specific models. This family of

algorithms was formulated within the framework of mixture models and generalized

expectation maximization, which places it squarely in the realm of many other state

of the art point set registration methods, while being unique in the generic nature of

the transformations it allows. In addition to using experiments on synthetic data to

demonstrate the efficacy of the algorithm, the method was also used in a real medi-

cal imaging application: the cardiac TEE to CT registration framework presented in

Chapter 3.
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6.1 Contributions

There are four main contributions described in this dissertation.

6.1.1 A Novel Framework for TEE to CT registration

The registration framework in Chapter 3 is a novel means of 2D/3D TEE to CT reg-

istration, seeking to align the images in both space and time. The data requirements

for this method are low in comparison to others in the literature: no dynamic CT,

ECG, or 3D ultrasound images are required, thus reducing both equipment needs

and radiation doses for patients. This was achieved by first using a special case of

GEM-Basic with a hierarchy of affine transformations to extract point sets from each

ultrasound image in the sequence. The CT was processed by precomputing a large

number of 2D cross sections of the 3D geometry. Registration was then achieved

through a discrete search used to find the best matching ultrasound point set and

CT cross-section. This framework and data set was subsequently used to compare

the GEM-Basic, GEM-Stagger, and GEM-Separate methods, serving as a concrete

application of otherwise general methods.

6.1.2 EM-WPP and EM-WPOP: Broadly Applicable Categorizations of

Methods in the Mixture Model Framework

There is a large body of literature on the topic of point set registration relying on

mixture models and variants of the expectation maximization algorithm. As reviewed

in detail in Section 2.5 this includes a wide range of both statistical formulations and

choices of transformation. The categories of EM-WPP and EM-WPOP are defined

in terms of the form of the TUE for a given mixture model, and in spite of myriad
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variations of the statistical model, these forms of TUE are often preserved such that

many of the variants in the literature fall into these categories.

This insight allows the often bound concepts of statistical framing and transfor-

mation to be considered independently. In studying a new or custom transformation,

insofar as the WPP or WPOP equations are solved, the entire categories of EM-WPP

and EM-WPOP mixture models are immediately applicable. Conversely, if a new

statistical framing can be shown to be a member of EM-WPP or EM-WPOP, any

transformations with known solutions to the WPP or WPOP equations can imme-

diately be used. The independence of these two categories of variation implies the

broad applicability of the algorithms developed in this dissertation—GEM-Basic and

its heuristic generalizations—because they apply to any generic member of EM-WPP

or EM-WPOP.

6.1.3 GEM-Basic: A Novel GEM Algorithm Facilitating Modular Com-

position of Transformations for Registration

GEM-Basic is a novel generalized expectation maximization algorithm to register

point sets through nested transformations within a broad class of mixture model

formulations—namely those members of EM-WPP or EM-WPOP. It is in a sense a

meta-algorithm: a generic M-step update for composed transformations whose con-

stituent transformations have known solutions to the TUE, such that the resulting

algorithm satisfies the GEM condition. The synthetic experiments in Chapter 4

demonstrate that the method can generate promising registration results when ap-

plied to both 2D and 3D sets of either points or oriented points. The algorithm was

also applied to cardiac ultrasound data in the TEE to CT registration framework
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described in Chapter 3, demonstrating efficacy in a real medical imaging use case.

6.1.4 GEM-Stagger, GEM-Separate, and Other Heuristics

The heuristic generalizations of GEM-Basic presented in Chapter 5 further increase

the flexibility of the optimization process for nested transformations in the frame-

work being examined in this dissertation. The experiments comparing GEM-Stagger,

GEM-Separate, and GEM-Basic illustrate that these heuristics can in some cases

improve the performance of the optimization over GEM-Basic. Though the best

performing algorithm was inconsistent, one implication of this is that for a given

domain-specific application, the various heuristics provide an additional means by

which the results of a difficult registration may be improved.

The heuristics—GEM-Separate in particular—also illustrate another connection

of this work to the existing literature: it provides a justification within this theoret-

ical context of the common practice of applying multiple registrations of increasing

flexibility in sequence [30, 86]. Through this lens, GEM-Basic and GEM-Stagger can

be seen as generalizations of this practice, allowing varying degrees of separation—

totally separate optimizations of each transformation as in GEM-Separate, separate

optimizations of increasingly large subsets of the total set of transformations as in

GEM-Stagger, or total simultaneous optimization as in GEM-Basic.

6.2 Limitations

There are some limitations to the work presented in this dissertation worth consid-

ering. First, the algorithms being presented are highly generic, which, while making

them widely applicable in principle, makes them difficult to validate in practice. The
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experiments conducted in this thesis to examine the accuracy of the registration re-

sults when applying these methods therefore cannot be generalizable to all possible

cases and applications. Though this is always a limitation in validating any registra-

tion method, because the input data can always vary, it is exacerbated here by the

generic nature of the algorithm with respect to both transformations and statistical

models.

A second validation issue arises with respect to the TEE to CT registration pre-

sented in Chapter 3. A lack of ground truth correspondences between the CT and

TEE images under consideration makes the accuracy of the results difficult to inter-

pret. As noted by Tam et al. [106], and illustrated by the comparison of GTRMS

and NNRMS metrics in Chapter 4, nonrigid registration algorithms can, in principle,

result in very well aligned geometries that do not correspond to real anotomical align-

ment. The NNRMS error metrics reported in the results therefore do not necessarily

imply correct anatomical alignment.

6.3 Future Work

There are a variety of directions for future work on the research presented in this

dissertation.

6.3.1 Wider Application of GEM-Basic and its Heuristic Generalizations

Given that the focus of the research has been the development of new methods to

facilitate application-specific transformations in registration, a clear continuation of

this work would be to apply the method in more application contexts. Successfully or

unsuccessfully applying these methods in other contexts may also be the best way to
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further address the above discussed validation issues with respect to the GEM-Basic

and heuristic algorithms.

6.3.2 Theoretical, Methodological, and Practical Improvements to the

GEM-Basic Framework

On a theoretical level, being a GEM algorithm provides weaker convergence guaran-

tees for the algorithm in comparison to true ECM or EM algorithms. In particular,

a GEM algorithm only guarantees monotonic decrease of the negative log-likelihood.

For GEM-Basic, given certain constraints on the distributions in the mixture model,

this can be extended to guarantee convergence of the negative log-likelihood, as shown

in Theorem 4.3; however, this does not guarantee the the transformation itself will

converge, nor that the point of convergence will be an actual stationary point of the

likelihood function. In the experiments conducted, the convergence of the transfor-

mations themselves has not been observed to be a problem, but a characterization of

possible non-stationary points of convergence of the likelihood could be beneficial in

understanding the behaviour of the algorithm.

Another improvement would be the extension of GEM-Basic to other types of

mixtures used in the literature that do not belong to the EM-WPP or EM-WPOP

categories. Gaussian mixtures with anisotropic covariances are one such case. Though

the majority of uses of these mixtures in the literature to date have been limited

to rigid transformations [29, 45], recent work [7, 74] has also applied anisotropic

covariances in nonrigid deformation contexts. As more varied transformations come

to be used with anisotropic covariances, a specification of the typical form of the
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resulting TUE may allow the extension of the GEM-Basic algorithm to these cases.1

Finally, on a concrete note, the performance of the WPOP solutions for non-

rigid GRBF transformations used in the oriented points experiments in this work

were notably much slower than the solutions for other kinds of transformations (see

Table 4.4 and Table 5.5). This is because the GRBF transformation’s effect on ori-

entation vectors makes the solution of the WPOP equation difficult, and accordingly

the implementation relied on a gradient-based optimization of the GRBF weights.

The number of weights is equal to dM where d is the dimension, and M the num-

ber of points in the model point set, and this large number of parameters—along

with the computational expense of the objective and gradient—seems to make the

optimization process computationally intensive and slow to converge. Therefore, to

make the nonrigid GRBF transformations more useful in oriented point registration

problems—particularly applications with a time constraint—more efficient solutions,

or alternative nonrigid transformations with more efficient solutions, would be a valu-

able contribution.

6.3.3 Validation, Optimization, and Improvements of the TEE to CT

Registration Framework

There are a variety of improvements to the TEE to CT registration framework devel-

oped in Chapter 3 that would be necessary to move the method toward actual clinical

application for navigation purposes. Crucially, validation with ground truth data sets

1It should be noted that the above-cited works using anisotropic covariances do not share a
common form of TUE. Some of the works treat the covariance as an unconstrained statistical
variable to be estimated [45, 74], while others model the anisotropies as dependent on the current
state of the transformation [7, 29], leading to different equations and approaches to optimization.
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is necessary to demonstrate the correctness of the output registrations. This may re-

quire a combination of future studies considering synthetic data, phantom studies,

animal models, and/or expertly annotated human clinical data.

Also critical to clinical applicability would be optimization of the 2D/3D and

temporal search process. The exhaustive search as reported in Chapter 3 takes several

hours to run for a given patient, which is not an option for a perioperative process, to

say nothing of intraoperative requirements. Accordingly, optimization of this search

is a key aspect of carrying on the work on this framework, and several possible

approaches are discussed in Chapter 3.

There are at least two improvements to the TEE preprocessing that may also

improve the hypothetical clinical workflow, or the accuracy of the registration. First,

the requirement to manually place the points on the border of the various cardiac

chambers on the first TEE image in the sequence is undesirable. It is possible that

modern segmentation methods or other developments could remove this requirement.

Second, the target point sets for each image in the sequence were extracted using a

simple Canny edge detector. Improved feature detection algorithms providing bet-

ter target point sets could improve the resulting registrations. Furthermore, target

point sets with less noise and fewer irrelevant points may allow the use of nonrigid

transformations with higher degrees of freedom to better capture the actual temporal

variations of the endocardial boundary in the images.
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6.4 Conclusion

My primary aim in this research has been to understand and demonstrate how com-

plex transformations can be represented and applied within state of the art proba-

bilistic point or oriented point set registration frameworks. I have made two novel

methodological contributions in considering this problem, namely, a cardiac TEE to

CT registration framework, and a generalized algorithm for point set registration al-

lowing modular combination of transformations so as to facilitate application-specific

model-based registration. The results in both synthetic data experiments and regis-

trations based on actual clinical data have suggested that these contributions show

promise in their respective goals. It is my hope that the work presented in this

dissertation will aid researchers and practitioners in constructing application-specific

solutions to the problems they face, and help solve complex registration problems in

a variety of medical applications.
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Appendix A

Derivations

A.1 Deriving the Action of Transformations on Orientation Vectors

For a differentiable transformation T , the action T ? x̂ can be derived by assuming

that the oriented point x is a sample from an underlying smooth contour (in 2D) or

surface (in 3D). In both cases, the final result is that

T ? x̂ =
JT (x)−Tx̂

||JT (x)−Tx̂||
. (A.1)

A.1.1 Derivation in 2D

Let x0 be an oriented point on a smooth contour in R2. Suppose the curve is locally

parameterized by function c : R→ R2 such that c(0) = x0. The tangent vector to the

curve will be given by ∂c/∂t|t=0 = t0. After applying transformation T , the tangent

vector at T (x0) will be

∂

∂t

∣∣
t=0
T (c(t)) = sign(det(JT (x0)))JT (x0)t0.
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Note that multiplying by the sign of the determinant here serves to preserve the local

orientation of the tangent.

Then, assuming without loss of generality that c is oriented counter-clockwise,

the orientation x̂0 will be R−π/2t0 (up to normalization), that is, the tangent vector

rotated by −π/2. Similarly, after applying T , the normal T ? x̂0 will be (up to

normalization)

T ? x̂ = sign(det JT (x0))R−π/2JT (x0)t0 = sign(det JT (x0))R−π/2JT (x0)Rπ/2x̂0.

Now, suppose

JT (x0) = M =

a b

c d

 .
Then

R−π/2MRπ/2 =

 d −c

−b a

 ,
which is exactly det(M)M−T.

Hence, the normal will be (up to normalization)

T ? x̂ = det JT (x0) sign(det JT (x0))JT (x0)−Tx̂0.

Noting that det JT (x0) sign(det JT (x0)) is a positive constant, and normalizing, the

normal is then

T ? x̂ =
JT (x0)−Tx̂0

||JT (x0)−Tx̂0||
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A.1.2 Derivation in 3D

Now let x be an oriented point sampled from a smooth, outward oriented surface S

in R3. Let S be parameterized locally around x by S(α, β) such that S(0, 0) = x.

Then, up to normalization,

x̂ =
∂S

∂α

∣∣
(0,0)
× ∂S

∂β

∣∣
(0,0)

Similarly, for the transformed surface

T ? x̂ = sign(det(JT (x)))

[
∂T (S)

∂α

∣∣
(0,0)
× ∂T (S)

∂β

∣∣
(0,0)

]
= det(JT (x))

[
JT (x)

∂S

∂α

∣∣
(0,0)
× JT (x)

∂S

∂β

∣∣
(0,0)

]
,

where multiplying in the sign of the determinant again serves the purpose of main-

taining the local outward orientation.

There is an identity for the cross-product of two vectors multiplied by the same

matrix:

(Mv)× (Mw) = det(M)M−T(v × w).

Hence

T ? x̂ = det(JT (x)) sign(det JT (x))JT (x)−T

[
∂S

∂α

∣∣
(0,0)
× ∂S

∂β

∣∣
(0,0)

]
.

Again noting that det(JT (x)) sign(det(JT (x))) is a positive scalar, and normalizing,

the result is therefore

T ? x̂ =
JT (x)−Tx̂

||JT (x)−Tx̂||
.
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A.1.3 Proving Equation (A.1) Respects Composition

The operation ? respects function composition in the sense that

(T1 ◦ T2) ? x̂ = T1 ? (T2 ? x̂)

To see this, note that

JT1◦T2(x̂) = JT1(T2(x̂))JT2(x̂),

by the chain rule. Therefore

JT1◦T2(x̂)−T = JT1(T2(x̂))−TJT2(x̂)−T.

Then

(T1 ◦ T2) ? x̂ =
JT1(T2(x̂))−TJT2(x̂)−Tx̂

‖JT1(T2(x̂))−TJT2(x̂)−Tx̂‖

= JT1(T2(x̂))−T JT2(x̂)−Tx̂

‖JT1(T2(x̂))−TJT2(x̂)−Tx̂‖
‖JT2(x̂)−Tx̂‖
‖JT2(x̂)−Tx̂‖

= JT1(T2(x̂))−T(T2 ? x̂)
‖JT2(x̂)−Tx̂‖

‖JT1(T2(x̂))−TJT2(x̂)−Tx̂‖

=
JT1(T2(x̂))−T(T2 ? x̂)

‖JT1(T2(x̂))−T JT2 (x̂)−Tx̂

‖JT2 (x̂)−Tx̂‖‖

=
JT1(T2(x̂))−T(T2 ? x̂)

‖JT1(T2(x̂))−T(T2 ? x̂)‖
= T1 ? (T2 ? x̂)
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A.2 Deriving Updates for the von Mises-Fisher Concentration Parameter

For notational convenience, let µ̂j = T ? ŷj. Iν(x) will refer to the modified Bessel

function of the first kind. Ignoring terms not dependent on κ, the negative expected

complete data log-likelihood will be

Q(κ) = −
∑
i,j

pjiκµ̂j
Tx̂i −Np log(Cd(κ)),

where Np =
∑

ji pji. Then, differentiating and setting to 0 gives

− C ′d(κ)

Cd(κ)
=

∑
i,j pjiµ̂j

Tx̂i

Np

. (A.2)

It is easy to see that if a separate κj is used for each von Mises-Fisher distribution in

the mixture, that the equations will separate per j as

− C ′d(κj)

Cd(κj)
=

∑
i pjiµ̂j

Tx̂i
Nj

(A.3)

where Nj =
∑

i pji. Note that the sums are modified to be only over i, as j is a fixed

value.

In either case, for arbitrary d,

Cd(κ) =
κd/2−1

(2π)d/2Id/2−1(κ)

C ′d(κ) = − κd/2−2

(2π)d/2)Id/2−1(κ)2
Id/2(κ) = −Cd(κ)

Id/2(κ)

Id/2−1(κ)
, (A.4)
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where the derivative can be derived via the quotient rule combined with the identity

I ′d/2−1(κ) =
d/2− 1

κ
Id/2−1(κ) + Id/2(κ).

Defining Ad(κ) = Id/2(κ)/Id/2−1(κ), and substituting this into Equation (A.2) gives

Ad(κ) =
Id/2(κ)

Id/2−1(κ)
= −C

′
d(κ)

Cd(κ)
=

∑
i,j pjiµ̂j

Tx̂i

Np

(A.5)

The equivalent version for separate κj is

Ad(κj) =

∑
i pjiµ̂j

Tx̂i
Nj

(A.6)

Comparing Equation (A.5) to Equation 3 from Sra et al. [103] it is apparent that

they are equivalent but with an alternatively defined

R̄ =

∑
i,j pjiµ̂j

Tx̂i

Np

.

Using separate κj, a separate R̄j can be defined per component as

R̄j =

∑
j pjiµ̂j

Tx̂i

Nj

.

With this updated definition for R̄, their algorithm for updating κ can be applied

directly here. This gives exactly the procedure defined in Algorithm 4.1.
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A.2.1 Special Case for d = 3

For d = 3, C3(κ) simplifies due to the identity1

sinh(x) =

√
πx

2
I1/2(x)

which leads to

C3(κ) =
κ

4π sinhκ

C ′3(κ) = C3(κ)

(
1

κ
− cothκ

)
.

Substituting this into Equation (A.2) and rearranging gives

1

κ
= cothκ− R̄, (A.7)

which is exactly the pairwise equivalent of the fixed point iteration given in Equa-

tion (2b) from Ravikumar et al. [95].

Alternatively, one may note that in this case A3(κ) = −C ′3(κ)/C3(κ) = coth(κ)−

1/κ. Substituting this into the Newton’s method iteration in Algorithm 4.1, gives

exactly the update defined in Equation (4.15).

1The derivation in this section can be applied just as readily with separate κj by replacing κ with
κj and R̄ with R̄j .

144



A.3. PROOF OF LEMMA 4.1

A.3 Proof of Lemma 4.1

Let Q(T ) be the function being optimized. That is,

Q(T ) =
∑
i

∑
j

αji‖xi − T (yj)‖2 +R(T ).

Expanding the square norm gives

Q(T ) =
∑
j

∑
i

(
αjixi

Txi
)

︸ ︷︷ ︸
A

− 2T (yj)
T
∑
i

(αjixi)︸ ︷︷ ︸
B

+T (yj)
TT (yj)

∑
i

αji︸ ︷︷ ︸
C

+R(T )

Defining wj =
∑

i αji and vj =
∑

i αjixi/wj, and substituting into the above, we get

B = 2wjT (yj)
Tvj

C = wjT (yj)
TT (yj)

Further, note that A is completely constant with respect to T . Therefore, optimizing

Q(T ) with respect to T is the same as optimizing any other function identical to Q(T )

except with A replaced to some other T -independent term. Therefore, replacing A

with A = wjvj
Tvj gives

Q′(T ) =
∑
j

[
wjvj

Tvj − 2wjT (yj)
Tvj + wjT (yj)

TT (yj)
]

+R(T )

=
∑
j

wj‖vj − T (yj)‖2 +R(T )

which is exactly the form required to belong to class EM-WPP.
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A.4 Proof of Theorem 4.2

The negative log-likelihood for a set of observations X will be

N∑
i=1

− log (p(xi; T,Θ)) +R(T ) + S(Θ)

where R(T ) and S(Θ) correspond to the negative logarithm of whatever prior dis-

tributions are present on the parameters T,Θ. Letting the individual components

of the mixture p(xi | zi = j, T,Θj) = f(xi; T (yj),Θj), the probability distribution

function (PDF) for the mixture model will be

p(x; T,Θ) = π0η(x) +
M∑
j=1

πjf(x; T (yj),Θj)

making the posterior distribution computed during the E-step

pji =
πjf(xi; T (yj),Θj)

p(xi; T,Θ)
.

The expected negative complete data log-likelihood is then

E(pji, T,Θ) = −
∑
i,j

pji log(f(xi; T (yj),Θj))−
∑
i,j

pji log(πj) +R(T ) + S(Θ)

Because the mixture is in class EM-WPP, there is a function Q(pji, T,Θ) in WPP

form, such that E(pji, T,Θ) = Q(pji, T,Θ) + ∆(pji,Θ) and

Q(pji, T,Θ) =
∑
j

wj‖vj − T (yj)‖2 +R(T )
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for some definition of vj and wj that may depend on pji and Θ. The key point is

that optimizing E(pji, T,Θ) with respect to T is equivalent to optimizing Q(pji, T,Θ)

with respect to T .

Now, modify the definition of the mixture such that the components are given by

p(xi | zi = j, T,Θj, κj) = f(xi; T (yj),Θj)V(x̂i; T ? ŷj, κj). This extends the model

to the domain of oriented points, making the PDF

p(x; T,Θ, {κj}) = π0η(x)/Vd +
M∑
j=1

πjf(x; T (yj),Θj)V(x̂i; T ? ŷj, κj)

where Vd is the area of the (d− 1)-sphere surface embedded in Rd, and divides η(x)

corresponding to a uniform distribution for the orientational components. The E-step

posteriors will be

p′ji =
πjf(xi; T (yj),Θj)V(x̂i; T ? ŷj, κj)

p(xi; T,Θ, {κj})
,

giving a negative expected complete-data log-likelihood of

E ′(p′ji, T,Θ, κj) = −
∑
i,j

p′ji log(f(xi; T (yj),Θj))

−
∑
i,j

p′ji log(V(x̂i; T ? ŷj, κj))

−
∑
i,j

p′ji log(πj) +R(T ) + S(Θ)

which is exactly

E ′(p′ji, T,Θ, κj) = E(p′ji, T,Θ)−
∑
i,j

p′ji log(V(x̂i; T ? ŷj, κj))
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Defining ŵj = κj
∑

i p
′
ji and v̂j = κj(

∑
i p
′
jix̂i)/ŵj and expanding the second term

gives

−
∑
i,j

p′ji log(V(x̂i; T ? ŷj, κj)) = −
∑
i,j

p′ji
(
κjx̂i

T(T ? ŷj) + logCd(κj)
)

= −
∑
j

ŵj v̂j
T(T ? ŷj)−

∑
i,j

p′ji log(Cd(κj))

and therefore

E ′(p′ji, T,Θ, κj) = E(p′ji, T,Θ)−
∑
j

ŵj v̂j
T(T ? ŷj)−

∑
i,j

p′ji log(Cd(κj))

Noting that the third term is independent of T , this lets us define

Q′(p′ji, T,Θ, κj) = Q(p′ji, T,Θ)−
∑
j

ŵj v̂j
T(T ? ŷj)

=
∑
j

wj‖vj − T (yj)‖2 −
∑
j

ŵj v̂j
T(T ? ŷj) +R(T )

which is a WPOP equation such that minimizing it with respect to T is equivalent

to minimizing E ′ with respect to T .

A.5 Proof of Theorem 4.3

To be a GEM algorithm, the M-step update must be guaranteed to reduce the neg-

ative expected complete-data log-likelihood. In the case of a GEM, the algorithm is

guaranteed to reduce the actual negative log-likelihood—that is, the incomplete-data

log-likelihood—at every iteration.

Because the distribution M-step is assumed to be executed in the standard way, the
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value of the negative expected complete-data log-likelihood is guaranteed to decrease

in line 6. Therefore, it is enough to show that GEMUpdateTransformation is

guaranteed to decrease the negative expected complete-data log-likelihood.

Within GEMUpdateTransformation in Algorithm 4.4, the negative expected

complete-data log-likelihood is represented by the function Q(T ). Q(T ) is evaluated

at the very beginning of the procedure prior to making any change. At each stage of

the loop, Q(T ) is reevaluated, and if the value has not decreased, the loop continues.

Therefore, to establish that GEM-Basic is a GEM, the only thing that needs to be

proved is that the loop terminates without s decreasing below 1. To see this, note

that if s = 1, the number of transformations in T1,s is only one, and therefore the

result of the call to RecursiveUpdateTransformation is simply to update T1

to TUET1(V, T2,k(Y ),W ). By definition of TUET1 this is guaranteed to update T1 in

such a way that Q(T ′1 ◦ T2,k) is reduced from the initial value. Therefore, the loop

condition is guaranteed to be satisfied by, in the worst case, this final iteration.

On the matter of convergence, a GEM algorithm is guaranteed to monotonically

decrease the negative log-likelihood. Therefore, a sufficient condition to prove conver-

gence of the value of the negative log-likelihood is simply that it be bounded below.

For a generic mixture of the form in Equation (2.1) then the negative log-likelihood

for a point set X will be

−
N∑
i=1

log

(
π0η(xi) +

M∑
j=1

πjf(xi; µj,Θj)

)

If η and f are both bounded above over the allowed parameter space, then there

exists a B such that B > η(x) and B > f(x;µ,Θ) for all x and Θ. Therefore, the

negative log-likelihood will be bounded below by −N logB.
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A.6 Deriving Bounds on the Dice and Jaccard Coefficients

The Dice coefficient is defined in terms of sets P and Q as

D =
2|P ∩Q|
|P |+ |Q|

.

Letting P and Q be the sets of cases classified as “good” by two independent classifiers

randomly assigning “good” with probability p, and N be the total number of cases,

the expected value E(|P |) = E(|Q|) = pN . To be classified as good by both will have

probability p2, so E(|P ∩Q|) = p2N , hence the expected value of the Dice coefficient

will be

2p2N

pN + pN
= p

which for p = 0.75 is 0.75.

The Jaccard coefficient is defined

J =
|P ∩Q|
|P ∪Q|

.

For two classifiers as above, the expected number of the items in the union will

be

E(|P ∪Q|) = E(|P |+ |Q| − |P ∩Q|) = (2p− p2)N

giving the expected Jaccard coefficient

p2N

(2p− p2)N
=

p

2− p

which for p = 0.75 comes to 0.6.
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This gives lower bounds on the expected values of the Jaccard/Dice coefficients

assuming the classifiers are totally independent. For classifiers that agree better

than chance, one would expect higher values for the Jaccard/Dice coefficients than

predicted here.

A.7 Basic Transformation Updates

In this section the solutions used in the various experiments to solve the TUE for

EM-WPP and EM-WPOP problems are described.

A lemma that will be useful in the coming derivations will be the following, from

Myronenko and Song [80]:

Lemma A.1. Let R be an unknown rotation matrix and A be a known real square

matrix. Let USV T be a singular value decomposition of A where UUT = V V T = I,

S = d(si), s1 ≥ s2 ≥ · · · ≥ sd ≥ 0. Then the optimal rotation matrix that maximizes

trace(ATR) is

R = UCV T

where C = d(1, . . . , 1, det(UV T)).

Consider two properties of the trace:

1. trace(M) = trace(MT) for any square matrix M

2. The trace is invariant under cyclic permutations. For example trace(ABC) =

trace(BCA) = trace(CAB).
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A.7.1 WPP Solutions

For each type of transformation we need to solve a WPP equation of the form

arg min
T

M∑
j=1

wj‖vj − T (yj)‖2 +R(T ).

The regularization may or may not be present depending on the transformation.

Combining Lemma A.1 with the facts about the trace mentioned above, a lemma

can be derived that will be very helpful for the transformations involving rotation

matrices.

Lemma A.2. Let P and Q be paired point sets of size M , and uj a set of M weights.

Let P and Q be d×M matrices containing the points in the columns and d(u) be an

M ×M diagonal matrix of the weights. Let s > 0 be an arbitrary isotropic scaling

factor. Then the solution to the WPP problem for a single rotation matrix R, i.e.

arg min
R

∑
j

uj‖pj − sRqj‖2

is V CUT where V , C, and U are as defined in Lemma A.1, for A = Qd(u)PT.

Proof. In terms of the matrices defined above,

∑
j

uj‖pj − sRqj‖2 = trace((P −RQ)d(u)(P − sRQ)T)

Expanding this and removing terms with no R dependence gives

− trace(Pd(u)(sRQ)T)︸ ︷︷ ︸
Term 1

− trace(sRQd(u)PT)︸ ︷︷ ︸
Term 2

− trace(sRQd(u)(sRQ)T)︸ ︷︷ ︸
Term 3
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Notice that Terms 1 and 2 are equal because the matrix product inside the traces are

the transpose of one another. The third term is actually independent of R because

trace(sRY d(w)(sRQ)T) = trace(RTRQd(u)sQT) = trace(IQd(u)sQT)

Therefore, minimizing the WPP equation is equivalent to maximizing term 1

trace(Pd(u)(sRQ)T) = trace(Pd(u)sQTRT)

and so by Lemma A.1, RT = UCV T where A = sQd(u)PT and therefore

R = V CUT.

Note however, that this R is actually independent of s, because

A = sQd(u)PT = USV T

implies

A/s = Qd(u)PT = U(S/s)V T

so only the singular values of A are changed. The orthogonal matrices of singular

vectors that are used to compute R are independent of whether s is included in A or

not.

There are also a couple things to be said of matrix transformations.

Lemma A.3. Any matrix plus translation transformation T (q) = Mq + t giving
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WPP ∑
j

uj‖pj −Mqj − t‖2

has, for the translation, solution

t = p̄−Mq̄

where p̄ =
∑

j ujpj/
∑

j uj and q̄ =
∑

j ujqj/
∑

j uj. Solving for the matrix can then

be achieved by minimizing ∑
j

uj‖
¯
uj −M

¯
qj‖

where
¯
uj = uj − ū and

¯
qj = qj − q̄.

Proof. Differentiating with respect to t, setting to 0, and rearranging gives

t =

∑
j uj(pj −Mqj)∑

j uj
= p̄−Mq̄

Substituting back into the WPP equation gives

∑
j

uj‖uj −Mqj − (p̄−Mq̄)‖2 =
∑
j

uj‖
¯
uj −M

¯
qj‖2

Lemma A.4. Any matrix transformation of the form T (q) = Mq+ t can be used to

minimize the regularized WPP

∑
j

uj‖pj −Mqj − t‖+ λ‖M −M0‖2
F
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by updating t = p̄−Mq̄ as in Lemma A.3. M can be updated using the same method

as Lemma A.3, except adding d additional points to {
¯
pj} and {

¯
qj}. For

¯
p:

¯
pM+i = M0i

for i = 1, . . . d and M0i is the ith column of M0. For
¯
q:

¯
qM+i = Ii where Ii is the ith

column of the identity matrix. Then to the weights uj: uM+i = λ.

Proof. The added regularization term is independent of t, and therefore does not

affect how t should be updated. In solving for M :

λ‖M −M0‖2
F = λ

d∑
i=1

‖Mi −M0i‖2 =
M+d∑
i=M+1

uM+i‖
¯
pj −M

¯
qj‖2

so
M∑
j=1

uj‖
¯
pj −M

¯
qj‖+ λ‖M −M0‖2

F =
M+d∑
j=1

uj‖
¯
pj −M

¯
qj‖2

Therefore, any of the matrix based transformations below can also be regularized

to not stray too far from a given initial value.

Rotation

A rotation about point c can be represented by rotation matrix R where

T (y) = R(y − c) + c.

Then the task is to minimize

∑
j

wj‖vj −R(yj − c)− c‖2. =
∑
j

wj‖(vj − c)−R(yj − c)‖2
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Letting P = {vj − c}, and Q = {yj − c}, and uj = wj, the TUE can be solved via

Lemma A.2.

Rigid/Similarity Transformation

The rigid transformation can be represented by a rotation matrix R and translation

vector t where

T (y) = Ry + t.

A similarity transformation can be represented by adding a scalar s > 0 such that

T (y) = sRy + t.

The rigid transformation can be considered by fixing s = 1.

From Lemma A.3, we get t = v̄ − sRȳ, and only need to solve

∑
j

wj‖
¯
vj − sR

¯
yj‖2

and so R can be computed from Lemma A.2 where P = {pj = vj − v̄} and Q =

{qj = yj − ȳ}. Finally, if s is included (that is, the transformation is taken to be a

similarity transformation), then the scale can be found by differentiating with respect

to s, giving

0 =
∑
j

2wj(pj − sRqj)TRqj

which, solving for s, gives

s =

∑
j wjpj

TRqj∑
j wj‖qj‖2
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Affine Transformation

An affine transformation is given by T (q) = Aq + t where A is an invertible matrix.

Again from Lemma A.3, we get t = v̄ − Aȳ and can solve for A by minimizing

∑
j

wj‖
¯
vj − A

¯
yj‖2

Differentiating with respect to the entries of A, setting to 0, and writing in matrix

notation gives ∑
j

wjA
¯
yj

¯
yj

T =
∑
j

wj
¯
vj

¯
yj

T

so

A =

(∑
j

wj
¯
vj

¯
yj

T

)(∑
j

wj
¯
yj

¯
yj

T

)−1

Nonrigid GRBF Transformation

For the GRBF transformation, letting Y be an M × d matrix containing the points

of Y in the rows, the matrix form of the transformed point set is T = Y +GW where

G is M ×M such that Gij = exp(−‖yi − yj‖/(2β2)) and W is the M × d matrix of

weights. The typical regularization for this transformation is then

λ

2
trace(WTGW )
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Letting zj be the jth row of GW , representing the offset of the jth point yj, the WPP

equation to be minimized is

∑
j

wj‖vj − yj − zj‖2 + trace(WTGW )

After differentiating this with respect to the entries of W , setting to 0, rearranging,

and writing in matrix form:

GT(λIM×M + d(w)G)W = GTd(w)(V − Y )

where d(w) is an M ×M diagonal matrix of the weights wj. This is a linear equation

which can be solved for W .

A.7.2 WPOP Solutions

Note that for matrix transformations, the solution for translation t from Lemma A.3

applies to WPOP problems as well, because the additional terms for the orientations

have no t dependence.

Lemma A.5. Let P and Q be paired oriented point sets of size M , and uj and ûj

be sets of M weights. Let P and Q be d ×M matrices containing the points in the

columns and d(u) be an M × M diagonal matrix of the weights u. Let P̂ and Q̂

be d ×M matrices containing the orientations in the columns, and d(û) a diagonal

matrix of the weights û. Let s > 0 be an arbitrary isotropic scaling factor. Then the

solution to the WPOP problem for a single rotation matrix R, i.e.

arg min
R

∑
j

uj‖pj − sRqj‖2 −
∑
j

ûjpj · (Rqj)
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is V CUT where V , C, and U are as defined in Lemma A.1, for A = 2sQd(u)PT +

Q̂d(û)P̂
T

.

Proof. The position term in the WPOP equation is identical in form to the WPP

problem from Lemma A.2. Following the proof to Lemma A.2, observe that the

position terms can be rewritten as

−2 trace(Pd(u)(sRQ)T)

Similarly, considering the orientation terms:

−
∑
j

ûj p̂j · (Rqj) = − trace(P̂ d(û)(RQ̂)
T

Therefore, minimizing the WPOP equation is equivalent to maximizing

trace((2sPd(u)QT + P̂ d(û)Q̂
T

)RT)

By Lemma A.1, RT = UCV T where

A = 2sQd(u)PT + Q̂d(û)P̂
T

and therefore R = V CUT. Note that unlike Lemma A.2, this result is not independent

of s, because s appears in the position terms but not the orientation terms.

159



A.7. BASIC TRANSFORMATION UPDATES

Rotation

A rotation about a point c can be represented by rotation matrix R where

T (y) = R(y − c) + c; T ? ŷ = Rŷ

Then the task is to minimize

∑
j

wj‖vj −R(yj − c)− c‖2 −
∑
j

ŵj v̂j · (R · yj)

=
∑
j

wj‖(vj − c)−R(yj − c)‖2 −
∑
j

ŵj v̂j · (Rŷj)

Letting P = {pj − c, p̂j} and Q = {qj − c, q̂j} and uj = wj, ûj = ŵj, the TUE can be

solved by Lemma A.5.

Rigid/Similarity Transformation

A similarity transformation can be represented by a rotation matrix R, translation t

and scale factor s > 0, where

T (y) = sRy + t; T ? ŷ = Rŷ

From Lemma A.3 we get t = v̄ − sRȳ, and only need to solve

∑
j

wj‖
¯
vj − sR

¯
yj‖2 −

∑
j

ŵj v̂j · (Rŷj)

The solution for R comes directly from Lemma A.5, with P = {
¯
vj, v̂j} and Q =
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{
¯
yj, ŷj}. Similarly, the solution for s is the same as that for the WPP case because

the orientation terms have no s dependence, giving

s =

∑
j wj¯

vj
TR

¯
yj∑

j wj‖¯vj‖
2

An important difference to note between this solution and the WPP solution is

that here the equations for R and s are interdependent. Therefore, applying these

two updates in sequence makes the solution a sequence of CM-steps, rather a true

optimal solution for the TUE.

Affine Transformation

An affine transformation represented by invertible matrix A and translation t will act

on an oriented point as

T (y) = Ay + t; T ? ŷ =
A−Tŷ

‖A−Tŷ‖

From Lemma A.3 we get t = v̄ − Aȳ and only need to minimize

Q =
∑
j

wj‖
¯
vj − A

¯
yj‖2 −

∑
j

ŵj v̂j ·
[
A−Tŷ

‖A−Tŷ‖

]

with respect to A.

No direct solution for this problem was found and so the equation was minimized

using a gradient-based numerical optimization to solve for the coefficients of the

matrix A.
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Nonrigid GRBF Transformation

For the GRBF transformation, letting Y be an M × d matrix containing the points

of Y in the rows, the matrix form of the transformed point set is T = Y +GW where

G is M ×M such that Gij = exp(−‖yi − yj‖2/(2β2)) and W is the M × d matrix of

weights. The typical regularization for this transformation is then

λ

2
trace(WTGW )

No direct solution for this problem was found and so the equation was minimized

using a gradient-based numerical optimization on the coefficients in the matrix W .

A.7.3 Subset Transformations

Suppose TS is a basic transformation as above, but constrained to act only on a subset

of the points S ⊆ {1, . . . ,M}. Then the WPOP problem is

∑
j

wj‖vj − TS(yj)‖2 − ŵj(TS ? ŷj) · v̂j +R(TS)

Note that the WPP problem is the same without the terms referring to the orientation

vectors. Then for j 6∈ S, TS(yj) = yj and TS?ŷj = ŷj so removing terms not dependent

on TS we get ∑
j∈S

wj‖vj − TS(yj)‖2 − ŵj(TS ? ŷj) · v̂j +R(TS)
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Letting VS and YS be point sets containing the subset of points in S from V and Y

respectively, the optimal T ′S is therefore

T ′S = TUETS(VS,YS,WS)

Therefore any basic transformation with a solution as discussed above can be con-

strained to apply only to a subset, and solved using the same basic strategy.

A.7.4 WPP/WPOP-Invertibility of Basic Transformations

Rotations and rigid transformations preserve distances and angles. Therefore, for any

rotation or rigid transformation T , and points v and y

‖v − T (y)‖ = ‖T−1(v)− y‖

and so the transformation T is WPP-invertible with IT (W ) = W . For orientations,

if R is the rotation matrix used in T , T ? x̂ = Rx̂, and therefore

v̂ · (T ? ŷ) = v̂ · (Rŷ) = (RTv̂) · ŷ = (T−1 ? v̂) · ŷ.

Given both of these results, the transformation T is WPOP-invertible without needing

to modify the position or orientation weights.

Similarity transformations are rigid transformations with an additional isotropic

scale factor s. Accordingly

‖v − T (y)‖ = s‖T−1(v)− y‖
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Therefore, the transformation is WPP-invertible where IT (wj) = wj/s for all j.

The effect on orientations is the same as a rigid transformation, so the above

argument for orientations holds, where IT (ŵj) = ŵj.

The other basic transformations discussed above are not WPP/WPOP-invertible.

A.8 Proof of Theorem 5.1

The first condition of Theorem 5.1 ensures that every transformation in T can be

updated at least some of the time and therefore that the algorithm can be meaning-

fully thought to be optimizing the entirety of transformation T , as opposed to only a

subset.

The only way for the algorithm to fail to improve the function Q is for the loop in

GEMUpdateTransformationSubset to fail to terminate before s = 0. Therefore

it is enough to show the loop will terminate for s > 0.

Suppose the current active transformation subset gi for some i ∈ {1, . . . , k}. Let

L be the largest number such that L < n for all n ∈ gi. There are two important

facts to consider about the transformations in T1,L.

1. The fallback strategy as implemented in GEMUpdateTransformationSub-

set is such that the last L iterations will do nothing because all T1,L are cur-

rently inactive. Thereore, the iterations where s < L + 1 can not improve the

value of Q

2. By condition 2, any non-identity transform in {T1, . . . , TL} will be WPP or

WPOP-invertible.

By the first fact, the last opportunity for the fallback strategy to succeed is when s =

L+1, such that T1,L+1 is being optimized by RecursiveUpdateTransformation.
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But by the second fact, RecursiveUpdateTransformation will correctly invert

all transformations in T1,L (identity transformations need no inversion), and therefore,

when UpdateSingleTransformation is applied to TL+1 it is guaranteed to be

optimizing an equation equivalent to the current TUE for the entire equation with

respect to the parameters of TL+1. Therefore, this final iteration, where s = L+ 1, is

guaranteed to succeed.

165



Appendix B

Additional Results

B.1 Additional Results from Chapter 4

The uncropped versions of the outlier experiments for the bug in Figure 4.2 are shown

in Figure B.1.

B.2 Additional Results from Chapter 5

B.2.1 Results for the Bug Model

The uncropped versions of the outlier experiments for the bug in Figure 4.2 are shown

in Figure B.1.

B.2.2 Results for the CT to TEE Registration

Figure B.3 is a 3D version of the results shown in Figure 5.4.

166



B.2. ADDITIONAL RESULTS FROM CHAPTER 5

0.00 0.17 0.33 0.50
0

0.05

0.1

0.15

0.2

G
T

 R
M

S
 E

rr
o
r

Outlier Ratio

0.00 0.17 0.33 0.50
0

0.02

0.04

0.06

0.08

0.1

N
N

 R
M

S
 E

rr
o
r

Outlier Ratio

Figure B.1: Bug registration results applying GEM-Basic on points (blue) and
oriented points (green). The ground truth errors (left) and nearest-neighbour RMS
errors (right) are summarized in box plots for the outlier experiments. These are the
uncropped results, corresponding to plots in Figure 4.2.
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Figure B.2: The box plots summarize the results for the bug registration for outlier
experiments both points (left) and oriented points (right). The three compared meth-
ods are GEM-Basic (blue), GEM-Stagger (green) and GEM-Separate (red). These
are the uncropped versions of the plots in Figure 5.1.
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Figure B.3: Qualitative TEE to CT registration results for each of the four patients.
Results are shown for GEM-Basic (left), GEM-Stagger (center) and GEM-Separate
(right). This is a 3D version of the results shown in Figure 5.4.
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