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Abstract

This thesis presents the formulation and experimental validation of an autonomous

ground vehicle path following control method that combines feedback linearization

(FBL) with model predictive control (MPC). The use of MPC for ground vehicle

path following tasks has shown to provide high-performance results by leveraging a

predictive model to better inform real-time control actions. Traditionally, MPC for

ground vehicle path following requires solving computationally expensive nonlinear

optimization problems. This increased computational burden can be a significant

challenge for real-time implementation. This thesis presents a formulation combining

MPC and FBL (MPC+FBL) that is designed to not require the use of expensive

nonlinear optimization techniques to solve the MPC optimization. The result is a

simple and computationally inexpensive control method that can be used on systems

with limited computational resources to achieve near-optimal path following.

This MPC+FBL controller was initially tested in simulation, followed by hardware

experiments using a 60 kg skid-steer robot. Hardware experiments were performed

indoors and outdoors on various terrains such as plastic floor tiles, grass and sand.

The results from these experiments show that the MPC+FBL formulation is capable

of near-optimal path following control and achieved more than 30% lower average path

following errors in comparison to an implementation of a nonlinear MPC presented
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in the recent literature. Furthermore, this MPC+FBL formulation can complete

controller calculations approximately five times faster than the implemented nonlinear

MPC, validating its ability to perform model predictive control with a significantly

reduced computational expense.
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Chapter 1

Introduction

The use of autonomous ground vehicles has shown significant benefits in mature in-

dustries such as automotive and mining [1, 2] as well as more recently in new settings

such as food delivery and mobile sanitation [3, 4]. For these autonomous ground

vehicles to traverse unknown and challenging environments, precise control of the ve-

hicle’s motion is essential. Path following is a common form of motion control where

the vehicle of interest is tasked with following a desired path irrespective of time.

Desired paths could be predetermined or generated online based on the information

from the vehicle’s navigation and guidance systems as it travels through the environ-

ment [5]. The goal of a path following control system is to choose appropriate control

actions for the vehicle to closely follow the desired path and reduce path following

errors. Ground vehicle path following has been extensively studied for a variety of

vehicle types using simple and advanced control strategies [5, 6]. Simple path follow-

ing control algorithms often exhibit reactive behaviour where control actions are only

made once the vehicle has deviated from the desired path [7, 8]. These techniques

are simple and computationally efficient to implement but often do not provide the

best path following performance.
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With recent improvements in mobile computing, more advanced control techniques

have been developed where predictive control actions are made to better follow a

desired path as it changes ahead of the vehicle. An example of predictive control is

called Iterative Learning Control (ILC). ILC iteratively learns path following errors

through repeated trials for a specific path and incorporates additional control action

to further reduce expected errors on subsequent trials [9, 10]. Although ILC has

shown to be capable of high-performance path following, the requirement to retrain

the controller for new paths and environments limits its versatility and ease of use.

An alternative advanced control technique that does not require path specific

training is called Model Predictive Control (MPC). MPC uses a vehicle model to

predict future path following errors ahead of the real vehicle over a prediction time

horizon, given a sequence of control inputs. By minimizing a cost function that is

usually a weighted sum of the predicted errors and the sequence of control inputs, a

new optimal sequence of control inputs can be found to minimize the predicted errors.

The first input from this optimal control sequence is applied to the physical vehicle

for real-time control, and then the prediction and optimization process is repeated at

the next sample time [11, 12, 13, 14, 15]. MPC can immediately be used on a variety

of paths and terrains with the benefits of predictive control. However, its performance

is limited by the accuracy of the predictive model to the real vehicle that is being

controlled. In general, the versatility and predictive ability of MPC has proven it to

be a powerful control strategy for ground vehicle path following tasks [11, 16].
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1.1. PROBLEM DEFINITION AND MOTIVATION

1.1 Problem Definition and Motivation

The predictive models used for wheeled vehicles are highly nonlinear and results in

an MPC cost function that can become a non-convex function with multiple optimal

solutions. To minimize non-convex cost functions, they must be solved iteratively

using nonlinear solving techniques [6, 13]. MPC formulations with nonlinear mod-

els are commonly referred to as nonlinear model predictive control (NMPC). This

process of iterative prediction and optimization for NMPC becomes extremely com-

putationally expensive. In certain cases, NMPC can be so computationally expensive

that it cannot be completed fast enough and the optimization must be aborted with

an approximate solution to maintain a constant control update rate, resulting in

sub-optimal control [17]. Despite the performance benefits of NMPC for ground ve-

hicle path following, NMPC formulations can be challenging to implement given the

associated computational burden.

This work proposes a method of combining feedback linearization (FBL) with

model predictive control for ground vehicle path following to eliminate the need for

nonlinear solving techniques and improve computational efficiency. The computa-

tional time savings provided by this formulation could allow for increased complexity

of other tasks such as navigation, guidance or control to improve path following per-

formance. Furthermore, mobile vehicles equipped with low-cost computing hardware

(Arduino or Raspberry Pi) that typically have slower clock speeds and less memory

than conventional computers could use this formulation to path follow more effectively

[18].
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1.2. RELATED LITERATURE

1.2 Related Literature

This section discusses related literature on the topic of model predictive control and

its fusion with feedback linearization for ground vehicle path following problems.

1.2.1 Model Predictive Control (MPC)

Model predictive control has seen many applications in mobile ground vehicle path

following, where many efforts have been made to improve both model prediction

accuracy and optimization techniques. The most simple models used are kinematic

vehicle models, which only predict vehicle position based on the model’s kinematic

constraints. These models have shown to provide reasonable path following prediction

for real vehicles but performance is limited when the real vehicle behaves differently

from the prediction due to unmodelled dynamics [14, 16]. To account for challenging

vehicle and terrain dynamics, others have used dynamic vehicle models to improve

the accuracy of the prediction. However, vehicle modelling and dynamic parameter

identification can be extremely challenging and these more complex models tend to

increase the computational burden of the NMPC [11, 15, 16]. To avoid the difficulty of

building accurate dynamic models, some researchers have resorted to using machine

learning algorithms to learn a vehicle’s unmodelled dynamics and augment baseline

vehicle models (kinematic or dynamic) for improved prediction [12, 13, 19]. The

learning-based MPC strategies present significant improvements in path following over

non-learning-based MPC but require large computational capabilities to be carried

out in real-time.

An added benefit to iteratively solving NMPC optimizations is that state and

input constraints can be applied to the optimization such that the optimal control

4



1.2. RELATED LITERATURE

solution satisfies these constraints. State constraints are often included for safety

purposes to keep the predicted model states within a safe driving space, such as in a

driving lane or within racetrack limits, while input constraints are applied to account

for actuator limitations for more realistic model prediction and safe actuation of

the physical vehicle [12, 20]. Despite the obvious benefits to these constraints for

real-world applications, their integration leads to additional non-convexity in the

optimization problem, which results in increased computational complexity [11].

Many NMPC path following formulations have been implemented on physical ve-

hicles on different terrains to present their effectiveness when using the various models

and constraint considerations discussed above. Yet, certain work in the literature does

not comment on the computational limitations involved with the nonlinear optimiza-

tion, while others acknowledge the performance limitations and compromises made

but discussions are often limited [11, 12, 16, 19]. The nonlinear optimization has

been approached in various ways for NMPC, where some have used open-sourced

solving packages [16, 21], while others developed custom nonlinear optimization pro-

grams using techniques like Gauss-Newton minimization and Sequential Quadratic

Programming (SQP) [11, 19, 20]. The literature presents significant advancements

with NMPC for ground vehicle path following but the associated computational bur-

den remains to be an apparent challenge in this field of work.

1.2.2 MPC with FBL

To avoid the challenging optimization problem for NMPC, researchers have used feed-

back linearization (FBL) with MPC to convert the nonlinear optimization problem

into a linear optimization, which can be easily solved without iterative optimization
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[22]. Feedback linearization is a common nonlinear control technique where feedback

information about the system state is used to convert a nonlinear system into a con-

trollable linear system. This is completed by using a nonlinear change of inputs, such

that the mapping from a new input to the system state is linear, thus making the

system appear linear [23]. FBL has been used extensively for ground vehicle path

following given its simplicity [7, 24] but does not provide optimal path following due

to its reactive nature. Certain work has presented the combination of ILC and FBL

which significantly improved path following performance by using predictive control

actions while benefiting from the simple FBL framework [9, 10].

Despite the clear benefits of using FBL with MPC for simplified optimizations

[22, 25], very little research has applied this technique for ground vehicle path follow-

ing problems. Related work has been done where the combination of MPC and FBL

has been applied to ground vehicle trajectory tracking and vehicle formation problems

but were only tested in simulation experiments [26, 27]. The most topical published

work is from Nguyen et al. [28] who implemented a formulation of MPC+FBL for path

following control but experiments were again only performed in simulation. These

relevant publications present the promising capabilities of MPC+FBL for ground

vehicle control but the limitations of this formulation when applied in real-world sce-

narios are unknown. Additionally, these examples of MPC+FBL all consider input

constraints in their respective optimizations, which can complicate the optimization

process as previously discussed. This work proposes an alternative formulation of

MPC+FBL for path following with a simplified feedback linearized system and no

optimization constraints on states or inputs to limit computational strain. Although

input constraints can be beneficial for realistic model prediction and vehicle control,

6
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we argue ground vehicle path following using MPC+FBL can be done without con-

straints for the sake of improved computational efficiency. To properly understand

the capabilities and limitations of MPC+FBL for ground vehicle path following, this

work completed preliminary kinematic and dynamic vehicle simulation experiments

followed by field experiments using a skid-steer robot in an indoor laboratory envi-

ronment and outside on grass and sand.

1.3 Organization of Thesis

Chapter 2 presents the kinematic and dynamic vehicle models used for path following

controller design and simulation experiments, followed by the robot hardware con-

figurations and descriptions of testing locations used for field experiments. Chapter

3 presents the design and implementation of a reactive feedback linearization path

following controller (PD+FBL) and the proposed MPC+FBL controller with various

cost function definitions. Additionally, the methods used to implemented a nonlinear

model predictive control (NMPC) strategy from [13] are presented in Chapter 3. This

is followed by Chapter 4 which presents the implementation and results from all sim-

ulation and field experiments. The experimental implementation includes the design

of the desired paths and guidance system, path following performance metric defi-

nitions, controller tuning procedures and dynamic model validation. The presented

results compare the path following performance in simulation and field experiments

between the PD+FBL, NMPC and MPC+FBL controller formulations. Additionally,

the computational efficiency of the tested controllers are compared and discussed. Fi-

nally, Chapter 5 summarizes the contributions made in this thesis and briefly discusses

the future work in this field of research.

7



Chapter 2

Experimental Platforms and Testing Environments

This chapter presents a summary of the vehicle models used for this research, as

well as the platforms used for simulation and field experiments to test the proposed

MPC+FBL path following controller. The kinematics of a unicycle vehicle model are

described in Section 2.1, while a more realistic dynamic model of the unicycle vehicle

is presented in Section 2.2. These kinematic and dynamic models are then defined in

discrete-time as required for all simulation and hardware implementation. Following

model definitions, the experimental configurations for simulation and field tests are

discussed in Section 2.4 and finally testing locations used for the field experiments

are shown in Section 2.5.

2.1 Vehicle Kinematic Model

Although this work is implemented on a skid-steer vehicle, we approximate the kine-

matics of these vehicles by using the kinematics of a unicycle vehicle model similar to

the work presented in [10] and [13]. Consider the unicycle vehicle shown in Figure 2.1

as a single wheel that can drive and turn without falling over. This vehicle can only

move in the rolling direction of the wheel (x1) and not slide laterally. This unicycle

8



2.1. VEHICLE KINEMATIC MODEL

Figure 2.1: Diagram of a unicycle vehicle in the global reference frame [X, Y ].

can be uniquely described by the coordinates q = (x, y, θ) ∈ R2 × S1, where x, y

and θ are the position and orientation of the centre of the vehicle with respect to the

global reference frame [X, Y ] as shown in Figure 2.1. Assuming that the wheel does

not slip laterally, the kinematics of the unicycle vehicle are given by

q̇ = Γ(q)u =


ẋ

ẏ

θ̇

 =


cos θ 0

sin θ 0

0 1


︸ ︷︷ ︸

Γ(q)

v
ω


︸︷︷︸

u

, (2.1)

which describes the vehicle’s rate of change of position and orientation in continu-

ous time. This vehicle model is controlled by two independent inputs, which are a

commanded forward vehicle speed (v) and vehicle yaw rate (ω) which are shown in

u ∈ R2. A complete derivation of the unicycle kinematics can be found in Appendix

A.2.1. This kinematic unicycle model is the foundation for the predictive model used

by the MPC+FBL and NMPC path following controllers and in the derivation of the

FBL control law presented in Chapter 3.
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Figure 2.2: Free body diagram of a unicycle vehicle in the global reference frame
[X, Y ].

2.2 Vehicle Dynamic Model

This kinematic model does not account for any vehicle dynamics or terrain interac-

tions. To attempt to capture these dynamics, a dynamic unicycle model was derived

to serve as a more realistic platform to test path following controllers in simulation.

Again, consider the unicycle vehicle state q = (x, y, θ) within [X, Y ], but now with

inputs v ∈ R2 that are the applied force (f) and torque (τ) on the unicycle vehicle

as shown in Figure 2.2. The dynamics of the unicycle are written as
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Mq̈ = Γ(q)v + λA(q), (2.2)
m 0 0

0 m 0

0 0 Iz


︸ ︷︷ ︸

M


ẍ

ÿ

θ̈

 =


cos θ 0

sin θ 0

0 1


︸ ︷︷ ︸

Γ(q)

f
τ


︸︷︷︸

v

+λ


− sin θ

cos θ

0


︸ ︷︷ ︸

A(q)

, (2.3)

where f represents the generalized forward driving force in the rolling direction of

the wheel and τ is the generalized steering torque to turn the unicycle. The vehicle’s

mass is represented as m and moment of inertia about the vertical z-axis as Iz at the

point (x, y). The variable λ represents the force on the wheel required to maintain the

no lateral slip constraint of the unicycle and is applied in the direction specified by

A(q). If λ exceeds the lateral tractive force provided by the ground, then the no-slip

constraint is broken and the unicycle will slide laterally. Similar to the kinematic

vehicle model, a complete derivation for the vehicle dynamics are found in Appendix

A.2.2. For this model to function with the proposed MPC+FBL controller, we must

extend this model to convert kinematic vehicle inputs (v, ω) into dynamics inputs

(f, τ), as described next.

2.2.1 Dynamic Model Wheel Torque Control

It is challenging to understand how a steering torque (τ) would be generated on a

unicycle vehicle where there is no intuitive form of steering actuation. As presented

in [29], a two wheeled differential drive vehicle can be modelled as a unicycle given

their identical kinematics. Working backwards from [29], we model a two wheeled

differential drive vehicle shown in Figure 2.3 as a method to identify the generalized

inputs used on the dynamic unicycle model in (2.3). Based on the forces applied on
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Figure 2.3: Free body diagram of a two wheeled differential drive vehicle used to
calculate generalized forces on the dynamic unicycle vehicle model.

the ground from each wheel (Fl, Fr) of the differential drive vehicle, we can approxi-

mate the generalized driving force and steering torque (f, τ) applied on our dynamic

unicycle model. These ground forces are produced by modelled wheel torque con-

trollers for each wheel, where these controllers generate commanded torques to turn

the wheels based on the error between the desired wheel speed and the current model

wheel speed. To integrate velocity commands from the path following controller and

velocity states from the unicycle dynamic model, the unicycle referenced velocities

(v, ω) are converted to independent wheel velocities by using the mappings

vl = v − ωw
2

(2.4)

vr = v + ω
w

2
. (2.5)

Here vl and vr are the forward velocities of the left and right wheel respectively and

w is the track width of the differential drive vehicle shown in Figure 2.3. Based on
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Figure 2.4: Free body diagram of wheel interaction with the ground given an rota-
tional torque.

Figure 2.4, a driving force on the ground from a wheel can be approximated as

Fw =
τw
Rw

, (2.6)

where τw is output from the wheel torque controller and Rw is the radius of the wheel.

For simple traction modelling, the magnitude of Fw is a function of the available

friction from the ground (Ffriction) and is further discussed in Section 2.2.2.

By performing this wheel force approximation for both left and right wheels

(Fl, Fr), the generalized forces on a unicycle body are

f = ΣFx1 = 2(Fl + Fr) (2.7)

τ = Στz = w(Fr − Fl). (2.8)

Since this model is made to replicate a skid-steer vehicle with four-wheels, where two

wheels on each side of the vehicle are driven together, the applied force from either

wheel (Fl and Fr) is doubled. More information about the design and validation of
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2.2. VEHICLE DYNAMIC MODEL

the wheel torque controllers for this model is discussed in Section 4.5.1.

2.2.2 Wheel-Ground Interactions

For this dynamic model to account for the available traction from the terrain, the

wheel friction forces in both longitudinal and lateral directions are modelled, similar

to [29]. The available traction for a wheel is considered to be a function of the static

or kinetic friction in each direction depending on the magnitude of the applied force.

If the applied wheel force exceeds the available static friction in a respective direction,

the wheel will slip until the force is reduced [29, 30]. This is a simple approximation

of wheel-ground interactions but provides a baseline for the traction available to the

differential drive/unicycle model.

Longitudinal Traction

For a rolling wheel that is not slipping/spinning in the longitudinal direction (the

rolling direction), the maximum tractive force available to the tire is modelled as

Fs = FNµs, (2.9)

which is provided by static friction [30]. Where FN = mg is the normal force acting on

the tire based on gravitational acceleration and the weight of the vehicle on the wheel

as well as µs is the coefficient of static friction. Considering the available friction, Fw

represents the applied driving force to move a wheel in its rolling direction. When the

wheel is not slipping longitudinally, we also consider rolling resistance to be the only

resistive force slowing the vehicle down (ignoring air resistance). Modelling rolling

resistance can be difficult as it is dependent on many variable factors such as tire

pressure and vehicle velocity [31] but for simplicity we model rolling resistance “rr”
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as

Frr = FNµrr. (2.10)

For this model, the rolling resistance coefficient of friction is µrr � µs and this resistive

force is only present when the wheel is rolling. Considering the driving forces applied

to each wheel on the differential drive model (Fwl
and Fwr), the force provided by

longitudinal traction to move the vehicle can be calculated. For example, the applied

force on the left wheel follows

Fl =


Fwl
− Frr, Fwl

<
FN
2
µs

FN
2
µk, Fwl

≥ FN
2
µs,

(2.11)

where FN is divided in two to distribute the vehicle’s normal force between both

wheels. This calculation is also done identically for the right wheel force (Fr). Addi-

tionally, the coefficient of kinetic friction is µk and in general µk < µs, which results

in a smaller tractive force to the wheel when exceeding the static friction limit (i.e.,

wheel slip) [30].

Lateral Traction

Lateral traction modelling is done based on the lateral forces on the unicycle dynamic

model rather than the differential drive vehicle. This follows similar friction modelling

to longitudinal traction but with no rolling resistance because the wheel cannot roll

laterally. Since the only force applied laterally on the unicycle is λ, which is the

force required to maintain the no lateral slip constraint, we only need to assess if λ is

exceeding the available traction provided by friction. Similar to the lateral traction
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Figure 2.5: Diagram of unicycle vehicle showing velocity vectors in [X, Y ] in the case
the vehicle is slipping.

model in [29], the value of λ follows

λ =


mvω, λ < FNµs

FNµk, λ ≥ FNµs

(2.12)

where µs and µk are also the static and kinetic coefficients of friction. These coeffi-

cients are not necessarily the same in both the longitudinal and lateral directions but

they were assumed to the be the same for simplicity’s sake. The solution for λ can

be found in Appendix A.2.2.

With this unicycle model, the vehicle velocity components change depending on

whether the no lateral slip constraint has been broken or not. Consider Figure 2.5,

which shows an example of velocity vectors in [X, Y ] based on the vehicle velocity

v =
√
ẋ2 + ẏ2, where ẋ = vX and ẏ = vY . This diagram shows that the velocities in

16



2.2. VEHICLE DYNAMIC MODEL

the vehicle frame [x1, y1] are

vx1 = vX cos θ + vY sin θ (2.13)

vy1 = −vX sin θ + vY cos θ (2.14)

based on the velocities relative to the global reference frame. This is only valid when

the unicycle is sliding laterally because there are velocity components in both x1 and

y1. However, if the value of λ is within the available lateral static friction, then the

no lateral slip constraint on the wheel is maintained and vy1 = 0. Since the unicycle

is only moving forward with a velocity of vx1 , then the vX and vY are redefined as

components of vx1 as

vX = vx1 cos θ (2.15)

vY = vx1 sin θ. (2.16)

Since this model is used in simulation, the driving forces based on ground friction and

velocity components are constantly recomputed based on commanded inputs and the

dynamic parameters set for the model.

We recognize that this dynamic model is a simple approximation of a skid-steer

vehicle, and does not capture the complex dynamics involved with these vehicles. As

highlighted in [32, 33, 34], the dynamics of skid-steer vehicles require comprehensive

force and velocity modelling on all wheels to properly capture the vehicle’s motion.

This modelling becomes complicated considering the wheels have to skid laterally for

the vehicle to turn. The validation of this dynamic model is discussed in Section

4.5.1, where the model was given the same inputs from a field trial and the output

was compared to the response of a real vehicle. Despite this model not capturing all

the dynamics of a skid-steer vehicle, the validation shows that this dynamic model

17



2.3. VEHICLE MODELS IN DISCRETE-TIME

can produce similar behaviour to a real vehicle given the same inputs1.

2.3 Vehicle Models in Discrete-Time

Although the continuous-time vehicle models discussed above describe the unicycle’s

kinematics and dynamics, they are not realistic when implemented in simulation

or on a real vehicle because computers and sensors make calculations at discrete-

time instances, not continuously. Therefore, the vehicle models must be modified to

account for discrete-time sampling and application. In discrete-time, let T represent

the time between each sample, where T > 0 and let k represent a single time step,

where k = 1, 2, ..., n and n is the number of time steps in a particular dataset or field

trial. To discretize the continuous-time vehicle state q(t), let t = kT so the vehicle

state in discrete-time is q(kT ).

To define (2.1) in discrete-time, an approximation for nonlinear systems discussed

in Appendix A.3.2 is used and is only valid for small T . This discrete model assumes

that the vehicle state qk = q(kT ) and vehicle inputs uk = [vk, ωk] are held constant

between consecutive time steps (k → k + 1). Based on these assumptions,

qk+1 =


xk

yk

θk

+ T


cos θk 0

sin θk 0

0 1


vk
ωk

 (2.17)

is the discrete-time kinematic model for the unicycle vehicle to calculate the vehicle

state at the next time step (qk+1). This discrete-time unicycle model is used in the

kinematic vehicle simulator for preliminary experiments presented in Section 2.4.1 as

1This model was initially developed as a substitute for field testing given the COVID-19 lockdown
in the spring of 2020. However, once it was safe enough to return to campus to perform field
experiments, the further development of the dynamic model was no longer necessary.
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well as the predictive models for the NMPC from [13] and the proposed MPC+FBL

controllers presented in Chapter 3.

Following the same discrete-time approximations as the kinematic model, the

unicycle dynamic equation (2.3) in discrete-time is

q̇k+1 =


ẋk

ẏk

θ̇k

+ T


1/m 0 0

0 1/m 0

0 0 1/Iz





cos θk 0

sin θk 0

0 1


fk
τk

+ λk


− sin θk

cos θk

0


 (2.18)

Following the vehicle dynamics calculation, the new position of the dynamic model

(qk+1) is calculated using the vehicle kinematics from (2.17). The input velocity to

the kinematic model (vk) is based on the velocity components ẋk and ẏk that are

functions of the available traction from the ground as discussed in Section 2.2.2. All

dynamic model related calculations such as wheel torque and wheel traction are also

discretized under the same assumption that they are constant in-between time steps.

The methods used to implement the presented kinematic and dynamic vehicle models

in simulation experiments are discussed next.

2.4 Experimental Platform Configurations

This section describes the platform configurations for both simulation and field exper-

iments, followed by descriptions of the locations used for field testing. All simulation

and hardware experiments were executed using the middle-ware computer program

called the Robot Operating System (ROS) [35]. ROS is a commonly used open-

sourced platform for robotic applications and is a communication interface between

hardware (sensors and actuators) and software (navigation, guidance and control

logic). ROS identifies individual scripts of code as ‘nodes’, which can send or receive
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information to or from other active ROS nodes [36]. This platform allows for a vari-

ety of separate scripts of software to communicate and work together to accomplish

tasks, like autonomous path following. Since it was known that the robotic platform

to be used for field experiments is operated via ROS, it was advantageous to initially

develop control software and vehicle simulations in ROS to ease hardware integration.

The distribution of ROS used for this research is ROS Kinetic [37].

2.4.1 Simulation Configuration

The developed simulation configuration used two communicating ROS nodes, a sim-

ulated vehicle node and the path following controller node. A block diagram of this

configuration is shown in Figure 2.6. The simulated vehicle ROS node consists of

the software to implement either the kinematic or dynamic unicycle vehicle models

discussed in Sections 2.3, while the path following controller node sends commanded

inputs to the simulated vehicle to follow a desired path using the controllers presented

in Chapter 3. All ROS nodes were written using Python 2.7, because this is the ver-

sion of Python that is supported by ROS Kinetic [37]. Since this simulation provides

an exact vehicle pose (q), no simulated vehicle navigation was included because the

purpose of this simulation platform was to only test the path following control algo-

rithms. With the goal of testing the proposed controllers in the field on a physical

robot that operated via ROS, the path following controller and simulated vehicle

nodes were intentionally made as separate ROS nodes. This was beneficial because

the same path following controller ROS node used in simulations could be integrated

with the physical robot without modifications. The simulated vehicle node was also

designed to have identical inputs and outputs as the physical robot to further ease
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Figure 2.6: Simplified block diagram of simulation structure between path following
controller and simulated vehicle ROS nodes.

hardware integration. The computer used to run all simulations was a Lenovo T431s

laptop with a four-core 2.10 GHz Intel Core i7-3687U processor and 8 GB of RAM

that was running ROS Kinetic on an Ubuntu 16.04 operating system.

2.4.2 Field Experiment Configuration

All field experiments were performed using a Clearpath Husky A200 mobile robot.

This robot is a commercially available four-wheeled skid-steer vehicle that is a mod-

ular platform for mobile field robotics [38]. The Husky robot was tested in indoor

and outdoor environments, which are discussed in Section 2.5 and pictures of each

Husky configuration are shown in Figure 2.7. The Husky’s powertrain consists of two

24 V DC motors powered by a 24 V battery, where each motor drives a pair of wheels

on either side of the robot. Each pair of wheels are driven together via a drive belt
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LiDAR GPS Laptop 

IMU 

Figure 2.7: Photos of the Husky robot configuration for indoor testing (left) and
outdoor testing (right).

and are mounted directly to the vehicle’s chassis with no suspension. Additional ve-

hicle dimensions, dynamic properties and technical information about the Clearpath

Husky is shown in Table 2.1. Specific dynamic properties of the vehicle, such as mass

and moment of inertia were estimated due to the additional hardware and equipment

mounted on the vehicle. The value for vehicle moment of inertia was provided by

an open-sourced vehicle model from Clearpath Robotics [39] and vehicle weight was

approximated based on the stock weight of the Husky from [38] and the approximate

mass of sensors and hardware mounted on the vehicle.
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The same Lenovo T431s laptop used for simulation experiments was used to op-

erate the Husky robot in the field. The Husky has onboard wheel-motor controllers

that take forward and angular velocity commands (vcmd, ωcmd) as inputs and applies

the appropriate electrical signals to the wheel-motors to move at the commanded

speeds. Since the Husky was tested in indoor and outdoor environments, different

sensor configurations were required for navigation. The sensor suite on the Husky

for indoor mapping and navigation consisted of the built-in wheel motor encoders, a

LORD microstrain 3DM-GX3-25 IMU (gyroscope) and a Velodyne VLP16 LiDAR.

The outdoor navigation suite used a LORD microstrain 3DM-GX5-25 IMU (gyro-

scope) and a Swift Navigation Duro GPS with an RTK (Real-time Kinematic) base

station. The RTK base station was a Novatel FlexPak6 GPS receiver connected to a

Microhard VIP2-2400 radio. The base station would broadcast RTK corrections over

a broadband WiFi network for the onboard computer send to the Duro GPS receiver

for improved GPS position estimates. All sensor transforms to the reference point on

the Husky were calculated with millimeter level precision using a 3D CAD model of

the robot and all implemented sensors.

The vehicle guidance and control systems were custom written using Python 2.7,

while open-source ROS packages were used for navigation tasks such as indoor map-

ping and state estimation. A block diagram showing the navigation, guidance and

control systems relative to the Husky robot used for field experiments are shown in

Figure 2.8. To localize indoors, a map of the room was required since GPS could not

be used. This indoor mapping was accomplished using the ROS GMapping package

by OpenSLAM that is based on the work presented in [40, 41]. Gmapping builds

a 2D occupancy grid map of indoor environments using the planar laser scan from
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Table 2.1: Vehicle specifications for the Husky robot.

Vehicle Specification Clearpath Husky A200 Robot
Length 0.990 m
Width 0.670 m
Height 0.390 m

Wheel Track (w) 0.555 m
Wheelbase 0.512 m

Wheel Radius (Rw) 0.165 m
Estimated Weight (m) 58 kg
Moment of Inertia (Iz) 2.04 kg·m2

Maximum Forward Speed (vmax) 1 m/s
Drivetrain 2 × 24 V DC geared motors

Battery 24 V 20 A·h Lead Acid

the Velodyne LiDAR and proprioceptive sensors on the robot (IMU and encoders).

To localize within this 2D map, the open source package AMCL (Adaptive Monte-

Carlo Localization) based on [42], was used to provide a vehicle pose estimate using

the same planar scan from the Velodyne LiDAR. Finally, an extended Kalman filter

(EKF) from the open-source package robot localization was used for vehicle state

estimation [43]. For indoor navigation, this EKF was fusing the measured linear ve-

locity from the wheel encoders (v̂x1,k), yaw rate from the IMU gyroscope (ω̂k) and

pose estimate from AMCL (x̂k, ŷk, θ̂k) to produce an estimate of the vehicle’s position

(q̂k) with [X, Y ].

Alternatively, outdoor navigation was done using a ROS node within the

robot localization package called navsat transform node. This node transforms

GPS longitude and latitude measurements into a position estimate (x̂k, ŷk) within

the robot’s global reference frame [X, Y ]. This reference frame is world-fixed and

redefined by vehicle pose every time the navigation suite is launched. The estimated
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Figure 2.8: Block diagram of Husky robot system structure used for field experiments.

position output from the navsat transform node was fused with the IMU gyroscope

data (ω̂k) in the robot localization EKF to provide a filtered vehicle pose estimate

outdoors (q̂k). Wheel odometry was not used for outdoor navigation because the

robot would experience significant wheel slip in challenging terrain and would report

incorrect forward velocity measurements to the filter.

The vehicle pose estimate from the robot localization EKF was used by the
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vehicle guidance system to calculate the path following performance relative to the

known desired path. Based on the covariances from the EKF, the estimated position

error was approximately ±1 cm for both indoor and outdoor navigation configura-

tions. The robot localization EKF was operating at 30 Hz, while all path following

control was operating at 10 Hz. More information about the technical specifications

and configuration of each sensor used for vehicle navigation is highlighted in Table

D.1. Additionally, Table D.2 presents a list of web references for all open-sourced

navigation packages and sensor drivers used for field experiments.

2.5 Field Testing Locations

The Husky robot was tested at three locations to observe the capabilities of the

proposed MPC+FBL controller in a variety of different dynamic terrains. The first

testing location was the indoor terrain at Ingenuity Labs in Mitchell Hall on Queen’s

University campus, shown in Figure 2.9. The indoor terrain is made of commercially

available interlocking polyvinyl chloride (PVC) garage floor tiles covering a space of

approximately 9 m × 9 m. The PVC floor tiles make for a highly tractive and uniform

driving surface which was ideal for preliminary field tests. All controller development

and tuning was performed at this location because of the consistent environment

conditions and indoor convenience.

The second field testing location was outside on a grass field shown in Figure

2.10, at St. Mary’s on the Lake Hospital in Kingston, Ontario (property of Queen’s

University). The section of grass chosen for testing was a flat area with minimal

bumps in the ground to limit the effect of vehicle pitch or roll on path following

performance. During testing, the grass was dry and appeared to be recently cut,

26



2.5. FIELD TESTING LOCATIONS

which reduced potential wheel slip, terrain deformation or added rolling resistance.

The grass field test area was a logical transition from the uniform indoor terrain

in Mitchell Hall. This grass area introduced unmodelled vehicle-terrain dynamics

and minor terrain deformations which were expected to challenge the path following

controllers.

The last field testing location was at an outdoor sandbox (beach volleyball court)

on Queen’s University campus shown in Figure 2.11. This sandbox testing location

was mostly flat but small bumps in the sand were unavoidable due to the nature of

the terrain. The condition of the sand during all tests was dry and free of larger

debris (rocks, garbage, etc.) which made the sand uniform and easily deformable as

the vehicle was driving. This sandbox terrain was expected to provide a significantly

more challenging driving surface in comparison to the grass and indoor terrain because

of the increased rolling resistance and lack of traction.

These three driving surfaces were chosen to understand the capabilities and lim-

itations of the proposed MPC+FBL controller as the driving surface becomes more

difficult moving from the indoor terrain to the sandbox.
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PVC Floor Tiles 

Figure 2.9: Photo of the Ingenuity Labs indoor testing terrain.
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Recently Cut Grass 

Flat Driving Surface 

RTK-GPS Base Station 

Figure 2.10: Surface and aerial photos of the grass field at St. Mary’s on the Lake
Hospital.
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Dry Sand 

Tracks from  

repeated trials 

Figure 2.11: Surface and aerial photos of the outdoor sandbox testing environment.
Note: RTK-GPS base station is out of photo frame.
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Chapter 3

MPC+FBL Controller Design

This chapter presents the derivation of the feedback linearization (FBL) steering con-

trol law for a unicycle vehicle in Section 3.1 and its integration with a PD controller

to perform path following in Section 3.1.1. Next, the formulation of the proposed

MPC+FBL controller is presented in Section 3.2, which is followed by the definitions

of various cost functions tested with MPC+FBL in Section 3.3. Then, the imple-

mentation of the MPC+FBL controller on a ground vehicle is shown in Section 3.4.

Finally, Section 3.5 presents the NMPC formulation from [13] and the methods used

for implementation in this thesis for predictive control comparisons.

3.1 FBL Control Derivation

This section shows the derivation of a feedback linearization control law for a unicycle

vehicle using (2.1). This law only controls the yaw rate (ω) to steer the vehicle onto a

desired path while driving at a constant forward velocity (v). The process of deriving

the feedback linearized control law follows similar steps shown in [7, 9] but in this

case is done for a unicycle vehicle model as shown in [10]. For this work, the desired

path is a series of evenly, yet closely spaced discrete waypoints, where each waypoint
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specifies a particular desired vehicle pose (xd, yd, θd). More information about the

desired path design is discussed in Section 4.1.

Path following performance metrics were defined to quantify how well the vehicle of

interest is following the desired path. These metrics are referred to as path following

errors and are shown in Figure 3.1. These errors are based on the position and

orientation of a point on the vehicle relative to the closest waypoint on the desired

path. The first path following error is defined as the lateral error (εL), which is the

lateral distance in metres between the reference point on the vehicle (x, y) and a

tangent to the path at the closest waypoint (xd, yd). The second path following error

is heading error (εH), which is the difference between the vehicle’s heading and the

heading of the closest waypoint, measured in radians or degrees. For the Husky robot,

the reference point that is being controlled is at the geometric center of the chassis,

as shown in Figure 3.1.

For this derivation, it is assumed that because the vehicle travels along the desired

path, the X axis of the global reference frame [X, Y ] is continuously aligned with an

instantaneous tangent at the closest waypoint to the vehicle, as shown in Figure 3.1.

In this coordinate frame alignment, the path following errors are always

εL = y (3.1)

εH = θ. (3.2)

By taking the time derivative of (3.1) and (3.2), the error dynamics are

ε̇L = ẏ = v sin(εH) (3.3)

ε̇H = θ̇ = ω, (3.4)

32



3.1. FBL CONTROL DERIVATION

18/11/2020 Vehicle Models Diagrams

1/1

Closest waypoint on  

path to 

Tangent line  

at the closest  

path waypoint

Figure 3.1: Diagram of path following errors defined for Husky robot with respect to
a desired path.

based on the kinematic unicycle model (2.1). Similar to [7, 9, 10], a change of coor-

dinates

z1 = εL = y (3.5)

z2 = ε̇L = ẏ (3.6)

is applied to make a system that can be linearized with feedback linearization. This

new coordinate definition z = [z1, z2]> is referred to as the feedback linearized states.

Based on this change of coordinates,

ż =

ż1

ż2

 =

ε̇L
ε̈L

 =

0 1

0 0


z1

z2

+

0

1

 η = Az + Bη (3.7)

is a second-order linear system as a function of the feedback linearized states, z, and
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3.1. FBL CONTROL DERIVATION

a linear control input, η. From this second-order system, the linear control input is

η = ż2 = ε̈L = ωv cos(εH), (3.8)

and is rearranged to solve for the steering rate input

ω =
η

v cos(εH)
. (3.9)

From this derivation, (3.9) is a nonlinear transformation to generate a commanded

yaw rate (ω) for a unicycle vehicle given the linear control input η. This nonlinear

transformation from η to ω is referred to as the FBL control law. This law works

only when v 6= 0 and εH ∈ (−π
2
, π

2
) to avoid singularities.

3.1.1 PD+FBL Path Following Control

For the FBL control law to be used for path following, it can be paired with a PD

controller

η = Kz =

kP 0

0 kD


z1

z2

 = kP z1 + kDz2 (3.10)

to generate the linear control input η. To reduce the feedback linearized states to

zero and for the path following control to be asymptotically stable, the proportional

and differential gains for this controller are kP , kD < 0, as highlighted in [7]. Since z

is a function of εL and εH , it is clear that as z→ 0 then εL, εH → 0. However, these

control laws must also be defined in discrete-time to be implemented in simulation and

hardware experiments. Given a discrete vehicle state estimate from the navigation

system (q̂k), the vehicle guidance system calculates discrete path following errors

(εL,k, εH,k) and thus discrete FBL states (zk) at the current time k. For a constant
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vehicle speed of v, the discrete-time PD controller and FBL control law are

ηk = kP z1,k + kDz2,k = kP εL,k + kDv sin(εH,k) (3.11)

and

ωk =
ηk

v cos(εH,k)
(3.12)

respectively. This combination of a PD controller and the FBL control law is referred

to as PD+FBL moving forward. The PD+FBL path following controller only steers

the vehicle if there are path following errors, meaning that any steering intervention

is purely reactive. This style of controller is simple and extremely computationally

efficient but does not path follow well due to its reactive nature as discussed previously.

A block diagram of the PD+FBL controller implementation is shown in Figure 3.2.

Finally, the second-order linear system (3.7) in discrete time is approximated as

zk+1 = Fzk + Gηk =

1 T

0 1


︸ ︷︷ ︸

F

z1,k

z2,k

+

T
2

2

T


︸ ︷︷ ︸

G

ηk, (3.13)

and is an essential piece to the MPC+FBL formulation discussed next. For a step-by-

step derivation of discrete-time approximation for linear systems, please see Appendix

A.3.1.

3.2 Model Predictive Control with Feedback Linearization

The combination of model prediction control with feedback linearization (MPC+FBL)

leverages the linear system (3.13) and simple control law (3.12) from FBL with the

predictive framework of MPC to generate optimal control actions with a reduced

computational burden. Again, the benefit of this formulation of MPC+FBL is that
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19/11/2020 Block Diagrams
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Figure 3.2: Block diagram showing integration of a PD controller with the FBL con-
trol law for unicycle vehicle path following control.

it does not require iterative optimization like traditional nonlinear model predictive

controllers (NMPC) [17, 22]. This is because the feedback linearized states and inputs

used in the cost function optimization can generate an optimal solution in a single

step given the convex nature of a linear optimization. However, the model predic-

tion is completed using the nonlinear unicycle vehicle model in (2.17) with the FBL

control law presented in Section 3.1 for more accurate model prediction. These non-

linear predicted states are then converted to the FBL states to be used in the linear

optimization. Additionally, this formulation applies no state or input constraints to
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further simplify the computation. Overall, the lack of iterative optimization signifi-

cantly reduces computation time which is shown by the results in Section 4.7.2. This

section presents the derivation of the MPC+FBL formulation for path following, the

multiple cost function definitions used with MPC+FBL and finally the implementa-

tion of this controller on a mobile vehicle.

As previously discussed, MPC strategies for path following generate an optimal

sequence of control inputs that minimize a cost function that is usually a weighted

sum of the predicted model errors and control inputs over a prediction time horizon.

The first input from this optimal sequence is applied to a physical vehicle for real-time

control, and the process is repeated at every discrete time-step [12, 13].

Let p ∈ R be the prediction time horizon as a discrete number of time steps in

the future from the current discrete time k. To incorporate FBL with MPC, let

uk = (ηk, ηk+1, ..., ηk+p−1) (3.14)

be the sequence of FBL control inputs to be used for model prediction. The input

uk is a p × 1 array starting at time step k and ending at k + p − 1 because these

inputs are used in the FBL control law (3.12) to calculate the predicted model states

for time steps qk+1, . . . ,qk+p. The discrete time integration of the control sequence

is uk = ∆uk + uk−1, where

∆uk = (∆ηk,∆ηk+1, ...,∆ηk+p−1) (3.15)

is the sequence of FBL control updates and the change in a single linear input is

∆ηk = ηk − ηk−1. To make the MPC optimization a linear problem, then we also use

the FBL states (z) as the predicted values we want to minimize, given the sequence of

FBL control inputs (uk). All predicted FBL states are functions of the path following
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errors (i.e., [z1, z2] ≡ [εL, v sin(εH)]) provided by the predictive vehicle model. So, by

minimizing all predicted FBL states over p, then we also minimize all predicted path

following errors and thus, improve path following performance over the horizon p and

for real-time control. Using a predictive model with the input uk, the FBL states

over the prediction horizon are

yk+1 = ∆yk+1 + yk = (zk+1, zk+2, ..., zk+p). (3.16)

Let the discrete change in the feedback linearized states at time step k+1 be ∆zk+1 =

zk+1 − zk and all of the FBL state updates over the prediction horizon are

∆yk+1 = (∆zk+1,∆zk+2, ...,∆zk+p). (3.17)

We can then use the discrete linear system (3.13) to describe how the FBL states

change over the entire prediction horizon as

zk+1 = Fzk + Gηk (3.18)

∆zk+1 + zk = F(∆zk + zk−1) + G(∆ηk + ηk−1) (3.19)

∆zk+1 = F∆zk + G∆ηk (3.20)

∆zk+2 = F∆zk+1 + G∆ηk+1 (3.21)

∆zk+3 = F2∆zk + FG∆ηk + G∆ηk+1 (3.22)

... (3.23)

∆zk+p = Fp∆zk + Fp−1G∆ηk + · · ·+ G∆ηk+p−1, (3.24)
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which are rewritten in matrix form as

∆zk+1

∆zk+2

∆zk+3

...

∆zk+p


︸ ︷︷ ︸

∆yk+1

=



F

F2

F3

...

Fp


︸ ︷︷ ︸

L

∆zk +



G 0 · · · 0 0

FG G · · · 0 0

F2G FG · · · 0 0

...
...

. . .
...

...

Fp−1G Fp−2G · · · FG G


︸ ︷︷ ︸

M



∆ηk

∆ηk+1

∆ηk+2

...

∆ηk+p−1


︸ ︷︷ ︸

∆uk

(3.25)

and more compactly in

∆yk+1 = L∆zk + M∆uk. (3.26)

Now we have a predictive model for how the FBL states change (∆yk+1) over a

prediction horizon p, given the sequence of control input changes (∆uk). This linear

model prediction is also a function of the current change in FBL states, ∆zk =

zk − zk−1, where zk and zk−1 are the current and previous FBL states from the real

system that is being controlled. This discrete linear system is predicted over the time

horizon with respect to ∆z and ∆η because it is used in the cost functions defined in

the following sections. The benefit to using this predicted linear model in cost function

definitions is that matrices such as L and M are constant and can be precomputed

to ease real-time computation. With precomputed matrices, the predicted change in

FBL states is a simple computation because of the linear system.

However, using the feedback linearized system to predict the change in the FBL

states could have drawbacks because this technique assumes that the predicted FBL

states change linearly at every time-step, since L and M are constant. This assump-

tion may result in poor predictions for vehicles driving on highly dynamic terrain
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or following paths with quickly changing geometry, where FBL states (i.e, path fol-

lowing errors) can change inconsistently at different points in time. Since (3.26) is

predicting ∆z for durations of length T over the prediction horizon, it is expected

that the accuracy of the prediction would decrease as T increases. This is because

the predicted changes in FBL states would be used for longer periods of time over the

horizon, which will likely decrease in accuracy for the reasons previously stated. To

limit the potential errors in the predicted FBL state changes from the linear system,

the sample period over the prediction horizon should be kept small (0 < T � 1). This

will leverage the nonlinear model more often to provide better informed FBL states

over the prediction horizon and the predicted FBL state changes will only be used for

short intervals. The relationship between sample period relative to model prediction

accuracy is unknown at this time but should be investigated in future work. The

integration of this predictive linear model with MPC cost functions is shown next.

3.3 MPC+FBL Cost Function Definitions

While developing this formulation of MPC+FBL for path following, it was of interest

to understand how the cost function definition affects path following performance,

considering the variety of different cost functions seen in path following MPC lit-

erature [12, 13, 28]. To investigate this relationship, two different cost functions

were designed and tested. Each cost function formulation generates different opti-

mal sequences of control inputs to minimize the respective cost function, resulting

in different path following behaviour. The nomenclature moving forward for these

formulations are “MPC+FBL Optimization 1” and “MPC+FBL Optimization 2”.

As mentioned earlier, no state or input constraints are applied to either cost function
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optimization in the interest of minimizing computational complexity.

3.3.1 MPC+FBL Optimization 1

For the MPC+FBL Optimization 1 formulation, the cost function is

J1(∆uk) = y>k+1Qyk+1 + ∆u>k R∆uk, (3.27)

where the predicted FBL states (yk+1) and the change in the current sequence of

linear control inputs (∆uk) are weighted. To adjust the influence of yk+1 and ∆uk

on the cost function optimization, Q ∈ R2p×2p and R ∈ Rp×p are two positive-

definite weighting matrices that are tunable to change path following behaviour. Since

yk+1 = ∆yk+1 + yk, we can substitute the predicted linear model over p (3.26) into

the cost function as

J1(∆uk) = (L∆zk + M∆uk + yk)
>Q(L∆zk + M∆uk + yk) + ∆u>k R∆uk. (3.28)

Since J1 is now defined as a quadratic function with respect to ∆uk and is convex,

the optimal sequence of control updates (∆u∗k) that minimizes J1 is found by solving

the partial derivative

∂J1(∆uk)

∂∆uk
= 2(M>QM + R)∆uk + 2M>Q(yk + L∆zk) = 0, (3.29)

and is rearranged to solve for the optimal sequence of control changes as

∆u∗k = −(M>QM + R)−1M>Q(yk + L∆zk). (3.30)

This MPC+FBL formulation generates a sequence of optimal control updates at each

time step k to reduce the predicted FBL states over the prediction horizon. Since J1

is minimized, then the optimal sequence of control updates (∆u∗k) is also minimized.

This means that the changes in optimal control actions are minimized to reduce yk+1.
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An additional benefit to using the FBL linear system in this cost function is that

−(M>QM+R)−1 and M>Q are constant at all times and can be precomputed before

any path following trial to reduce real-time computational complexity. Since the cost

function is now a linear optimization problem with no constraints, this optimization

is done in a single step with minimal computation expense. Please see Appendix B.2

for the step-by-step derivative of MPC+FBL Optimization 1 cost function.

3.3.2 MPC+FBL Optimization 2

The MPC+FBL Optimization 2 formulation is very similar to what is shown in Sec-

tion 3.3.1, but this cost function is

J2(uk) = y>k+1Qyk+1 + u>k Ruk. (3.31)

The Optimization 2 cost function uses the same predicted FBL states (yk+1) and

positive-definite weighting matrices (Q,R) as MPC+FBL Optimization 1 but the

difference is that the magnitude of the control sequence (uk) is weighted, rather than

the change in the control sequence (∆uk). This cost function definition was chosen

because many MPC path following strategies in the published literature weight the

magnitude of the control sequence in their respective cost functions [11, 12, 13].

Following the same predicted linear model and variable substitutions as MPC+FBL

Optimization 1, the cost function is

J2(∆uk) =(L∆zk + M∆uk + yk)
>Q(L∆zk + M∆uk + yk)

+ (∆uk + uk−1)>R(∆uk + uk−1),

(3.32)
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which is now a quadratic function with respect to ∆uk. By performing the same

partial derivative as before, the optimal sequence of control updates (∆u∗k) that min-

imizes J2 is found by solving the linear cost function

∂J2(∆uk)

∂∆uk
= 2(M>QM + R)∆uk + 2M>Q(yk + L∆zk) + 2Ruk−1 = 0 (3.33)

and again rearranged to calculate the optimal sequence of input changes as

∆u∗k = −(M>QM + R)−1(M>Q(yk + L∆zk) + Ruk−1). (3.34)

Here we can see that (3.34) contains the previous control sequence uk−1, which should

increase the magnitude of the change in the optimal control sequence, and thus making

the steering changes more aggressive. For the optimization of J2, the magnitude

of the control actions are minimized rather than the change in control actions as

seen with J1. This means that path following is done with the lowest magnitude of

control actions but these control actions can change as quickly as needed to minimize

yk+1. For the step-by-step derivative of MPC+FBL Optimization 2 (3.32), please see

Appendix B.3.

By taking the optimal sequence of control updates (∆u∗k) produced by either

MPC+FBL Optimization 1 (3.30) or MPC+FBL Optimization 2 (3.34) and adding

it to the previous sequence of control inputs (uk−1), we generate a new optimal

control sequence, u∗k = ∆u∗k + uk−1. As mentioned previously, the first input from

u∗k defined as η∗k, is used in real-time on the vehicle of interest using the FBL control

law to calculate ω∗k and predictively steer the vehicle along the desired path. This

entire process of model prediction and optimization is repeated at every time step for

real-time control.
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3.4 MPC+FBL Controller Implementation

The model prediction for these MPC+FBL formulations is done using the nonlinear

discrete-time kinematic unicycle model (2.17). We cannot use the FBL linear system

in (3.13) to predict the future FBL states (i.e., path following errors) as there would

be no true reference to the desired path. So, the nonlinear unicycle model is used

because it is an approximate model for a skid-steer vehicle [13] which can be controlled

using FBL and provides a vehicle position relative to the desired path. During model

prediction and real-time control, all path following errors are calculated by using

the same guidance system used for the PD+FBL controller, which is discussed in

Section 4.2. This guidance system calculates the lateral and heading path following

errors based on the current vehicle/model pose relative to the closest waypoint on

the desired path. These calculations are made at every real and predicted time step

to continuously update the closest path waypoint, the current path following errors

and FBL states for both real and modelled vehicles. Both MPC+FBL cost function

definitions weight the full feedback linearized state presented in Section 3.1 over most

of the prediction horizon as

yk =



zk

zk+1

...

zk+p−1


. (3.35)

The predicted FBL states (yk) do not include zk+p because the change in the FBL

state is provided by (3.26) to make up yk+1 as seen in the original definitions of J1 and

J2. Due to this, the first FBL state in yk is zk and is computed by using the current

path following errors of the real vehicle ek = (εL,k, εH,k) provided by the guidance
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system.

Algorithm 1 represents the MPC+FBL prediction and optimization process for a

single time-step k. This implementation uses the unicycle kinematic model and the

FBL control law for model prediction and real-time control. At the beginning of a

path following trial, the initial control sequence is u0 = 0, similar to [11, 13]. This

was chosen because there is no ideal first sequence of inputs, so no steering input to

begin is a reasonable first guess. Similar to the PD+FBL controller, this formulation

of MPC+FBL is implemented on a vehicle travelling at a constant forward velocity

(v). Although there were no constraints on the MPC+FBL optimization, the steering

rate command applied to the vehicle (ω∗k) was constrained after the optimization to

ensure reasonable and safe actuation of the real vehicle. For the Husky robot, ω∗k was

saturated to ±2 rad/s because this was found to be near the vehicle’s steering rate

limit. Both MPC+FBL optimization formulations were tested in all simulation and

field experiments discussed in Chapter 4.

3.5 NMPC Controller Implementation

This section presents the methods used to implement a nonlinear MPC (NMPC) path

following controller from Ostafew et al. shown in [13], which we use to compare with

MPC+FBL. This controller was chosen because it uses the same kinematic unicycle

model (2.17) as the MPC+FBL formulation, thus few modifications were required

to replicate this work. It should be clear that the controller presented in [13] is a

learning-based NMPC, which combines an NMPC controller with dynamic learning

capabilities. Fortunately, the dynamic learning components were easily segregated

and only the NMPC formulation was implemented. See Section 3.1 in [13] for further
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Algorithm 1 MPC+FBL prediction and optimization process for a single discrete
time step k.

1: Initial Prediction Conditions:

qk = qk+i, ek = ek+i =

[
εL,k
εH,k

]
, zk = zk+i,

2: ∆zk = zk − zk−1

3:

[
yk,0
yk,1

]
=

[
z1,k

z2,k

]
=

[
εL,k
ε̇L,k

]
=

[
εL,k

v sin(εH,k)

]
4: for i in range 0 : p− 1 do

5: ωk+i =
ηk+i

v cos(εH,k+i)

6: qk+i+1 =

xk+i

yk+i

θk+i

+ T

cos(θk+i) 0
sin(θk+i) 0

0 1

[ v
ωk+i

]
7: Check guidance system for current εL,k+i+1 and εH,k+i+1 based on qk+i+1.

8:

[
yk,2i+2

yk,2i+3

]
=

[
z1,k+i+1

z2,k+i+1

]
=

[
εL,k+i+1

v sin(εH,k+i+1)

]
9: end for

10: Calculate ∆u∗k using (3.30) or (3.34).
11: u∗k = ∆u∗k + uk−1

12: ω∗k =
η∗k

v cos(εH,k)
13: Constrain ω∗k within ±2 rad/s for safe actuation.
14: return ω∗k

details about the design and formulation of the NMPC controller replicated in this

thesis.

This NMPC works similarly to the MPC+FBL by using the nonlinear kinematic

unicycle model (2.17) for prediction over a time horizon of length p. The main differ-

ence between this NMPC formulation and MPC+FBL is that nonlinear optimization

techniques are used to solve the cost function optimization. Additionally, this NMPC

is directly solving for the steering control inputs to the vehicle model and not using
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a change of inputs like the FBL control law for MPC+FBL. This work from Ostafew

et al. [13] used unconstrained Gauss-Newton minimization to solve the optimiza-

tion, which involves using approximate linearization about the states and inputs over

the prediction horizon, then iteratively predicting and optimizing until a solution is

found. Overall, our implementation of this NMPC closely followed [13], but minor

modifications were made and are discussed below. For context, the cost function used

for this NMPC is

J3(u) = (wd −w)>Q(wd −w) + u>Ru, (3.36)

where u = (uk, ...,uk+p−1) is the sequence of vehicle control inputs and a single ve-

hicle input is uk = [vk, ωk]
>. Additionally, wd = (wd,k+1, ...,wd,k+p) is the sequence

of future desired vehicle states and w = (wk+1, ...,wk+p) is the sequence of predicted

vehicle states over the horizon p. For this implementation, wk ≡ qk for the unicycle

vehicle. The future desired vehicle states are calculated by using the guidance system

presented in Section 4.2 to identify the pose of the closest path waypoint to the vehicle

model at each time-step in the prediction. Meanwhile, the predicted vehicle states

are generated by applying u to the kinematic vehicle model (2.17) over p. From this,

the error between the desired and predicted vehicle states are weighted in the cost

function along with u to be minimized in the optimization. The weighting matrices

in J3 are Q ∈ R3p×3p and R ∈ R2p×2p, which function identically to the weight-

ing matrices in the MPC+FBL formulations but are different in dimension. This

NMPC formulation was originally designed to optimize both vehicle inputs (vk, ωk).

But, to ensure the NMPC was only controlling steering similar to the PD+FBL and

MPC+FBL, all optimal velocities were set as constant values (v). Additionally, the

same control signal saturation used for the MPC+FBL was applied to the optimized
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steering command from this NMPC.

Following the derivation in Section 3.1 in [13], the cost function J3 is modified to

account for the linearization of w and u, then is minimized to find a new optimal

sequence of control inputs. Again, this linearization and minimization process is com-

pleted iteratively until an optimal control solution is found. Similar to MPC+FBL,

this NMPC formulation generates an optimal sequence of control updates (∆u∗) and

is found by using

∆u∗ = (H′
>
QH′ + R)−1(H′

>
Q(wd − w̄)−Rū), (3.37)

where H′ is a function of the approximate linearization over the prediction horizon,

w̄ is the predicted model states from (2.17) and ū is the sequence of control inputs

that are iteratively optimized. So the new optimal sequence of control inputs is ū =

ū + ∆u∗, which is used in subsequent optimization iterations or for real-time control

if the optimization has converged. Despite different predicted model states, note that

(3.34) from MPC+FBL Optimization 2 closely resembles (3.37) where both equations

include a weighted previous control sequence as Ruk−1 and Rū, respectively. This is

expected since both the NMPC and MPC+FBL Optimization 2 weight the magnitude

of the control sequence in each cost function definition. Given these similarities, the

control behaviour between the MPC+FBL Optimization 2 and the NMPC should be

very similar.

To ensure NMPC could complete all of its calculations within the 0.1 s controller

sample time, the number of optimization iterations (iOpt) was manually fixed rather

than waiting for solution convergence. During development, it was found that this

NMPC was computationally challenging to implement and the number of optimiza-

tion iterations were specified to manage the computational burden. Although this
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technique implies that a sub-optimal solution could be used for vehicle control, the

alternative option to wait for an optimal solution was not feasible. To potentially al-

leviate unnecessary computations, this NMPC was also programmed to stop iterating

if convergence was achieved. The point of convergence was considered to be when the

magnitude of all values in ∆u∗ are less than 0.01 rad/s. Where this lack of change in

∆u∗ indicated that essentially no change in ū was required, and thus the optimization

was complete. It may be that 0.01 rad/s was an unreasonably small threshold, but it

is unlikely the NMPC would have satisfied larger convergence criteria (e.g., 0.1 rad/s)

based on the few iterations that could be accomplished in 0.1 s. Further discussion

about the computational limitations faced when implementing and tuning the NMPC

are presented Section 4.4.

This NMPC controller was used in all experiments as a benchmark for predic-

tive control. The implementation methods and results for all simulation and field

experiments are presented in the next chapter.
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Chapter 4

Experimental Implementation and Results

This chapter presents the implementation methods and results from experimental

testing. Section 4.1 shows the design and selection of desired paths used for exper-

iments, while the implemented vehicle guidance system is discussed in Section 4.2.

Metrics used to quantify the performance of individual path following trials are high-

lighted in Section 4.3, followed by Section 4.4, which shows the tuning procedure

and optimal gains selected for each controller that was tested. Before presenting the

simulation results, Section 4.5.1 shows the validation of the dynamic model that was

discussed in Section 2.2. Simulation experiments were completed using the kinematic

and dynamic vehicle simulators and the results from these experiments are shown in

Section 4.5. Then, Section 4.6 presents the results from field experiments that were

completed using the Husky robot at the indoor, grass and sandbox testing locations.

The controllers tested were the PD+FBL, NMPC from [13], MPC+FBL Optimiza-

tion 1 and MPC+FBL Optimization 2. All controllers were tested with constant

forward velocities of 0.5 m/s and 0.9 m/s on each testing platform/location. Finally,

comparisons in path following and computation performance for all controllers across

all experimental test platforms are shown in Section 4.7.
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4.1 Experimental Path Design

The desired paths used for simulation and field experiments consisted of a sequence of

evenly spaced discrete waypoints, where each waypoint specifies a particular desired

vehicle pose (xd, yd, θd). These paths were made using a kinematic simulation of a

unicycle vehicle based on (2.17), where path points are recorded based on the pose

of the vehicle. The inputs to the simulated vehicle were a constant forward velocity

v = 0.5 m/s and appropriately timed steering commands (ω) to generate specific

path geometry. The benefit of building desired paths using the simulation is that the

path geometry is exact to design specifications and is kinematically possible for a real

vehicle to drive. However, there are issues with this approach when using a unicycle

vehicle model to build paths for a skid-steer vehicle like the Husky robot. This is

because of the dynamic differences between skid-steer and unicycle vehicles despite

being kinematically similar. That said, it was found in field testing that building paths

using the unicycle model approximation was sufficient for our skid-steer vehicle.

The spacing between all path waypoints was selected to be 0.05 m because this

was an appropriate compromise between path waypoint density and sparsity. If the

waypoint spacing was smaller than 0.05 m, then more computation would be required

to find the closest path waypoint to the vehicle at every time step because of the

increased waypoint density. Alternatively, if the point spacing is greater than 0.05

m, then there would be larger changes in the measured path following errors when

the guidance system has selected a new path waypoint as the next closest point,

which would result in unusual control behaviour. This spacing of 0.05 m is also the

theoretical distance a vehicle would travel between times that the guidance system

would make a calculation (0.1 s) when travelling at the minimum testing speed of
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v = 0.5 m/s. Since we were not testing at speeds lower than v = 0.5 m/s, the path

waypoint density of 0.05 m was adequate for all testing speeds used in experiments.

4.1.1 Experimental Paths

Two paths were made to test the path following controllers when given different path

geometry. The first experimental path shown in Figure 4.1, is referred to as the

Hairpin path. This path consists of a left-hand turn at a constant radius of curvature

of 2 m, followed by a 2 m straight section, then a 180◦ right-hand turn at a constant

radius of curvature of 1 m and finally a 3 m straight section to the end of the path.

The second experimental path shown in Figure 4.2, is referred to as the Loop path.

This path has three left-handed corners where the first corner has a radius of curvature

of 3 m and the following two corners both have radii of curvature of 2 m. There are

straight sections between each corner to allow the vehicle to recover back to the path

before turning the next corner. Both paths were designed to fit within the 9 × 9

m space at the indoor terrain since this location had the smallest useable space for

testing. As shown in Figures 4.1 and 4.2, the beginning of the path is indicated by

the green marker at the X, Y coordinate (0, 0), and ends at the red marker. These

desired paths are defined within the same reference frame [X, Y ] as the vehicle state

estimate (q̂) provided the navigation system discussed in Section 2.4. The Hairpin

path was used for all preliminary testing and controller tuning but once taking the

robot outside in the grass and sand terrains, the 1 m radius hairpin was too difficult

for the Husky to drive at increased speeds. The Loop path was made to be easier for

the Husky to follow without excessive challenges in highly dynamic terrain. The easier

Loop path allowed for more clear performance comparisons between all experiments,
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Figure 4.1: Plot of the Hairpin path shown in the XY plane.

which are discussed in Sections 4.5-4.7.

4.2 Vehicle Guidance System Design

For a vehicle to follow these desired paths, a guidance system was used to assess

where the vehicle should try to drive to, given the known desired path and the current

estimated pose of the vehicle. The guidance system used for this research finds the

closest path waypoint on the desired path to the vehicle and calculates the associated

path following errors. The Euclidean distance between any path waypoint (xi, yi) and
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Figure 4.2: Plot of the Loop path shown in the XY plane.

the current estimated vehicle position (x̂k, ŷk) is

di =
√

(x̂k − xi)2 + (ŷk − yi)2, (4.1)

and the path waypoint with the smallest di is the closest point to the vehicle. To

minimize the guidance system’s computational burden at every time-step k, this

system only calculates di for a certain number of path points ahead (na) and behind

(nb) the closest path waypoint from the previous time-step (k − 1). The benefit to

the guidance system looking both ahead and behind the previous closest waypoint

is to account for potential navigation errors, poor path following performance or

unusual path geometry in the case where the new closest waypoint is unchanged
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or behind the vehicle. It is unnecessary to compute di to path waypoints that are

unlikely or impossible for the vehicle to be near given the previous vehicle position,

previous closest path waypoint and guidance system operating frequency (10 Hz).

This guidance system enables fast and consistent computation times regardless of

number of path waypoints in a desired path. This guidance system is referred to as

“Close Proximity Guidance” and is used for all tested path following controllers for

fast real-time vehicle and predictive model guidance.

4.2.1 Guidance System Computational Efficiency Test

A brief test was done to compare the computational efficiency of the Close Proximity

guidance system to a simpler but more computationally expensive guidance method.

The simpler guidance system works by calculating the Euclidean distance (di) to all

path waypoints at every time-step, which is simple to implement but can become a

cumbersome process when there are many waypoints in a given path. This method is

referred to as “All Points Guidance” for this comparison. Two test simulations were

run using either guidance system with the MPC+FBL Optimization 1 controller to

steer the kinematic unicycle model (2.17) to follow an example path consisting of 315

path waypoints. Using built-in ROS timing functions [44] and the timing measure-

ment method described in Section 4.3, various computation times were recorded in

either guidance system test and are summarized in Table 4.1. The single iteration

time for each guidance system and the time taken for the entire MPC+FBL com-

putation (prediction and optimization) were measured and averaged. Based on the

average single iteration time of each guidance system, the approximate total time

spent on guidance calculations during the MPC+FBL computation was calculated.
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Finally for each trial, we approximated the remaining time in the MPC+FBL com-

putation that was not spent on guidance calculations. This was done to understand

the influence of the guidance system on the MPC+FBL formulation.

Table 4.1: Summary of all timing measurements taken during guidance system effi-
ciency tests between All Points and Close Proximity guidance systems.

Time Measurements All Points
Guidance

Close Proximity
Guidance

Average single iteration
computation time for guidance

system

2.6 ms 0.5 ms

t̄GS,i
Average single iteration
computation time for

MPC+FBL with p = 30

82.3 ms 19.1 ms

t̄cmd,k
Estimated total time spent on
guidance calculations for single

MPC+FBL iteration

78 ms 15 ms

t̄GS,p ≈ t̄GS,i × p
Estimated remaining time in
single MPC+FBL iteration
(everything but guidance)

4.3 ms 4.1 ms

t̄Opt = t̄cmd,k − t̄GS,p

From Table 4.1, we can see that the Close Proximity Guidance operates approx-

imately five times faster than the All Points Guidance for single iterations, which

translates to significantly reduced computation times for the MPC+FBL controller.

We can also see the time spent for non-guidance related calculations for MPC+FBL

(t̄Opt) is approximately the same when using either guidance system formulation.

From this, we deduce that the guidance system is the rate-determining process for

the computational efficiency of this MPC+FBL control strategy.
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4.2.2 Guidance System Implementation

When implementing the Close Proximity guidance system for all controllers, the sys-

tem calculates di for na = 20 waypoints ahead of the vehicle and nb = 10 waypoints

behind. This corresponds to checking for the closest path waypoints 1 m ahead and

0.5 m behind the vehicle, given the constant 0.05 m path waypoint spacing. These

values of na and nb could be optimized to further reduce the system’s computational

burden but it was thought to keep these numbers larger to be conservative. Knowing

the vehicle test speeds of 0.5 m/s and 0.9 m/s, the simulated or real vehicle would

only travel approximately 0.05 m and 0.09 m respectively between guidance system

checks. So the chosen values of na and nb are large enough to effectively capture the

closest waypoint to the vehicle at all testing speeds.

4.3 Path Following Performance Metrics

Once the closest path waypoint has been identified by the guidance system at the

current time step k, the current lateral and heading path following errors (εLk
, εHk

)

are calculated as

εLk
= −(x̂k − xd) sin(θd) + (ŷk − yd) cos(θd) (4.2)

εHk
= θ̂k − θd, (4.3)

where (x̂k, ŷk, θ̂k) is the current estimated vehicle pose from the navigation system and

(xd, yd, θd) is the desired pose of the closest path waypoint to the vehicle. This path

following error calculation is performed differently from what is presented in Section

3.1 because the global reference frame [X, Y ] is world fixed and not continuously

aligned with the desired path. These equations are also used to calculate the path
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following errors for the predictive models in the MPC+FBL and NMPC controllers,

where q̂ is replaced with the current pose of the predicted vehicle model. From

the above equations, we can see that the real-time path following errors are only as

accurate as the estimate provided by the navigation system. As mentioned in Section

2.4, the indoor and outdoor navigation systems provided approximately ±1 cm error

on the vehicle position measurement, which was precise enough for our experiments.

Trivially, the smaller the path following errors, the closer the vehicle is to the path and

the better the following performance. To quantify the path following performance for

each trial, the Root Mean Square Error (RMSE) is calculated for each path following

error using

ε∗,RMSE =

√√√√ n∑
i=1

(ε∗d − ε∗)2

n
, (4.4)

where ε∗ represents either εL or εH over n samples taken during a path following trial.

Note that ε∗d represents either desired path following error which are εLd
= εHd

= 0

at all times. This RMSE calculation is the mean value of the lateral or heading

errors over an entire path following trial, where lower RMSE values indicate that the

vehicle was more closely following the path over the length of the trial. A second

performance metric is the absolute value of the maximum lateral and heading error.

This metric is less indicative of the overall path following performance but it does

highlight the largest path following errors in a given trial. Similar to the RMSE

values, the lower the maximum errors, the better the performance. Additionally, to

compare the change in performance of one controller relative to another, the percent

change in an errors is

% Change = 100%×
(
ε∗,RMSE − εref,RMSE

εref,RMSE

)
, (4.5)
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where ε∗,RMSE and εref,RMSE are the RMSE values (lateral or heading error) from

the controller of interest and a reference controller, respectively. This calculation

is can also be done to calculate the percent change in maximum error between two

controllers.

The final performance metric for each controller is the time spent to make a single

control calculation. This time is compared between all tested path following con-

trollers to highlight the computational efficiency of each strategy. As mentioned in

Section 2.4, all vehicle path following control software is housed within a single ROS

node (Python script). Within this node, the logic for each tested path following con-

troller is segregated in different Python functions. This allows for each controller to

be interchanged seamlessly using different function calls all within the same node.

Given this software infrastructure, the rest of the Python script operates identically

for any path following controller tested, so the time spent for individual control cal-

culations can be directly compared. Using the built-in ROS timing functions [44], the

time spent by each controller (tcmd,k) is the difference between timing measurements

before and after the controller function call, as shown in Algorithm 2. To compare the

computation time of each controller over an entire trial, the average time is computed.

The comparison between the average computation times for all tested controllers is

presented in Section 4.7.2.

Algorithm 2 Algorithm showing controller timing measurements at time-step k

1: Get current vehicle pose estimate q̂k from the navigation system.
2: Calculate εLk

, εHk
using the vehicle guidance system based on q̂k.

3: tick = ROS.time.now()

4: ωk = Path Following Controller Function Call(q̂k, εLk
, εHk

)

5: tock = ROS.time.now()

6: tcmd,k = tock − tick
7: Publish control commands to vehicle (v, ωk).
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4.4 Controller Tuning and Parameter Selection

Before performing experimental trials, each path following controller was tuned to

give desirable path following behaviour. All controllers were tuned experimentally

by performing repeated path following trials and incrementally changing one tunable

parameter while setting the remaining tunable parameters as constants. This process

was a systematic method to identify how path following performance is affected by

changes in parameter tuning. The optimal tuning for each controller was chosen based

on the trial that had the lowest RMSE path following error values, indicating the best

performance. If RMSE values were similar between multiple tuning configurations

for a given controller, the tuning with the lowest maximum path following errors was

selected as optimal. A qualitative approach was also taken when selecting the optimal

tuning because we want the steering behaviour of all controllers to have minimal

path following overshoot. This was necessary because certain tunings resulted in

trials with low RMSE values but were accomplished with aggressive and oscillatory

steering behaviour, which is undesirable.

We recognize that this tuning procedure does not guarantee that all tested con-

trollers are tuned to the same degree of responsiveness. This is because optimal path

following performance is subjective to the controller itself and certain controller for-

mulations may achieve this using faster or slower control signal responses. To fairly

compare the effectiveness of each control formulation, it would be ideal to match the

responsiveness of all tested controllers. However, given this equal tuning was difficult

to identify for the MPC formulations, the alternative goal was to identify the tuning

that provided the optimal path following performance for each controller.

The tunable parameters for the PD+FBL controller are the proportional and
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derivative gains

kP = −ω2
O (4.6)

kD = −2ωOζ, (4.7)

which are functions of the selected path following controller bandwidth (ωO) and the

damping coefficient (ζ). To understand how the path following behaviour changes

with different combinations of ωO and ζ, multiple tests were done with ζ set as a

constant and incrementally changing ωO or vice versa. The incremented parameter

would start at an arbitrary value (≈1) and would be increased and decreased for dif-

ferent trials to see how the performance changes. The lower limit for this incremental

change is when the path following errors begin to increase because the steering be-

haviour is too gentle and the vehicle would poorly follow the path. While the upper

limit for the incremental changes is when the steering becomes too aggressive due

to excessive controller gains. Through repeated trials, an acceptable tuning for the

PD+FBL controller for the Husky robot is ωO = 1.5 and ζ = 1.0, which provided re-

sponsive path following behaviour. It should be noted that for tunings with ωO > 1.5

we did see lower RMSE values, but the gains were so high that the vehicle would make

excessive steering adjustments and the steering behaviour became too aggressive and

undesirable.

For the two MPC+FBL formulations (Optimization 1 and 2), the parameters

to be tuned are the gain matrices (Q,R) found in either cost function (3.28, 3.32)

and the length of the prediction horizon (p). The desired tuning for this controller

is found by identifying the appropriate weight on the predicted feedback linearized

states (yk+1) relative to the weight on the control sequence term. Recall Optimization

1 weights the change in the control sequence (∆uk) and Optimization 2 is weights the
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magnitude of the control sequence (uk) in J1 and J2 respectively. The tuning of these

optimizations is managed by Q and R, which are the product of an identity matrix

and a gain multiplier (kQ, kR) to change the magnitude of the values along the matrix

diagonal. Given these parameters, it can be seen that the MPC+FBL formulation

is slightly more challenging to tune than the PD+FBL controller since there is one

more tunable parameter to consider.

Since Q and R are the only two gain matrices in either (3.28) and (3.32), we

can discuss the effect of tuning on the path following behaviour based on the relative

magnitude of kQ to kR. Through experiments, it was found that if kQ > kR, then

the optimization is more sensitive to the predicted FBL states and more aggressive

corrections are made to reduce these states. However, if kQ � kR then we see

far too aggressive steering and potentially unstable path following. Alternatively,

if kQ < kR then the optimization is less sensitive to the predicted FBL states and

more influenced by the control sequence term. This results is less aggressive steering

and poor path following performance. To properly understand the behaviour of the

MPC+FBL controller, tuning was done by finding the best balance between kQ and

kR through repeated trials. This tuning process was done at multiple prediction

horizons (p = 10, 20, 35, 50) to understand its effect on performance. This tuning

procedure was done for v = 0.5 m/s and v = 0.9 m/s to see tuning trends at various

speeds. By setting kR = 1 and incrementally changing kQ at each prediction horizon,

we were able to understand how the path following behaviour changes as the weights

in the cost functions are changed for either optimization of MPC+FBL.

The implemented NMPC controller discussed in Section 3.5 was also tuned us-

ing matrix multipliers (kQ, kR) on its respective gain matrices Q and R, the model
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prediction horizon (p) as well as the number of optimization iterations per time-step

(iOpt). As mentioned in Section 3.5, the number of iterations was manually fixed to

limit computational burden. During tuning, it was found that if the combination of

iOpt and p were too large, the NMPC would take longer than 0.1 s to produce a con-

trol input and path following performance would decline. In extreme cases, the robot

would stop momentarily because it had not received a command for an extended pe-

riod of time. Iterative experimental tuning was done to identify the optimal tuneable

parameters while ensuring all control calculations were completed within 0.1 seconds.

The tuning of kQ relative to kR for prediction horizons p = 10, 20, 35, 50 followed the

same process as the MPC+FBL controller and was done for iOpt = 3, 4, 5. If iOpt < 3

then we would see poor path following performance due to sub-optimal control so-

lutions and if iOpt > 5, then the control calculations would take too long even with

low values of p. This NMPC formulation was even more challenging to tune than the

MPC+FBL, given it is a function of gain multipliers, prediction horizon and optimiza-

tion iterations. Ideally, the NMPC would not need a fixed number of iterations and

would converge on an optimal solution but then convergence thresholds would need

to be well defined. In general, this NMPC is the most complicated tested controller

to tune because of the conditions required to complete its optimization process.

All controller tuning experiments were performed using the Husky robot at the

indoor testing location while following the Hairpin path shown in Figure 4.1. During

tuning, the path following performance trends were more clear for the trials at 0.5 m/s

and less at 0.9 m/s. The difficulties with the high-speed trials was because the tight

corners of the Hairpin path were very challenging for the Husky to turn, resulting in

unusual and poor path following performance. This resulted in limited performance
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trends seen during high-speed tuning and so the optimal low-speed controller tunings

were selected to be used for all low and high speed field experiments. The optimal

tuning for each controller used in all field experiments is shown in Table 4.2.

Table 4.2: Summary of all optimal path following controller tunings for the Husky
robot.

Controller Optimal Tuning
PD+FBL ωO = 1.5 rad/s

ζ = 1.0
MPC+FBL kQ = 0.167

Optimization 1 kR = 1.0
Q = kQI2p×2p

R = kRIp×p
p = 20

MPC+FBL kQ = 1.0
Optimization 2 kR = 1.0

Q = kQI2p×2p

R = kRIp×p
p = 20

NMPC kQ = 0.25
kR = 1.0
Q = kQI3p×3p

R = kRI2p×2p

p = 20
iOpt = 4
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4.5 Simulation Experiments

This section presents the validation of the dynamic model discussed in Section 2.2,

followed by the results from simulation experiments using both the kinematic and

dynamic vehicle simulators. As mentioned previously, the controllers tested were the

PD+FBL, NMPC based on [13] and both MPC+FBL Optimization 1 and 2. All sim-

ulated vehicles were driven at constant velocities (v = 0.5, 0.9 m/s) while attempting

to follow the Loop path. The tuning for each controller tested in simulation was found

through trial and error to produce low RMSE path following errors with control sig-

nals that could be accomplished by a real vehicle. The tuning process was not very

thorough at this stage because of the purpose of simulation experiments was only to

perform initial validation of the proposed MPC+FBL controller.

4.5.1 Dynamic Model Validation

To validate the dynamic model described in Section 2.2, the wheel torque controllers

were tuned such that the dynamic model response closely matched the response of a

real Husky robot from a recorded field test. The field tests used to perform the model

validation are two recorded trials of the PD+FBL controller following the Loop path

at 0.5 m/s and 0.9 m/s on the indoor terrain shown in Figure 2.9. The wheel torque

controllers were sampling at 50 Hz, while the dynamic model was sampling at 10 Hz

to match the frequency of the path following controller commands. Two identical PI

(Proportional, Integral) controllers were used to output a wheel torque based on

el = vlcmd
− (v̂l + s) (4.8)

er = vrcmd
− (v̂r + s), (4.9)
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which is difference between the commanded velocities for each wheel (vlcmd
, vrcmd

) and

the current wheel speed of the dynamic model (v̂l, v̂r). Simulated noise was added to

the model’s wheel velocity replicate the measurement noise seen in field trials. The

noise was assumed to be normally distributed and is modelled as s ∼ N (0, σ2), where

σ = 0.04. Each controller outputs a torque for its respective wheel on the differential

drive model, which is approximated as a driving force on the ground, as discussed

in Section 2.2. The output torque was also saturated to ±50 Nm to replicate the

maximum output torque from the motors on the Husky robot [45]. A block diagram

showing the wheel torque controllers integrated with the dynamic unicycle model and

path following control inputs is shown in Figure 4.3.

Additionally, the model’s dynamic parameters such as mass, inertia and geometry

were set to replicate that of the Husky as shown in Table 2.1. It was difficult to identify

the true mass and moment of inertia of the real robot given the variety of additional

hardware mounted on the vehicle. Despite this issue, the estimated parameters were

close enough to provide a dynamically similar response to the real vehicle. Since the

dynamic model was designed to replicate the Husky response on the highly tractive

indoor terrain, the static friction coefficients were set large enough to prevent the

model from slipping longitudinally or laterally. This was justified since the Husky

was not slipping on the indoor terrain during the field tests. For this model, the

static friction, kinetic friction and rolling resistance coefficients are

µs = 1.0 (4.10)

µk = 0.4 (4.11)

µrr = 0.01. (4.12)
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Figure 4.3: Block diagram of the wheel torque controller integration for the simulated
differential drive dynamic model.
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The rolling resistance coefficient was difficult to identify based on the limited infor-

mation about the Husky tires and the PVC floor tiles. It was approximated that

the coefficient of rolling resistance for the Husky lug tread tires on the PVC floor

tiles is similar to normal car tires on small cobbles as highlighted on page 77 of [31].

Although this is an estimate, the key factor is that µrr is very small to replicate the

flat and uniform floor tiles.

To tune the wheel controllers, the Ziegler-Nichols (Z-N) tuning method shown in

[46] was used. This is an empirical tuning technique for systems that are difficult

to model but is normally used for systems with slower dynamics. During tuning, it

was found that an ultimate gain of Ku = 25 resulted in steady signal oscillations in

the model’s wheel velocities with a period of Tu ≈ 2.0 s. Based on Ku and Tu the

resultant gains for PI controller are

Kp = 0.45Ku (4.13)

Ki = 1.2
Kp

Tu
. (4.14)

Although this tuning method worked for this simulated controller, it should not be

used on physical hardware due to the aggressive control signal oscillations required

during the Z-N process. Although there may be alternative tuning methods that

exist in modern control that are more simple and robust, the Z-N tuning method was

sufficient to tune this simulated wheel torque controller. Since the real Husky robot

does not immediately change velocities when given new commands because of motor

and vehicle dynamics, the simulation was also designed to incorporate a signal lag to
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mimic these dynamics. This was done by using the first-order transfer function

Fw(lag),k = Fw,k
T(

1

ωI
+ T

) + Fw,k−1

1− T(
1

ωI
+ T

)
 , (4.15)

on the calculated driving force from each wheel controller (Fw,k). Identical signal lag

was applied to both wheel controllers and the magnitude of the lag was manually

tuned by adjusting ωI until the model response similarly matched the Husky robot’s

response. Through experimental tuning, the bandwidth of this signal lag was found

to be approximately ωI = 50 Hz. Additionally, T = 0.02 seconds which was based on

the 50 Hz sampling rate of the wheel controllers.

The response of the dynamic model given field experiment inputs for a Husky

travelling at 0.5 m/s is shown in Figure 4.4. This figure presents the forward speed

(v), yaw rate (ω) and independent wheel velocities (vl, vr) for the Husky robot and

dynamic model relative to the same commanded input. The dynamic model output

appears to closely match the output of the Husky robot but with minor signal over-

shoot and slightly longer signal oscillations about the commanded setpoints. There

are instances where the dynamic model does not follow the identical rates as the real

robot but these differences are likely because of the simplified dynamics of the model

and measurement noise. In general, this model closely matches the dynamic response

of a real Husky travelling at 0.5 m/s and is a valid platform for low-speed simulation.

The reliability of the dynamic model diminishes significantly when replicating

the response of the Husky robot travelling near its maximum speed. The model

validation results are shown in Figure 4.5, where the inputs are from a Husky robot

that is commanded to path follow while driving at 0.9 m/s. From these results, it

is clear that the real vehicle is only travelling at the commanded linear velocity (v)
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Figure 4.4: Rate comparison between the output of a real Husky and the output of
the dynamic model given the same inputs. Commanded inputs are from
a low-speed (v = 0.5 m/s) path following field trial using the PD+FBL
controller on the Loop path at the indoor test terrain.
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when it is not turning (from 5-10 s). This limitation is because the top speed of the

Husky robot is 1 m/s and it cannot maintain a high forward speed and turn quickly

when near this mechanical limit. We can also see that the angular velocity of the real

Husky occasionally does not achieve the commanded angular velocity. This is most

obvious when steering into corners (t ≈ 9 s, 17 s, 25 s), where high vehicle yaw rates

are required (ω > 0.5 rad/s). Despite understanding these dynamic behaviours of the

Husky near its mechanical limit, it was difficult to replicate and was not accounted

for in the dynamic model. Although the dynamic model did have forward velocity

saturation to 1 m/s, it is clear the model response and Husky robot response are not

similar for most of the trial. The dynamic model response follows the commanded

input quite well, while still maintaining the control signal lag. Perhaps if the real

Husky had a higher top speed, it would be able to turn and drive forward at higher

speeds and more closely follow the commanded inputs similar to the low-speed test

in Figure 4.4.

Despite some differences between the output of the real vehicle and the dynamic

model at higher speeds, this dynamic model still provides a realistic simulation plat-

form based on an idealized Husky robot which is sufficient for preliminary simulation

experiments. The results from these simulation experiments are presented next.

4.5.2 Simulation Results

This section presents the results from all simulation experiments using the kinematic

and dynamic model simulators discussed in Section 2.4.1. These simulation experi-

ments used the Loop path shown in Figure 4.2 as the desired path to follow and the

simulated vehicles were travelling at constant forward velocities of v = 0.5 m/s and
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Figure 4.5: Rate comparison between the output of a real Husky and the output of
the dynamic model given the same inputs. Commanded inputs are from
a high-speed (v = 0.9 m/s) path following field trial using the PD+FBL
controller on the Loop path at the indoor test terrain.
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v = 0.9 m/s. The experimental results using the kinematic simulator are shown in

Figures 4.6 and 4.7 for the 0.5 m/s and 0.9 m/s tests respectively. While the low

and high speed results from the dynamic simulator are shown in Figures 4.8 and 4.9

respectively. These figures show plots of the lateral error (εL), heading error (εH) and

commanded steering input (ωcmd) over the course of the path following trial for each

controller tested. Additionally, each figure includes a summary table of the RMSE

and maximum path following errors for each controller. The tabulated performance

metric data provided in each figure is concatenated in Appendix C.1.

In the following figures, the locations of the left-hand corners in the Loop path

correspond to the instances of positive steering commands (ωcmd > 0) and the straight

sections of the path are when ωcmd ≈ 0. Since the first corner of the Loop path has

a constant radius of curvature of 3 m, the expected steering rates are ωcmd ≈ 0.16

rad/s and ωcmd ≈ 0.3 rad/s for a vehicle travelling at a constant forward velocity

of 0.5 m/s and 0.9 m/s respectively. Alteratively, the following two corners in the

Loop path that have constant radii of curvature of 2 m would require steering rates

of ωcmd ≈ 0.25 rad/s and ωcmd ≈ 0.45 rad/s while travelling at 0.5 m/s and 0.9

m/s respectively. At the times that the test vehicle is steering around the corners of

the Loop path, there are often larger path following errors due to the path changing

direction and the controllers trying to follow.

From these presented results, we can see that both MPC+FBL formulations per-

formed similarly to the nonlinear model predictive control strategy (NMPC). The

predictive controllers all have more than 60% lower RMSE path following errors in

comparison to the reactive PD+FBL controller. This is because the predictive con-

trollers steer as the path changes direction and not reactively once deviated from the
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Figure 4.6: Path following errors (εL, εH) and commanded steering rates (ωcmd) over
time followed by tabulated performance metrics for all controllers from
low speed kinematic model simulation experiments (v = 0.5 m/s).
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Figure 4.7: Path following errors (εL, εH) and commanded steering rates (ωcmd) over
time followed by tabulated performance metrics for all controllers from
high speed kinematic model simulation experiments (v = 0.9 m/s).
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Figure 4.8: Path following errors (εL, εH) and commanded steering rates (ωcmd) over
time followed by tabulated performance metrics for all controllers from
low speed dynamic model simulation experiments (v = 0.5 m/s).
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Figure 4.9: Path following errors (εL, εH) and commanded steering rates (ωcmd) over
time followed by tabulated performance metrics for all controllers from
high speed dynamic model simulation experiments (v = 0.9 m/s).
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path. When inspecting the steering command (ωcmd) subplots in Figures 4.6-4.9, it

is clear that the predictive control algorithms steer in and out of corners with more

gradual steering inputs rather than the aggressive and delayed steering changes from

the PD+FBL controller. The scale of the path following errors for all controllers were

generally larger when both simulated vehicles were travelling at 0.9 m/s, which makes

sense as the controller gains were not adjusted for high-speed trials. With higher ve-

hicle speeds, the vehicle travelled further between times to make a control action but

was no more sensitive to path following errors than the 0.5 m/s trials, which resulted

in larger errors.

For both simulations, it can be seen that the control signal of MPC+FBL Opti-

mization 1 and 2 behaved differently when subjected to a change in steering input.

MPC+FBL Optimization 1 appears to have control signal overshoot when settling

around the optimal steering rate for certain sections of the path (straight or corner).

This overshoot resulted in steering oscillations and excessive changes in the vehicle

heading. This response is most noticeable in the heading error (εH) subplots from

the dynamic simulation results shown in Figures 4.8 and 4.9. This poor steering be-

haviour of Optimization 1 in the dynamic simulation is quantified by approximately

60% larger heading error RMSE values than those from the NMPC and MPC+FBL

Optimization 2. Alternatively, the control signal from MPC+FBL Optimization 2

was significantly more stable when subject to steering changes with essentially no

signal overshoot. This resulted in minimal heading error oscillation and overall bet-

ter performance as shown by Optimization 2 having much lower RMSE and maximum

heading error values than Optimization 1 for all simulation experiments. Interestingly,

the control inputs from both MPC+FBL controllers appear to be less aggressive at
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higher speeds as the changes in ωcmd were more gradual. This behaviour is likely due

to the MPC+FBL requiring less aggressive steering inputs to minimize the predicted

errors, despite worse path following performance.

The results from the kinematic simulations show promising performance for both

MPC+FBL optimization strategies but this simulation platform was too ideal because

the predictive model and simulated vehicle model (2.17) were the same. This situation

with perfect model prediction is not realistic since it is extremely challenging to

accurately model and predict the behaviour of real vehicles. The dynamic simulation

produced slightly less ideal results than the kinematic simulation due to the modelled

dynamics but the scale of performance metrics were still very small (RMSE εL < 1 cm

and εH < 1 deg). The take away from the dynamic simulation performance is that the

MPC+FBL formulation is capable of controlling a dynamic vehicle using predictions

from a kinematic model. This result justifies that this controller should work to

control a real dynamic vehicle like the Husky robot. However, it is expected that

there will be worse performance since the kinematic model may not provide the most

accurate prediction for our dynamic skid-steer vehicle. These simulation experiments

provided a glimpse of the capabilities of the proposed MPC+FBL controller but the

ideal simulation environments are not truly telling of its limitations. The next step

was to test this formulation in the field on a real vehicle and the results of these

experiments are presented next.
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4.6 Field Experiments

Following simulation experiments, the PD+FBL, NMPC and both MPC+FBL con-

trollers were tested using the Husky robot configurations discussed in Section 2.4 on

the indoor, grass and sand test locations described in Section 2.5. Identically to the

simulation trials, the Husky robot was commanded to drive at constant forward veloc-

ities of v = 0.5 m/s and v = 0.9 m/s while attempting to follow the Loop path shown

in Figure 4.2. The tunings used for the controllers tested in these field experiments

are presented in Table 4.2.

Multiple trials (2-5) were done for each controller configuration at each speed to

capture the best path following trial out of the repeated efforts. Redundant trials were

beneficial for backups in the case that certain trials were unusable due to any errors

in navigation, control or hardware. Out of these multiple trials for each controller,

the dataset with the best path following performance is presented. Plots of the path

following errors and controller steering commands over the course of the trial with

tabulated performance metrics are presented for the low and high speed experiments

on each terrain. Each figure shows the results of the four tested path following

controllers for direct comparison. For trials at v = 0.5 m/s, the results from the

indoor, grass and sand terrains can be seen in Figures 4.10, 4.11 and 4.12 respectively.

While the results from the trials at v = 0.9 m/s for the indoor, grass and sand terrains

are shown in Figures 4.13, 4.14 and 4.15, respectively.

It should be noted that outdoor experiments (grass and sand) experienced nav-

igation errors at the beginning of each trial. This is because the navigation system

required the vehicle to begin moving for the position estimate to converge, despite best

efforts to define the vehicle’s starting pose. At the beginning of each outdoor trial,
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we occasionally observed larger than expected path following errors due to poorly

estimated vehicle poses and the vehicle made aggressive control actions to return to

the path once the navigation system had converged. It can be seen for most trials

that the robot returned to the path before it reached the first corner of the Loop path.

These navigation system convergence issues were much less apparent with the indoor

navigation system due to the highly controlled environment. Since these initial errors

were a result of the navigation system and not the controllers, the path following error

data from the beginning of all field trials was ignored in the RMSE and maximum

error value calculations. For low-speed trials, the first 5 seconds were ignored, while

the first 2.5 seconds were ignored for the high-speed trials. These times were selected

to ensure the performance metric calculations included the path following errors just

before the first corner of the Loop path. The RMSE and maximum error values

for each controller on all terrains are provided in Figures 4.10-4.15 and combined in

Appendix C.1.
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Figure 4.10: Estimated path following errors (εL, εH) and commanded steering rates
(ωcmd) over time, followed by tabulated performance metrics for all con-
trollers from low speed indoor experiments (v = 0.5 m/s).
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Figure 4.11: Estimated path following errors (εL, εH) and commanded steering rates
(ωcmd) over time, followed by tabulated performance metrics for all con-
trollers from low speed grass field experiments (v = 0.5 m/s).
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Figure 4.12: Estimated path following errors (εL, εH) and commanded steering rates
(ωcmd) over time, followed by tabulated performance metrics for all con-
trollers from low speed sandbox experiments (v = 0.5 m/s).
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4.6.1 Low-Speed Results Summary

The low-speed field results are shown in Figures 4.10, 4.11 and 4.12 for the indoor,

grass and sand terrains respectively. Similar to the simulation trials, the PD+FBL

controller had the largest path following errors when steering around corners and

made late and aggressive control actions to return to the desired path. This re-

active behaviour for the PD+FBL was observed across all terrain experiments and

validated by often having the largest RMSE and maximum error values relative to

the other tested controllers. Note the control signal from the PD+FBL exhibited

minor overshoot when changing steering inputs, which indicates that this controller

was potentially tuned to steer too aggressively. Despite this minor overshoot, the

PD+FBL performed as expected. The NMPC controller exhibited better path fol-

lowing performance than the PD+FBL with approximately 50% lower heading error

RMSE values but had occasional issues with lateral error performance. Since the

NMPC was configured to abort the optimization process after four iterations, the

inputs used for control were likely sub-optimal, which resulted in poor path follow-

ing. It is expected that this formulation would perform better with a more capable

computer operating the robot but with the implemented hardware, this was the best

performance achieved.

In these low-speed field experiments, the two MPC+FBL optimizations had ap-

proximately 40% to 60% lower lateral errors RMSE values than the PD+FBL and

the NMPC controllers. However, Optimization 1 continued to have issues with head-

ing error performance and control signal stability as initially seen in the dynamic

simulation results. This instability is characterized by the control signal oscillating

about a certain magnitude of steering rate after a change in control input. These
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oscillations in the control signal can be seen very clearly in the sandbox trial results

in Figure 4.12 and are less aggressive but still present in the grass and indoor trials.

MPC+FBL Optimization 1 did exhibit small lateral errors (εL < ±5 cm) throughout

its field trials, but the steering oscillations resulted in large and frequent changes

in heading errors. This behaviour was apparent in all field trials and quantified by

having the largest RMSE and maximum heading error values of all tested predictive

controllers, as shown in the summary tables in Figures 4.10-4.12. Conversely, these

figures show that MPC+FBL Optimization 2 exhibited a much more stable steer-

ing response which can be seen by the lack of control signal oscillations. Although

Optimization 1 and 2 had lateral error RMSE values within 20% of each other, Opti-

mization 2 had approximately 50% lower heading error RMSE and maximum values

in the grass and sand because of its stable and responsive control signal. The reason

for these performance differences was because of the different cost function defini-

tions. As mentioned in Chapter 3, Optimization 1 was minimizing the changes in

uk, while Optimization 2 was minimizing the magnitude of uk. Since Optimization 1

was applying the least amount of change to the control update, then it makes sense

to see signal overshoot given the slow changing optimal inputs. Alternatively, the

MPC+FBL Optimization 2 had minimal overshoot because the magnitude of the

control actions were constantly minimized, yet could change rapidly, so any potential

overshoot was always eliminated. Additionally, the inclusion of the previous control

sequence (uk−1) in Optimization 2 increased the magnitude of the control update to

quickly steer onto the path and minimize any unnecessary control actions. Further-

more, it can be seen that the control signals from the NMPC do not exhibit much

overshoot like the response of the MPC+FBL Optimization 2 controller. This was
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expected since the NMPC and MPC+FBL Optimization 2 have similar cost func-

tion definitions by minimizing the magnitude of the control sequence as presented in

Section 3.5.

From these low-speed trials, we can also see how the terrain affects path following

performance. Considering the results from the indoor trials in Figure 4.10, the control

signals were relatively consistent while turning corners with generally minor changes

in path following errors. While the grass terrain trials in Figure 4.11 appeared to

have more aggressive changes in path following errors and the control signal, espe-

cially during corners. These trends were further exaggerated for the sandbox trials in

Figure 4.12 where there were the most sporadic path following errors, accompanied

by aggressive and unusual steering behaviour. These increased path following errors

and control signal inconsistencies were a function of the challenging terrain. The

grass and sand amplify dynamics such as wheel slip, rolling resistance and terrain

deformation that made path following more challenging. Since none of the tested

controllers used any predictive models that account for vehicle or terrain dynamics,

it was expected that the performance would decrease as the terrain becomes more

dynamic. The PD+FBL results clearly show how the controller reacts with aggressive

changes in steering to traverse the challenging terrains. MPC+FBL Optimization 1

appeared to also have significant challenges in the grass and sand with excessive head-

ing error oscillations. Despite some issues with lateral error performance, the NMPC

managed to have adequate heading error performance across all terrains. Overall, it

was the MPC+FBL Optimization 2 formulation that performed best as it was the

tested controller that most often had the largest reduction in RMSE and maximum

path following error values relative to the performance of the PD+FBL controller.
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NMPC 0.032 2.18 0.069 7.75

MPC+FBL Opt1 0.040 3.37 0.084 9.97
MPC+FBL Opt2 0.029 1.90 0.082 6.58

Figure 4.13: Estimated path following errors (εL, εH) and commanded steering rates
(ωcmd) over time, followed by tabulated performance metrics for all con-
trollers from high speed indoor experiments (v = 0.9 m/s).

88



4.6. FIELD EXPERIMENTS

0 5 10 15 20 25

−0.1

0.0

0.1
ε L

[m
]

0 5 10 15 20 25

−10

−5

0

5

10

ε H
[d

eg
]

0 5 10 15 20 25

t [s]

−0.2
0.0
0.2
0.4
0.6
0.8

ω
cm

d
[r

ad
/s

]

PD+FBL

NMPC

MPC+FBL Opt1

MPC+FBL Opt2

Controller εL RMSE
[m]

εH RMSE
[deg]

Max εL
[m]

Max εH
[deg]

PD+FBL 0.081 4.05 0.159 11.84
NMPC 0.048 2.16 0.103 6.83

MPC+FBL Opt1 0.040 3.37 0.088 8.22
MPC+FBL Opt2 0.053 2.08 0.116 6.73

Figure 4.14: Estimated path following errors (εL, εH) and commanded steering rates
(ωcmd) over time, followed by tabulated performance metrics for all con-
trollers from high speed grass field experiments (v = 0.9 m/s).
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Figure 4.15: Estimated path following errors (εL, εH) and commanded steering rates
(ωcmd) over time, followed by tabulated performance metrics for all con-
trollers from high speed sandbox experiments (v = 0.9 m/s).
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4.6.2 High-Speed Results Summary

The high-speed results for the tested controllers on the indoor, grass and sand terrains

shown in Figures 4.13, 4.14 and 4.15 had similar performance trends to the low-speed

field results but saw increases in path following errors by as much as 250%. The

reactive behaviour of the PD+FBL controller was exaggerated at high speeds and

characterized by path following errors that were often more than 100% larger than

the errors from the low-speed trials. As expected, all predictive control algorithms

performed better than the reactive PD+FBL controller by having approximately 50%

lower RMSE path following errors for all trials. The NMPC controller appeared to

perform quite similarly at high speeds as it did at low speeds, despite any vehicle

heading corrections made at the beginning of path following trials due to navigation

errors. The lateral error RMSE values from the three predictive controllers were

all within less than 15% of each other but it is with respect to heading error (εH)

performance where the MPC+FBL Optimization 2 stands out. Similar to the low-

speed trials, MPC+FBL Optimization 1 had poor vehicle heading performance and

saw over 60% larger εH RMSE values than MPC+FBL Optimization 2 for all terrains.

Alternatively, the NMPC performed similarly to MPC+FBL Optimization 2 on the

indoor and grass terrains with no more than 15% larger εH RMSE values. However,

the performance of the NMPC declined significantly in the sand where it had a 70%

larger εH RMSE value than that of MPC+FBL Optimization 2. These performance

results show that MPC+FBL Optimization 2 continued to outperform all other tested

controllers by having the lowest heading error RMSE and maximum values across all

terrains while travelling at increased speeds.

From these results, it is worth noting that the control signal from MPC+FBL
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Optimization 1 does not have the same shape as the NMPC and MPC+FBL Opti-

mization 2 control signals. The main difference is that MPC+FBL Optimization 1

does not have a constant steering rate input during the last two corners in the Loop

path during all high-speed experiments. As discussed at the beginning of Section

4.5.2, a constant steering rate is required to turn corners of constant curvature when

travelling at a constant forward velocity (v). Recalling the results from the dynamic

model validation in Section 4.5.1, it is known that the Husky robot does slow down

significantly while it is turning sharp corners at high speeds due to its drivetrain and

top speed (1 m/s). This means the vehicle is not travelling at a constant velocity

and so a non-constant vehicle yaw rate may be necessary to best follow the path.

However, given the path’s constant radius of curvature and vehicle’s slower but rel-

atively constant forward velocity in corners, the steering rate input required to best

follow the path is expected to be roughly constant. As previously mentioned, the

control inputs from MPC+FBL Optimization 1 do not follow this expected constant

steering input in the corners with a radius of curvature of 2 m (11 s < t < 25 s).

It can be seen that MPC+FBL Optimization 1 is weaving back and forth along the

entire path, which is again validated by the oscillating path following errors and by

the largest RMSE heading error values of all tested predictive controllers. Although

the MPC+FBL Optimization 2 has slightly more consistent path following errors for

the three different terrains, it also suffers from not steering at a constant rate during

the sharper corners.

This steering behaviour is because the MPC+FBL controllers tend to cut corners

at high speeds and once the vehicle is on the inside of the corner, the appropriate

steering rate required to return to the path is not constant. This corner cutting can
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be seen in the lateral error (εL) subplots of Figures 4.13-4.15 where the data series

for both MPC+FBL Optimization 1 and 2 are generally biased to εL > 0, which is

on the inside of left-hand corners. The reason for this corner cutting is likely due

to the physical vehicle not travelling at the expected constant speed used for model

prediction and then using inappropriate steering commands for the true velocity of

the vehicle. With the Husky slowing down in sharp corners, yet still using steering

rates optimized for a vehicle travelling much faster, the Husky will turn quickly and

begin to drive on the inside these sharper corners. This behaviour is less obvious in

the more gentle first corner of the Loop path since the Husky does not slow down as

much and the commanded steering rates from the MPC+FBL are sufficient for path

following. The challenge with using MPC+FBL on the Husky robot when driving

near its top speed is because the kinematic unicycle model does not appropriately

model the Husky robot at this mechanical limit and so inaccurate model prediction

translates to poor path following performance.

Finally, it appears as if the terrain has less of a negative influence on path following

performance than what was seen with the low-speed trials. These plotted results have

fewer instances where path following errors and vehicle control inputs quickly change

due to challenges in the terrain. This could be because rolling resistance and friction

have less of an effect on the vehicle while travelling at higher speeds.

4.6.3 MPC+FBL Optimization 2 High-Speed Comparison

During the experimental tuning process discussed in Section 4.4, it was found that

the MPC+FBL Optimization 2 had approximately 30% lower path following errors

at high-speeds when using a different tuning than what is shown in Table 4.2. The
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difference in tuning was with the prediction horizon as p = 10 rather than p = 20,

along with adjustments made to the weighting matrices to maximize path following

performance. The optimal tuning found was p = 10, kQ = 5, kR = 1. This special

tuning case was only apparent for MPC+FBL Optimization 2 at higher speeds and not

for the remaining tested controllers. Figure 4.16 shows the path following errors and

control signals from the MPC+FBL Optimization 2 controller at the indoor terrain

using the tuning from Table 4.2 and tuning with the prediction horizon as p = 10.

Moving forward, MPC+FBL Optimization 2 using the tuning shown in Table 4.2 is

referred to as “MPC+FBL Opt2, p = 20” and using the tuning with the prediction

horizon of p = 10 is referred to as “MPC+FBL Opt2, p = 10”.

From these indoor test results, we can see that the tuning with the smaller pre-

diction horizon had approximately 35% lower path following performance metrics in

comparison with the larger prediction horizon tuning. Additionally, the control signal

profile has more aggressive and constant steering inputs during the corners which was

a contributing factor to the improved path following. This performance is also seen

in the grass and sandbox trials, which are shown in Figures C.1 and C.2 in Appendix

C. The performance of this improved high-speed tuning for MPC+FBL Optimization

2 is included in the comparison of all controllers in Section 4.7. When looking at

the RMSE and maximum error values shown in Table C.2, MPC+FBL Opt2, p = 10

has roughly 35% and 20% lower error metrics than the MPC+FBL Opt2, p = 20

tuning at the indoor and grass terrains respectively. However, the performance for

the two tuning configurations for MPC+FBL Optimization 2 in the sand terrain is

more similar. This is potentially because the prediction horizon of p = 10 is so short

that the challenging terrain dynamics negate the performance benefits seen at the
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MPC+FBL Opt 2 with p = 20 and p = 10 from high speed indoor
experiments (v = 0.9 m/s).
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indoor and grass terrains.

The improved performance with this lower prediction horizon is thought to be

because the model prediction looking an optimal distance ahead of the vehicle to

minimize FBL states (path following errors). This is hypothesized based on the fact

that the best low-speed experimental tuning was with a prediction horizon of p = 20.

Considering this horizon and the controller time step of T = 0.1 s, the MPC+FBL

model travelling at 0.5 m/s is predicting the FBL states 1 m ahead of the vehicle at

every time-step. By increasing the speed to v = 0.9 m/s with a prediction horizon

of p = 20, the MPC+FBL is now predicting FBL states 1.8 m ahead of the vehicle.

Since the MPC+FBL optimization is trying to minimize the predicted FBL states, it

is thought that the farther ahead the prediction looks, the optimal control sequence

may encourage cutting corners based on the predicted FBL states. This corner-

cutting behaviour is seen clearly and discussed in the high-speed results in Section

4.6.2. Now considering the improved performance at 0.9 m/s with a prediction horizon

p = 10, we can calculate that the prediction distance ahead of the vehicle is 0.9 m,

which is similar to the prediction distance at 0.5 m/s with p = 20. Although kQ are

different for the high-speed tuning with p = 10 and low-speed tuning with p = 20, the

optimal performance of the MPC+FBL controller may be dependent on the prediction

distance ahead of the vehicle. Further tests should be performed with various speeds

and prediction horizons to identify if there is a correlation between performance and

model prediction distance.

A potential solution to improve the MPC+FBL formulation is to control the speed

of the real and predicted vehicle depending on the curvature of the path. Lower speeds

in corners would reduce the model prediction distance ahead of the vehicle, similar
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to manually changing the prediction horizon at different constant speeds. For corners

with small radii of curvature, then the model prediction should happen over smaller

distances ahead of the vehicle and longer distances for more gentle corners. This

velocity control would also improve the accuracy of the model prediction since the

physical vehicle will be travelling at the expected speeds used for prediction, and thus

improving control. By introducing a form velocity control similar to [13], then the

MPC+FBL would likely have better performance than what is shown in the results

above.

4.7 Experimental Performance Comparisons

This section summarizes and compares the path following performance from all con-

trollers across the two simulation platforms and the three different field experiment

terrains. The results discussed in this section are the RMSE and maximum path

following error values for the low and high speed results and the average computation

time spent for each control algorithm. All the results shown in the following figures

are tabulated in Appendix C.1.

4.7.1 Path Following Performance Comparison

Figures 4.17 and 4.18 present the RMSE and maximum path following errors respec-

tively for all low-speed experiments. While the RMSE and maximum path following

errors for the high-speed experiments are shown in Figures 4.19 and 4.20 respectively.

These figures allow for a variety of comparisons to be made, such as the relative per-

formance of different controllers in the same testing environment or the progression

of individual controllers across various environments.
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Figure 4.17: Lateral and heading error (εL, εH) RMSE values for all path following
controllers tested at 0.5 m/s on the Loop path across all experimental
environments.
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Figure 4.18: Maximum lateral and heading error (εL, εH) values for all path following
controllers tested at 0.5 m/s on the Loop path across all experimental
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Figure 4.19: Lateral and heading error (εL, εH) RMSE values for all path following
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Figure 4.20: Maximum lateral and heading error (εL, εH) values for all path following
controllers tested at 0.9 m/s on the Loop path across all experimental
environments.
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For the low-speed plots shown in Figures 4.17 and 4.18, we can see the general

trend that both RMSE and maximum error values tend to increase moving from the

kinematic simulation to the sand terrain. These results make sense since all tested

controllers had no dynamic perception or prediction capabilities and should perform

worse with increasingly difficult terrain. The simulation results were too ideal in

comparison to the field testing results but the trends show the beneficial performance

of the predictive controllers as discussed in Section 4.6.1. Generally, both optimization

formulations for the MPC+FBL had 50% lower lateral errors than the PD+FBL

and NMPC controllers. However, MPC+FBL Optimization 1 had approximately

50% larger RMSE and maximum heading error values than Optimization 2 when

faced with the grass and sand terrain. These increased heading error values were

because of the combination of the terrain dynamics making control more difficult

and the oscillatory steering control nature of MPC+FBL Optimization 1 that was

previously discussed. These figures further validate that the MPC+FBL Optimization

2 formulation produced the best path following performance by often having more

than a 40% reduction in RMSE and maximum path following error values relative to

all tested controllers.

The high-speed RMSE and maximum error results in Figures 4.19 and 4.20 respec-

tively, compare the same controllers shown for the low-speed results but also include

the performance values from the MPC+FBL Optimization 2 tuning with p = 10

discussed in Section 4.6.3. The results for the high-speed lateral error RMSE and

maximum values also tend to increase for all controllers as the field testing terrain

difficulty increased. Yet, the heading error performance was much more consistent
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for each controller across the various field testing locations, indicating that the ve-

hicle heading was less affected by changes in the driving surface. Considering these

high-speed RMSE and maximum error values, MPC+FBL Optimization 2 with either

prediction horizon (p = 10 or p = 20) had the largest reduction in path following er-

rors relative to the other tested controllers. That said, the MPC+FBL Optimization

2 formulation with the lower prediction horizon of p = 10 does provide another 20%

to 35% reduction in path following errors than Optimization 2 with p = 20. Despite

this performance increase, more investigation should be done to determine the rela-

tionship between prediction horizon, forward vehicle speed and path curvature. All of

these experimental results highlight the capabilities of the MPC+FBL formulation,

specifically Optimization 2, which can achieve the lowest path following errors relative

to the tested reactive and predictive controllers on a variety of challenging terrains

and at various speeds.

4.7.2 Controller Computational Efficiency Comparison

Since the proposed MPC+FBL formulation is designed to achieve optimal path follow-

ing control with a reduced computational burden, the goal of this section is to quantify

its computational advantage. As discussed in Section 4.3, the single computation time

for each controller was measured and averaged for all field trials (t̄cmd,k) and Figure

4.21 shows the average single computation time in seconds for each path following

controller tested. This comparison also includes the performance from “MPC+FBL

Opt2, p = 10” discussed in Section 4.6.3.

Since the ROS path following controller node made a control calculation every

0.1 seconds, this was considered the computational time limit for any controller and
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Figure 4.21: Bar graph showing the average time spent to make a single steering input
calculation for each path following controller tested. Note: The FBL
computation time is too small to be seen on this vertical axis.

is annotated in Figure 4.21. Moving left to right in Figure 4.21, the average time

for the PD+FBL controller is so small given the simplicity of the computation, it

cannot be seen on the vertical scale. The PD+FBL calculation is so trivial that the

computation time is not a concern for this comparison. The average NMPC time is

approximately 0.07 seconds, which is approaching the upper time limit for compu-

tation. As mentioned in Section 4.4, the NMPC parameters were tuned accordingly
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to provide the best path following performance possible without the optimization

exceeding the 0.1 s time limit. Based on the results seen in Section 4.6, the NMPC

clearly is using a sub-optimal control solution after four optimization iterations and

would require significantly more time than 0.1 s to properly complete its optimization.

This highlights the computational challenges involved when implementing nonlinear

model predictive controllers. Moving to the MPC+FBL formulations, we see signifi-

cantly reduced computation times where “MPC+FBL Opt1” and “MPC+FBL Opt2,

p = 20” perform their computations almost five times faster than the NMPC when

using the same prediction horizon length of p = 20. Unsurprisingly, “MPC+FBL

Opt2, p = 10” takes approximately half the time compared to MPC+FBL with a

horizon of p = 20, since there is half the amount of model prediction. It should be

clear that the increase in MPC+FBL computation time is not linear as the prediction

horizon increases. This is because the matrices L,M,Q and R in the optimization

equations (3.29) and (3.33) change in size based on p. A longer prediction horizon re-

sults in larger matrices and so more matrix calculations involved in the optimization,

and thus longer computation times. Overall, these results show the clear reduction in

computation burden between the MPC+FBL formulation and a traditional NMPC.

Again, the main driver for this reduced computation time is because the MPC+FBL

formulation does not need to do iterative optimization to solve the MPC cost function.

This reduced computational burden presents opportunities for many possible im-

provements to path following performance such as using the additional computation

time to improve other tasks (navigation, guidance, control, etc.) or increase control

sampling rates. For example, since MPC+FBL Optimization 2 with a horizon of

p = 20 takes approximately 0.016 s to make a control calculation, then technically
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this controller could be configured to operate at 50 Hz, where control calculations are

made every 0.02 s. This could be a benefit to vehicles travelling at increased speeds

or that require more frequent control actions. Based on the work presented in the

research, it is already challenging to configure an NMPC to operate at 10 Hz and so it

would even more difficult to increase the operating rate to frequencies such as 50 Hz.

As highlighted, the MPC+FBL formulation could easily make this accommodation

considering how computationally cheap it is to implement.

The computational efficiency of this MPC+FBL formulation for path following is

not only possible when applied on a skid-steer/unicycle vehicle but is transferrable

to other ground vehicles that can be controlled via FBL, such as articulated or Ack-

ermann steered vehicles. Since the MPC+FBL optimization is a function of the

FBL states (z) and not the vehicle states (q), the model prediction can be done

for different feedback linearizable vehicle models regardless of the number of vehicle

states (dim(q)). Consider an articulated vehicle that can be controlled via FBL as

shown in [7] and [9]. These vehicles can be uniquely described by the configuration

q = (x, y, θ, φ) ∈ R2×S1× [φmin, φmax], where x, y and θ are the position and orienta-

tion of a point on the vehicle and φ is the articulation angle between the two halves of

the vehicle (i.e., steering angle). Despite the articulated vehicle having one more state

than the unicycle vehicle presented in this work, the MPC+FBL optimization for ei-

ther vehicle is identical because the path following FBL states can be the same (i.e.,

z = [z1, z2]>). The FBL control law and predictive model would need to be changed

for each vehicle type but otherwise the formulation would operate as presented in this

work. This is not the case for NMPC strategies because the optimization is typically

with respect to predicted vehicle states as shown in Section 3.5. This means that the
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larger the vehicle state vector q, the more computationally complex the optimization

becomes and thus a larger computational burden. Since the MPC+FBL optimization

does not depend on the dimension of the vehicle state, this computationally efficient

optimal control strategy can be implemented on a variety of vehicle types, so long as

they can be controlled using FBL. The computational burden of the MPC+FBL will

increase slightly when doing model prediction with a vehicle model that has a larger

state vector but this will likely be marginal and not hinder the overall efficiency.
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Chapter 5

Conclusion

5.1 Summary of Contributions

This thesis presents a method of combining feedback linearization (FBL) with model

predictive control (MPC) that provides optimal path following control for ground

vehicles, while significantly reducing the associated computational burden with MPC

strategies. By using feedback linearized states and control inputs in the MPC+FBL

cost function optimization, optimal control can be achieved without the use of itera-

tive optimization solving techniques. Although this formulation solves a linear opti-

mization, a nonlinear kinematic unicycle vehicle model is used for model prediction

and the output is converted to linear coordinates for optimization. This combination

benefits from the kinematically accurate model prediction from the nonlinear vehicle

model and the computational simplicity of the linear optimization. This work tested

two different cost functions with the MPC+FBL formulation (Optimization 1 & 2)

to understand the effect of cost function definition on path following performance.

These two formulations of MPC+FBL were tested in both simulation and field

experiments and the performance was compared to existing reactive (PD+FBL) and
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predictive (NMPC) control strategies from published literature. The results from the

kinematic and dynamic unicycle vehicle simulations showed that the two MPC+FBL

formulations achieved more than 60% lower path following errors than the example

reactive controller (PD+FBL) and performed similarly to a state-of-the-art NMPC.

Field experiments were then performed with a Clearpath Husky skid-steer robot on

indoor, grass and sand terrains to understand the capabilities of the MPC+FBL for-

mulations on a physical vehicle driving on various surfaces. The results showed that

the MPC+FBL Optimization 2 formulation had approximately 50% lower lateral error

RMSE values and 30% lower heading error RMSE values than the benchmark nonlin-

ear model predictive controller (NMPC). Furthermore, MPC+FBL Optimization 2

often had the largest reduction in RMSE and maximum path following errors relative

to all other tested controllers for most testing speeds and locations. MPC+FBL Op-

timization 1 managed to perform most path following trials with comparable lateral

error performance to Optimization 2 but suffered from poor vehicle heading perfor-

mance due to oscillatory steering behaviour, which is quantified approximately 50%

larger heading error RMSE values than Optimization 2. This behaviour was apparent

throughout all simulations and exaggerated in the field experiments. The improved

performance of MPC+FBL Optimization 2 is because the cost function definition

weights the magnitude of the control sequence (uk), where the previous sequence of

control inputs (uk−1) increases the magnitude of the optimal changes in uk. This cost

function resulted in stable and responsive steering behaviour in all kinds of dynamics

terrain and should be used for future implementations of this controller.

All path following performance was generally worse at higher speeds because of
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the constant controller tuning used for all field experiments and the difficulties in-

volved with accurately modelling the Husky near its top speed. Additionally, both

formulations of MPC+FBL showed increasingly worse path following performance as

the experimental vehicle was tested in more dynamic terrain (grass and sand). This

trend makes sense because this MPC+FBL formulation cannot make predictions re-

lated to vehicle or terrain dynamics and the kinematic model prediction does not

accurately model a skid steer vehicle driving in highly dynamic terrain. Despite the

lack of dynamic awareness, the superior MPC+FBL Optimization 2 formulation was

still able to path follow in all terrains with RMSE values of εL < 5 cm and εH < 2

deg at both testing velocities.

In a special case at high speeds (v = 0.9 m/s), the path following errors of

MPC+FBL Optimization 2 were further reduced by roughly 30% when tuned with

a smaller prediction horizon of p = 10 rather than the tuned horizon of p = 20 used

in all field experiments. This performance improvement begs for further investiga-

tion into the relationship between prediction horizon length and vehicle speed for this

controller formulation. Finally, the computational efficiency of the MPC+FBL formu-

lation was quantified and compared to that of the other tested controllers (PD+FBL

and NMPC). Using the same prediction horizon of p = 20, the MPC+FBL formula-

tion would complete a single computation approximately five times faster than the

implemented NMPC, and with further time savings when p = 10. As discussed in

Section 4.7.2, the reason the MPC+FBL formulation is so computationally cheap

is because it does not use iterative solving techniques to solve the MPC optimiza-

tion. However, it was found that the vehicle guidance system used to calculate path
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following errors and FBL states from the nonlinear predictive model was the rate-

determining process in this MPC+FBL formulation. For additional improvements in

computation time, the guidance system could be further optimized.

The results from this research show that this formulation of MPC+FBL can per-

form near optimal path following with significant computational time savings relative

to nonlinear model predictive control strategies. These savings could allow for in-

creased control algorithm complexity or unused computational resources that could

be used to improve other tasks such as vehicle navigation or guidance. Alternatively,

this MPC+FBL formulation could operate at rates faster than 10 Hz to control ve-

hicles travelling at higher speeds or that need more frequent control intervention.

This formulation of MPC+FBL could also be implemented on low-cost mobile robots

with limited computational resources to enable optimal path following control to sys-

tems that are not capable of implementing the computationally expensive alternative

(NMPC).

5.2 Future Work

To ensure that the responses of the tested controllers in this thesis are more com-

parable, a more robust tuning approach should be implemented over the methods

presented in Section 4.4. This could be done by matching the closed-loop bandwidth

of each controller such that the performance comparison is between similarly respon-

sive closed-loop systems. Additionally, the steering effort of the tuned controllers

should be quantified to establish a more informed method of eliminating tunings that

provide aggressive and undesirable steering behaviour. As highlighted in Chapter
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4, more investigation should be completed with the proposed MPC+FBL formula-

tion given the limited literature on this style of control algorithm for path following.

Further experiments should be done to understand the relationship between model

prediction distance and vehicle speed as discussed in Section 4.6.3. Once understand-

ing this relationship, a forward velocity controller should be implemented to improve

the path following performance where the vehicle should slow down depending on

the curvature of the path ahead. This velocity control could likely manage the re-

lationship between prediction distance and forward speed to further optimize path

following. A stability analysis of the MPC+FBL formulation should also be assessed

to define the possible tunings to ensure asymptotically stable path following. It would

also be of interest to apply state and input constraints to the optimization to see the

effect on performance, stability and efficiency.

Since this formulation of MPC+FBL for path following performs all optimization

relative to feedback linearized states, this can be implemented on other ground vehicle

types that can be controlled via FBL, as discussed in Section 4.7.2. Articulated or

Ackermann steered vehicles would be interesting platforms to test this formulation

given the difference in size, dynamics and steering actuation from the skid-steer robot

used in this work. Additionally, it would be interesting to see the application of

MPC+FBL on non-ground vehicle types such as UAVs or Biped robots which have

significantly different dynamics and regions of stability compared to ground vehicles.

For these systems that are highly dynamic, the use of robust tuning and optimization

constraints may be necessary for implementation.

Based on the decreasing performance of the MPC+FBL formulation in challenging

terrain and at the mechanical limits of the test vehicle, the integration of probabilistic
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modelling to learn vehicle and terrain dynamics should be investigated to improve

model prediction and thus real-time control in dynamic scenarios. The combina-

tion of Gaussian Process Regression (GPR) with model predictive control has shown

to be very useful for path following applications but can become computationally

complex with the added learning component. Most combinations of learning-based

MPC require separate GPR for each dimension of the vehicle state, which means

computational complexity increases as the model dimension increases. By perform-

ing GPR on the feedback linearized states used in the MPC+FBL optimization, the

computational burden of dynamic learning could be significantly reduced while still

capturing unmodelled dynamics in challenging terrain to improve model prediction

and real-time path following performance.
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Appendix A

Vehicle Model Derivations

This appendix contains all supplementary mathematical derivations for vehicle and

system modelling discussed in Chapters 2 and 3. The sections of this appendix cover

the configuration and constraints for a unicycle vehicle, the derivation of the kinematic

and dynamic unicycle model and finally the discrete-time approximations for linear

and nonlinear systems. Further information about these model derivations can be

found in [47] and in [48] for the discrete-time approximations.

A.1 Unicycle Nonholonomic Configuration

As presented in Chapter 2, consider the unicycle vehicle shown in Figure A.1 as a

single wheel that can roll and turn without falling over. The configuration of the

unicycle vehicle can be uniquely described as q = (x, y, θ) within the configuration

space of Q = R2 × S1. For this configuration space, R2 refers to the possible vehicle

position in x and y, while S1 refers to possible the vehicle orientation with a unit

circle. This unicycle vehicle can move anywhere within Q but it is constrained by the

geometric properties of a wheel that experiences no lateral slip. With this no lateral

slip constraint, the unicycle is only able to move in the rolling direction of the wheel.
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A.1. UNICYCLE NONHOLONOMIC CONFIGURATION

Figure A.1: Diagram of unicycle vehicle.

Given the rolling direction of the vehicle specified by the orientation θ, the direction

of unicycle’s velocity vector described byẋ
ẏ

 ⊥
− sin θ

cos θ

 , (A.1)

and can be written such that the kinematic constraints for a unicycle vehicle are[
− sin θ cos θ 0

]
q̇ = w(q)q̇ = 0 (A.2)

for all q ∈ Q. Kinematic constraints are written generally as w(q)q̇ = 0 and the

number of constraints on a ground vehicle are dependent on the vehicle geometry as

well as the quantity and configuration of the wheels. For a vehicle with w1, w2, . . . wm

constraints, they can be organized together as

A(q) =

[
w>1 w>2 . . . w>m

]
(A.3)

where

A>(q)q̇ = 0. (A.4)
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Since the unicycle is a single wheel, there is only one kinematic constraint that is

summarized as

A(q) =

[
− sin θ cos θ 0

]>
. (A.5)

A.2 Modelling Ground Vehicles

A.2.1 Kinematic Model Derivation

Assuming there are no geometric constraints on the unicycle vehicle, we can develop

a model of how this vehicle moves based solely on the kinematics of a single wheel

without breaking the only kinematic constraint. The set of all possible tangent vectors

to Q at a point q ∈ Q is referred to as the tangent space, TqQ, where q̇ ∈ TqQ.

Alternatively, the space in which the nonholonomic constraints A(q) exist is called

the cotangent space and is denoted T ∗qQ.

Let ∆(q) and Ω(q) be the distribution and codistribution, which assigns a sub-

space of TqQ and T ∗qQ respectively, for a specific point q ∈ Q. Where Ω(q) represents

the set of directions in which the vehicle cannot travel via the constraints and is writ-

ten as

Ω(q) = span{w1(q), w2(q), . . . , wn(q} ∈ T ∗qQ. (A.6)

From Ω(q), we can identify ∆(q) as the set of all directions in which the vehicle can

travel for a given configuration q and is summarized as ∆(q) = Ω(q)>. We define

∆(q) = span{g1(q), g2(q), . . . , gn−m(q)} ∈ TqQ, (A.7)

where gi(q) is a column vector representing an allowable direction of travel orthogonal

to a given kinematic constraint wi(q). With the dimension of the configuration space

as dim(Q) = n and the number of kinematic constraints as dim(A) = m, the number
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of allowable directions of motion for the system is l = n−m. The system is written

as

q̇ = g1(q)v1 + g2(q)v2 + · · ·+ gl(q)vl, (A.8)

which is the combination of all possible tangent vectors with a corresponding input

vector v = (v1, v2, . . . , vl) ∈ Rl. This system is summarized in matrix form as

q̇ = Γ(q)v, (A.9)

where G = [g1, g2, ..., gl] and v = [v1, v2, ..., vl]. For this system to comply with the

constraints, then

A>(q)G(q) = 0, (A.10)

for all vehicle configurations.

Unicycle Vehicle Model

Since the unicycle vehicle only has

A(q) =

[
− sin θ cos θ 0

]>
(A.11)

as the single kinematic constraint for the vehicle (m = 1), and has a vehicle configura-

tion as q = (x, y, θ) with a dimension of n = 3, the dimension of ∆(q) is l = 2. This

means that there are two tangent vectors that describe the allowable directions of

movement within the configuration space without violating the kinematic constraint,

which is written as

∆(q) = span{g1(q), g2(q)}, (A.12)

where each tangent vector should satisfy

A>(q)gi(q) = 0. (A.13)
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By inspection of the kinematic constraint, the first tangent vector is

g1 =


cos θ

sin θ

0

 (A.14)

because it satisfies

A>(q)g1(q) =

[
− sin θ cos θ 0

]
cos θ

sin θ

0

 = − sin θ cos θ+sin θ cos θ+0 = 0. (A.15)

More trivially, the second tangent vector is

g2 =


0

0

1

 (A.16)

as it also satisfies

A>(q)g2(q) =

[
− sin θ cos θ 0

]
0

0

1

 = 0 + 0 + 0 = 0. (A.17)

These two tangent vectors are then written together as

q̇ = g1(q)v1 + g2(q)v2 =


cos θ

sin θ

0

 v1 +


0

0

1

 v2 (A.18)

where v1 and v2 represent a forward vehicle velocity input in the rolling direction of

the wheel and vehicle steering rate input respectively. These inputs are commonly

rewritten as v1 = v where v =
√
ẋ2 + ẏ2 and v2 = ω. Finally, the individual tangent
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vectors and inputs can be combined in matrix form to show

q̇ =


cos θ 0

sin θ 0

0 1


v
ω

 (A.19)

which can be written more compactly as

q̇ = Γ(q)u, (A.20)

which is presented in Chapter 2.

A.2.2 Dynamic Model Derivation

Kinematic vehicle models do not capture vehicle dynamics or interactions with the

driving surface since they are only concerned with vehicle rates. To develop an im-

proved simulation testing platform for the proposed MPC+FBL controller, a dynamic

unicycle vehicle model was derived to mimic the dynamics of the Husky skid-steer

robot used for field experiments. Dynamic vehicle models can be derived using var-

ious dynamic modelling methods but for this derivation, we chose to use the Euler-

Lagrange method similar to what is presented in [29, 47], as it is straight forward for

rigid body dynamics.

Given a dynamic system with n dimensions, the system configuration or state is

q = (q1, . . . , qi, . . . , qn) and the dynamics of this systems can be described by

d

dt

(
∂L

∂q̇i

)
− ∂L

∂qi
= τi(t, q). (A.21)

The Lagrangian is summarized as L = T −V , which is the difference between kinetic

(T ) and potential (V ) energy, while τi(t, q) is known as the generalized force. Follow-

ing the Euler-Lagrange method, the energies and generalized forces are modelled for
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A.2. MODELLING GROUND VEHICLES

each coordinate qi of the system configuration q. For a wheeled vehicle, the kinetic

energy can be represented as

T (q̇,q) =
1

2
q̇>M(q)q̇ (A.22)

where q is the vehicle configuration and M(q) is the mass matrix for the system. For

this derivation, it is assumed that the vehicle is driving on flat ground with no other

means to store energy, so the potential energy is V = 0. For this model to be used

to represent a ground vehicle such as the unicycle, the nonholonomic constraint on

the single wheel is considered. Nonholonomic constraints can be incorporated to the

Lagrange equation through the use of Lagrangian multipliers as

d

dt

(
∂L

∂q̇i

)
− ∂L

∂qi
= τi(t, q) + A(q)λ, (A.23)

where A(q) are directions of the nonholonomic constraints for the system and λ is a

vector of the Lagrangian multipliers.

For the unicycle vehicle which has a state of q = (x, y, θ), we assume the point

(x, y) on the vehicle shown in Figure A.1, has a mass of m and a moment of inertia

about the z-axis of Iz. Given the configuration of a unicycle vehicle, the kinetic energy

of the system is

T (q̇,q) =
1

2
(mẋ2 +mẏ2 + Iθ̇2). (A.24)

Since the potential energy for this system is V = 0, the Lagrangian is L = T and is

solved in Lagrange’s equation for each coordinate of q as

mẍ = τ1 cos θ − sin θλ (A.25)

mÿ = τ2 sin θ + cos θλ (A.26)

Iz θ̈ = τ3 (A.27)
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A.2. MODELLING GROUND VEHICLES

where the single nonholonomic constraint for the unicycle (A(q)) that was presented

in Section A.2.1 is included. The generalized forces τ1 and τ2 are the same driving

force that is moving the unicycle in the [X, Y ] plane, and τ3 is a steering torque to

turn the vehicle. These generalized forces are rewritten as τ1 = τ2 = f and τ3 = τ ,

and dynamic model in matrix form is
mẍ 0 0

0 mÿ 0

0 0 Iz θ̈

 =


cos θ 0

sin θ 0

0 1


f
τ

+


− sin θ

cos θ

0

λ. (A.28)

With the system dynamics established, it can be seen that the Lagrangian multiplier

is representing the force acting on the unicycle vehicle to maintain the nonholonomic

constraint of the tire. However, we know that nonholonomic constraints can be broken

and this is when lateral slip happens. To model the lateral slip behaviour of the

unicycle, we can identify λ and constantly verify if the unicycle vehicle has exceeded

the available lateral traction provided by ground friction. To solve for λ, we can

pre-multiply the system’s dynamic equation by A> because A>A = 1. The process

of solving for λ is

[
− sin θ cos θ 0

]
m 0 0

0 m 0

0 0 Iz

 q̈ =

[
− sin θ cos θ 0

]
cos θ 0

sin θ 0

0 1

 τ(t, q) + λ

(A.29)

which results in

λ = m(ÿ cos θ − ẍ sin θ). (A.30)

Using the kinematic vehicle model for a unicycle vehicle we can solve for ẍ and ÿ
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using

ẍ =
d(ẋ)

dt
=
d(v cos θ)

dt
= v̇ cos θ − vω sin θ (A.31)

ÿ =
d(ẏ)

dt
=
d(v sin θ)

dt
= v̇ sin θ + vω cos θ (A.32)

and are substituted to solve for λ as

λ = m(v̇ sin θ cos θ + vω cos2 θ − v̇ cos θ sin θ + vω sin2 θ) = mvω. (A.33)

Finally, the dynamics for the unicycle model can be summarized as

ẍ =
f cos θ − λ sin θ

m
(A.34)

ÿ =
f sin θ + λ cos θ

m
(A.35)

θ̈ =
τ

Iz
(A.36)

ẋ = v cos θ (A.37)

ẏ = v sin θ (A.38)

θ̇ = ω, (A.39)

while also making use of the unicycle kinematics to calculate the model velocities.

This model describes the rates of change of the vehicle state in the global coordinate

frame [X, Y ] given the generalized forces [f, τ ] applied in the vehicle coordinate frame

[x1, y1] at point (x, y).

A.3 Discrete Time Approximation Derivations

This section highlights the derivation for discrete time approximation of linear and

nonlinear systems. These approximations are made by numerically integrating the

continuous time equations over a single discrete time sample period T . As mentioned
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A.3. DISCRETE TIME APPROXIMATION DERIVATIONS

in Chapters 2 and 3, these discrete time models assume that T > 0 and that the

system state and inputs are held constant between consecutive discrete time steps (k

to k + 1).

A.3.1 Linear Systems

Consider the continuous-time linear system

ẋ = Ax + Bu, (A.40)

where x ∈ Rn and u ∈ Rm. The discrete time approximation for this linear system is

zk+1 = Fzk + Gηk (A.41)

as shown in [48]. In this approximation,

F = eAT (matrix exponential) (A.42)

G = F

∫ T

0

e−AτdτB, (A.43)

where the matrix exponential is

eA =
∞∑
i=0

Ai

i!
. (A.44)

Recall the feedback linearized system derived in Section 3.1 where

A =

0 1

0 0

 (A.45)

B =

0

1

 (A.46)
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A.3. DISCRETE TIME APPROXIMATION DERIVATIONS

are from (3.7), which are used to formulate F and G in the discrete time approxima-

tion. The Taylor Series expansion of F is

F = eAT = (AT )0 +
(AT )1

1!
+

(AT )2

2!
+ . . . (A.47)

= I2 + AT (A.48)

=

1 T

0 1

 , (A.49)

and (AT )2 ≈ 0 when T � 1 to simplify the approximation. Based on this, we can

then approximate G as

G = F

∫ T

0

(I2 −Aτ)dτB (A.50)

= F
(
I2T −

AT 2

2

)
B (A.51)

=

1 T

0 1

(I2T −
AT 2

2

)0

1

 (A.52)

=

T
2

2

T

 . (A.53)

132
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A.3.2 Nonlinear Systems

Consider

q̇ = Γ(q)u (A.54)

as a continuous-time nonlinear system, like the unicycle vehicle in (2.1) where q ∈

R2×S1 and u ∈ R2. By integrating this continuous-time model over a single discrete

time sample T as

qk =

∫ kT

0

Γ(q(τ))u(τ)dτ (A.55)

= qk−1 +

∫ kT

kT−T
Γ(q(τ))u(τ)dτ, (A.56)

we can represent the nonlinear model in discrete time as

qk ≈ qk−1 + TΓ(qk−1)uk−1. (A.57)

This approximation is done for both the kinematic and dynamic unicycle vehicle

models discussed in Sections 2.1 and 2.2.
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Appendix B

MPC+FBL Cost Function Derivations

This appendix shows the step by step derivatives of cost functions (3.28) and (3.32)

for the MPC+FBL Optimization 1 and 2 formulations discussed in Sections 3.3.1 and

3.3.2. First, this appendix highlights the matrix and partial derivative identities that

are used to derive the cost functions, then the step-by-step derivative for MPC+FBL

Optimization 1 is presented and followed by the derivative for Optimization 2.

B.1 Matrix Identity and Partial Derivative Definitions

Before we derive the cost functions used for MPC+FBL, we first must establish

the matrix identities and partial derivatives use for these derivations, which can be

found in [49] and [50]. For simplification during this derivation, the following matrix

identities

(A + B)> = A> + B> (B.1)

(AB)> = B>A> (B.2)

(A−1)> = (A>)−1 (B.3)
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B.1. MATRIX IDENTITY AND PARTIAL DERIVATIVE
DEFINITIONS

are used. For these cost function derivatives, three matrix partial derivative identities

are required and are defined below.

Partial Derivative Identity 1

Let the scalar α be

α = x>Ax, (B.4)

where A is a symmetric matrix of dimension n×n, x is a column vector of size n× 1

and A is independent of x. Then

∂α

∂x
= 2Ax. (B.5)

Partial Derivative Identity 2

The scalar β be

β = x>a, (B.6)

where a and x are both vectors of size n × 1, x and are independent of each other.

Then

∂β

∂x
=
∂(a>x)

∂x
=
∂(x>a)

∂x
= a. (B.7)

Partial Derivative Identity 3

The scalar γ be

γ = y>Ax, (B.8)

135



B.2. MPC+FBL OPTIMIZATION 1 COST FUNCTION DERIVATION

where A is of dimension m × n, x is a vector of size n × 1 and y is a vector of size

m× 1 and A is independent of x and y. Then

∂γ

∂x
= y>A (B.9)

and

∂γ

∂y
= x>A>. (B.10)

B.2 MPC+FBL Optimization 1 Cost Function Derivation

We begin with (3.28) from Section 3.3.1 as

J1(∆uk) =(L∆zk + M∆uk + yk)
>Q(L∆zk + M∆uk + yk) + ∆u>k R∆uk (B.11)

and we expand and rearrange using the matrix identities as

J1(∆uk) =∆z>k L>QL∆zk + ∆z>k L>QM∆uk + ∆z>k L>Qyk

+ ∆u>k M>QL∆zk + ∆u>k M>QM∆uk + ∆u>k M>Qyk

+ y>k QL∆zk + y>k QM∆uk + y>k Qyk + ∆u>k R∆uk.

(B.12)

Using the partial derivative identities discussed in Section B.1, the partial derivative

of the expanded equation above with respect to ∆uk is

∂J1(∆uk)

∂∆uk
= 2M>QM∆uk + 2M>QL∆zk + 2M>Qyk + 2R∆uk. (B.13)

Since the purpose of this cost function derivative is to find the value of ∆uk that

minimizes this cost function, the above equation is minimized by

∂J1(∆uk)

∂∆uk
= 0 = 2(M>QM + R)∆uk + 2(M>Q(yk + L∆zk)) (B.14)

and rearranged to solve for ∆uk as

∆u∗k = −(M>QM + R)−1M>Q(yk + L∆zk). (B.15)
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The final result from this cost function optimization is a vector of length p × 1 that

contains a sequence of optimal FBL control input updates (∆ηk, ...,∆ηk+p−1) to be

added to (uk−1) for the MPC+FBL Optimization 1 to minimize the predicted feed-

back linearized states (yk+1) and improve real-time path following.

B.3 MPC+FBL Optimization 2 Cost Function Derivation

This derivation is done identically to what is shown in Section B.2 but this time with

(3.32) for MPC+FBL Optimization 2 presented in Section 3.3.2. We begin with

J2(∆uk) =(L∆zk + M∆uk + yk)
>Q(L∆zk + M∆uk + yk)

+ (∆uk + uk−1)>R(∆uk + uk−1)

(B.16)

and we expand and simplify as

J2(∆uk) =∆z>k L>QL∆zk + ∆z>k L>QM∆uk + ∆z>k L>Qyk + ∆u>k M>QL∆zk

+ ∆u>k M>QM∆uk + ∆u>k M>Qyk + y>k QL∆zk + y>k QM∆uk + y>k Qyk

+ ∆u>k R∆uk + ∆u>k Ruk−1 + u>k−1R∆uk + u>k−1Ruk−1.

(B.17)

Again the identities shown in Section B.1 are used to take the partial derivative of

the expanded equation with respect to ∆uk as

∂J2(∆uk)

∂∆uk
= 2M>QM∆uk + 2M>QL∆zk + 2M>Qyk + 2R∆uk + 2Ruk−1, (B.18)

which is minimized by

∂J2(∆uk)

∂∆uk
= 0 = 2(M>QM + R)∆uk + 2(M>Q(yk + L∆zk) + Ruk−1) (B.19)

and rearranged to solve for ∆uk as

∆u∗k = −(M>QM + R)−1(M>Q(yk + L∆zk) + Ruk−1). (B.20)
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The result from Optimization 2 is the same as Optimization 1 but is generated based

on cost function J2. Further information about the design and implementation of

MPC+FBL Optimization 1 and 2 for path following are presented in Section 3.3 and

3.4.
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Appendix C

Supplementary Results

This appendix contains supplemental results from the experimental tests discussed in

Chapter 4. Section C.1 contains the RMSE and maximum path following errors for all

low and high speed trials shown in Tables C.1 and C.2 respectively. The performance

metrics for each controller are organized by the experimental test platform for both

vehicle simulators and all field testing locations. Section C.2 shows the remaining

comparison plots between “MPC+FBL Opt2, p = 20” and “MPC+FBL Opt2, p =

10” for the grass and sand high speed experiments as discussed in Section 4.6.3.
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C.1. TABULATED EXPERIMENTAL RESULTS

C.1 Tabulated Experimental Results

Table C.1: RMSE and maximum path following error values from all low speed path
following trials across all experimental test platforms and locations.

Low Speed Trials at v = 0.5 m/s
Controller εL RMSE

[m]
εH RMSE

[deg]
Max εL

[m]
Max εH

[deg]
Kinematic Model

PD+FBL 0.040 1.51 0.063 4.33
NMPC 0.006 0.53 0.015 1.86

MPC+FBL Opt1 0.002 0.56 0.005 1.50
MPC+FBL Opt2 0.002 0.58 0.006 2.04

Dynamic Model
PD+FBL 0.041 1.82 0.070 6.20

NMPC 0.024 0.73 0.044 2.77
MPC+FBL Opt1 0.009 1.72 0.025 5.43
MPC+FBL Opt2 0.006 0.76 0.021 2.71

Indoor
PD+FBL 0.029 1.92 0.052 7.91

NMPC 0.040 1.21 0.076 4.02
MPC+FBL Opt1 0.014 1.44 0.027 3.84
MPC+FBL Opt2 0.019 1.20 0.035 3.97

Grass
PD+FBL 0.045 2.73 0.096 7.50

NMPC 0.039 1.10 0.086 3.41
MPC+FBL Opt1 0.023 2.23 0.060 7.13
MPC+FBL Opt2 0.017 1.01 0.041 3.65

Sand
PD+FBL 0.032 2.27 0.076 8.19

NMPC 0.057 2.24 0.130 5.34
MPC+FBL Opt1 0.028 3.38 0.063 7.73
MPC+FBL Opt2 0.020 1.36 0.051 3.77
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Table C.2: RMSE and maximum path following error values from all high speed path
following trials across all experimental test platforms and locations.

High Speed Trials at v = 0.9 m/s
Controller εL RMSE

[m]
εH RMSE

[deg]
Max εL

[m]
Max εH

[deg]
Kinematic Model

PD+FBL 0.117 3.23 0.188 7.14
NMPC 0.009 1.05 0.020 2.69

MPC+FBL Opt1 0.006 1.03 0.016 2.48
MPC+FBL Opt2 0.012 1.18 0.024 4.13

Dynamic Model
PD+FBL 0.127 3.88 0.190 10.08

NMPC 0.018 1.27 0.032 3.58
MPC+FBL Opt1 0.026 2.36 0.068 4.81
MPC+FBL Opt2 0.028 1.42 0.063 4.94

Indoor
PD+FBL 0.098 4.14 0.159 11.45

NMPC 0.032 2.18 0.069 7.75
MPC+FBL Opt1 0.040 3.37 0.084 9.97

MPC+FBL Opt2, p = 20 0.029 1.90 0.082 6.58
MPC+FBL Opt2, p = 10 0.017 1.31 0.038 4.00

Grass
PD+FBL 0.081 4.05 0.159 11.84

NMPC 0.048 2.16 0.103 6.83
MPC+FBL Opt1 0.040 3.37 0.088 8.22

MPC+FBL Opt2, p = 20 0.053 2.08 0.116 6.73
MPC+FBL Opt2, p = 10 0.041 1.61 0.100 4.08

Sand
PD+FBL 0.109 4.00 0.184 9.73

NMPC 0.053 3.31 0.147 8.41
MPC+FBL Opt1 0.060 3.53 0.137 9.61

MPC+FBL Opt2, p = 20 0.051 1.90 0.107 6.65
MPC+FBL Opt2, p = 10 0.054 2.03 0.108 6.02
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C.2. ADDITIONAL MPC+FBL OPT 2 HIGH-SPEED COMPARISON
PLOTS

C.2 Additional MPC+FBL Opt 2 High-Speed Comparison Plots
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Figure C.1: Path following errors and commanded steering rate for “MPC+FBL
Opt2, p = 20” and “MPC+FBL Opt2 p = 10” formulations at the grass
field testing location at 0.9 m/s.
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Figure C.2: Path following errors and commanded steering rate for “MPC+FBL
Opt2, p = 20” and “MPC+FBL Opt2 p = 10” formulations at the sand-
box field testing location at 0.9 m/s.
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Appendix D

Additional Hardware and Software Information

This appendix contains technical information related to the hardware and software

used for field experiments. The specifications of all the sensors used for indoor and

outdoor navigation, discussed in Section 2.4.2 are summarized in Table D.1. This is

followed by Table D.2 which summarizes and provides web references to all software

packages used for field experiments.
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