The Near-Infrared Imaging of the
Andromeda Galaxy

by

Jonathan Sick

A thesis submitted to the
Department of Physics, Engineering Physics and Astronomy
in conformity with the requirements for
the degree of Master of Science

Queen’s University
Kingston, Ontario, Canada
December 2010

Copyright c Jonathan Sick, 2010

Abstract
The Andromeda Galaxy (M31) is an ideal target for detailed studies of galaxy structure
and tests of stellar population models. This thesis presents deep Canada-France-Hawaii
Telescope WIRCam near-infrared J- and Ks -band photometric maps of M31. These
near-infrared data alleviate the age-metallicity-dust degeneracy that plagues stellar
population analysis of optical-only maps. For the sake of calibrating stellar population
models, a detailed reconstruction of the M31 near-infrared surface brightness and
a study of sky subtraction uncertainties is needed. The analysis of our 2007 and
2009 WIRCam data has revealed unexpected spatial variations in the sky background
shapes over the width of the WIRCam fields. In order to solve for the offset caused
by such fluctuations, we have used couplings between images. Scalar sky offsets are
optimized to produce a mosaic that is seamless within 0.02% of the sky background.
These offsets are solved hierarchically, to reduce the dimensionality of optimizations,
and an adaptation of the Nelder Mead downhill simplex ensures a globally optimal
solution. Variations in sky shape are well-characterised in median sky images built
by nodding to a random ring of sky fields every 1.2 minutes. Sky shape appears
consistent across the 3◦ ring of sky fields, while levels do change by ∼ 2%, suggesting
that the dominant sky structures extend beyond the M31 survey region. Planar sky
offset optimization was tested and promises to significantly improve continuity across
i

the outer disk of M31. Our near-infrared data are part of an effort to assemble a
multi-wavelength data set for M31 to study a broad suite of topics in stellar and
galaxy evolution.
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Chapter 1
Introduction
Galaxies occupy an important cross roads of astrophysics. The assembly of galaxies
from successive episodes of mergers and accretions strongly tests our understanding of
cold dark matter cosmology on the smallest scales (Kauffmann et al. 1993; Klypin et al.
1999; Moore et al. 1999). Even in the modern epoch, the structure of a galaxy reflects
its cosmological context: from the structure of its halo (Ibata et al. 1995, 2007), to
the chemical enrichment of stars (e.g., the G Dwarf problem), and the truncation and
thickening of galaxy disks (de Jong et al. 2007; Kazantzidis et al. 2008), among other
possible observables.
Galaxies are also laboratories for stellar astrophysics. By studying the populations
of stars that comprise a galaxy, we can understand the conditions that trigger star
formation, the mass function of stars at birth, and the micro-physics of stellar evolution.
At once, our appreciation of a galaxy marries an understanding of cosmology with
details of star formation and evolution. It is no wonder, then, that a comprehensive
theory of galaxy formation and evolution has been a chief concern in modern astronomy.
Imaging provides a powerful diagnostic of galaxy structure. Light profiles give
1
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information on the shapes of galaxy components (e.g., the bulge, disk and halo).
In most instances, telescopes are limited to observing just the integrated light of
a galaxy, where each image pixel is occupied by multitudes of stars. Even so, the
integrated colour of starlight reveals information about the ages and metallicities of
a galaxy’s stellar population by way of stellar population synthesis models (such as
Bruzual & Charlot 2003; Maraston 2005). Mass-to-light ratios of stellar populations
are illustrated by their colours, so that masses of galaxies can be estimated from
imaging alone (Bell & de Jong 2001).
But colours of stellar populations are degenerate in a parameter space of stellar
age, metallicity, and the dust content of a galaxy. Worse, the ingredients of stellar population synthesis—stellar evolution and atmospheric models—can be embarrassingly
uncertain (Conroy & Gunn 2010). For instance, asymptotic giant branch stars are
dominant contributors to the near-infrared light of a galaxy, yet the complex physics
of their thermal pulsations eludes modelling. Improving the treatment of these AGB
stars may refine estimates of the masses and distances to distant galaxies by a factor
of 5 (Bruzual 2007).
These limitations that stymie the interpretation of distant galaxies encourage us
to re-assess stellar population models by observing nearby galaxies, where individual
stars can be resolved. Stars of a given composition, at a given age, will form a locus of
points (isochrone) on a plane of colour versus magnitude (a colour-magnitude diagram:
CMD)—or equivalently, temperature versus luminosity on the theorist’s HertzsprungRussell (HR) diagram. Fitting a linear combination of theoretical isochrones (e.g.,
Marigo et al. 2008) allows the star formation history (age and metallicity build-up) of
a galaxy to be reconstructed. But more importantly, significant deviations of stars
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from isochrones can expose failures in stellar models. A study of nearby galaxies
should simultaneously lead to improvements in stellar models, while also allowing a
detailed understanding of a galaxy’s make-up that, in turn, can be used as a reference
for more distant galaxies.
The Andromeda Galaxy (M31), the closest spiral galaxy to our own, is an ideal
target for such study since individual stars are well resolved in ground-based observations. Our external perspective allows a range of global and local studies that are
difficult within our own Milky Way galaxy. Unlike the dwarf galaxies that have been
the target of most nearby galaxy surveys (Dalcanton et al. 2009; Harris & Zaritsky
2009), M31 is a comparable analogue to our own Milky Way galaxy (Yin et al. 2009),
and may even be more representative of massive spiral galaxies than our Milky Way
with respect to star formation (Hammer et al. 2007).
A wealth of global observations have been made of M31 across the electromagnetic
spectrum: including the far- and near-UV (GALEX: Thilker et al. 2005), U BV RI
optical (NOAO Local Group Survey: Massey et al. 2006), and the Spitzer near- to
mid-infrared (Barmby et al. 2006; Gordon et al. 2006; Mould et al. 2008). The halo of
M31 has also been mapped in optical star counts (CFHT/MegaCam PAndAS: Ibata
et al. 2007) and resolved stellar kinematics (SPLASH: Gilbert et al. 2009). With HST,
main-sequence stars have been measured in targeted observations of the disk and halo,
providing unprecedented constraints on stellar ages and metallicities (Brown et al.
2009).
Conspicuously missing are galaxy-wide, yet high-resolution, observations of M31 in
the near-infrared (NIR: 1µm–3µm; Johnson JHK bands). Near-infrared photometry
provides pivotal information for stellar population and galaxy structure surveys.
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Near-infrared starlight is observed nearly free of dust attenuation, nor re-emission by
polycyclic aromatic hydride (PAH) dust grains. And since the initial mass function
places most stellar mass of galaxies in red, long-lived, low-mass stars, the near-infrared
is a superb tracer of a galaxy’s stellar mass build-up. When combined with optical
observations, the optical-NIR colour baseline is an excellent tool for breaking the
common degeneracy between stellar age, metallicity and dust effects that plague stellar
population interpretations. Unfortunately the Spitzer /IRAC 3.6 µm map of M31
(Barmby et al. 2006) fails to have sufficient resolution for resolved stellar photometry,
given its plate scale of 0.800 /pixel. Likewise, the 2MASS survey produced J, H and K
images of M31 (Beaton et al. 2007), though these lack both the resolution for resolved
stellar studies (100 /pixel), and the detailed surface brightness calibration for integrated
light studies.
Here, I remedy this situation by introducing a near-infrared (J and Ks ) survey
of M31’s disk with the WIRCam imager on the Canada-France-Hawaii Telescope
(CFHT). With a plate scale of 0.300 /pixel, and typical seeing of 0.6500 , WIRCam can
resolve individual stars in M31’s mid- and outer disk. But this thesis will focus upon
a second, more difficult observational mode: the integrated surface brightness of M31
in the J and Ks bands. As I describe in the following section, strong variability in the
near-infrared night sky background complicates NIR surface brightness measurements.
But despite its technical difficulty, by obtaining a parallel set of M31 observations,
both in resolved stars and integrated surface brightness it will be possible to specify
the stars that contribute to the integrated light. Such a comparison of integrated and
resolved starlight, across an entire galaxy, is new. And yet, this exercise will provide
an empirical framework with which to understand the light from more distant galaxies.

CHAPTER 1. INTRODUCTION

5

For example, we shall constrain, better than ever before, the mixture of asymptotic
and red giant branch stars that contribute to the NIR light, thereby providing a useful
calibration for makers of stellar evolution and population synthesis codes. A more
complete list of scientific projects derived from the data set produced in this thesis is
given in §6.3.2.

1.1

Challenge of the near-infrared sky background

An effort to produce a photometric map of the Andromeda Galaxy in the near-infrared
at λo ∼ 1.2µm (J) and λo ∼ 2.4µm (Ks ), as performed in this thesis, is overwhelmingly
limited by the near-infrared sky background. Near-infrared filters, e.g., JHK, are
designed to operate in spectral windows with low water vapour absorption. But NIR
sky background emission is created by the luminescence of OH molecules in the Earth’s
atmosphere. The typical sky surface brightness seen in this observing project is ∼ 14.5
mag arcsec−2 in J and ∼ 13.5 mag arcsec−2 in Ks . At this surface brightness, only the
inner parsecs of the Andromeda galaxy are brighter than the background, while much
of the disk is 4–8 magnitudes fainter (or 102 –104 sky photons per M31 photon). In
such a background-dominated regime, the pixel signal-to-noise suffers by the relation
√
S/N ≈ I/ I + 2B (Howell 2006), if I and B are the object and background sky
fluxes, respectively.
Even more problematic is the estimation of the sky level itself. M31’s stellar
disk occupies a ∼ 3◦ × 1◦ expanse. Given that near-infrared detectors with sufficient
resolution to sample the seeing (e.g., CFHT/WIRCam) have typical fields of view of
200 × 200 , an integration on the disk of M31 will never sample blank sky. Telescope
nods between designated sky sample fields and target fields are necessary to estimate
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the sky background atop the disk.
Yet the near-infrared sky has complex spatio-temporal variations that limit the
accuracy of sky estimation from sky-target nodding. Adams & Skrutskie (1996)
captured movies of 9◦ × 9◦ swaths of the J and H near-infrared sky. In those movies,
cloud-like skyglow structures on the order of several degrees move across the frame,
along with higher-frequency atmospheric wave structures. Adams & Skrutskie find
10% variation in sky surface intensity across 3◦ of sky—roughly the maximum length
of sky-target nods employed for an M31 survey. Temporally, a 3–5% variation in sky
level in 10 minutes is often seen (Vaduvescu & McCall 2004). The data calibration
presented in this thesis, therefore, will focus primarily on minimizing the uncertainty
in the intensity of the sky background atop the disk images given the spatio-temporal
sky variations inevitably introduced by sky-target nodding.
A near-infrared mosaic of M31, in JHKs , was previously compiled for the 2MASS
Large Galaxy Atlas (Jarrett et al. 2003; Beaton et al. 2007). These 2MASS mosaics
are unsuitable for the investigations that motivated the present WIRCam survey.
First, 2MASS cannot resolve individual M31 stars, given its pixel scale of 100 /pixel.
Second, the near-infrared surface brightness profile implied by the 2MASS images is
unconvincing in comparison to the Spitzer 3.6µm map, showing signs of significant
sky over-subtraction (Barmby et al. 2006, see their footnote 7).
The 2MASS mosaics of M31 were constructed from 1◦ -wide scans across the galaxy.
In this case, frequent nodding of the telescope between blank sky and the M31 disk
was not performed; rather, pixels in the scans beyond the UV star-forming disk were
used as proxies to ‘blank sky’, thus causing sky over-subtraction. Using the Montage
package (Berriman et al. 2008), the overlaps between individual scans were used to
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derive offsets to the levels and gradients of the scans to make the scans internally
consistent and continuous. In this thesis, I shall demonstrate that sky subtraction
offsets derived from the overlaps between images, as done by Montage, are necessary
for overcoming sky level uncertainties. This work, however, will improve upon the
basic Montage methods by quantifying the sources of sky background uncertainty,
studying the optimal observational methods, extending sky background fitting to data
sets of larger numbers of image frames, and ensuring the validity of the calibrated
image products.

In this thesis, I present the first high-resolution near-infrared images of the Andromeda Galaxy made with intentional control of the sky background. This data set
will allow, for the first time, a simultaneous comparison of the integrated near-infrared
light of a galaxy to the resolved stellar populations. Chapter 2 describes the observational strategies; Chapter 3 describes basic image reduction practices for WIRCam
data; Chapter 4 studies scalar sky uncertainties, and their minimization; Chapter
5 describes additional uncertainties caused by the intrinsic shape of NIR skyglow
structures; and Chapter 6 discusses the quality of the NIR M31 images derived in this
work, and future efforts.

Chapter 2
Observations
The Andromeda Galaxy (M31) was observed in the NIR using the WIRCam instrument,
mounted to the 3.6-meter Canada-France-Hawaii Telescope (CFHT), at the summit
of Mauna Kea in Hawaii. Observations were carried out exclusively in the NIR J
(λ0 ∼ 1.2µm) and Ks (λ0 ∼ 2.2µm) bands.
WIRCam itself is an array of four HgCdTe HAWAII-RG2 detectors (Puget et al.
2004). Each detector comprises 2048 × 2048 pixels, with a scale of 0.00 3. This pixel
scale critically samples the typical seeing of 0.00 65 seen by CFHT. At this pixel scale,
M31 stars are well resolved in the halo and outer disk. For reference, 10 = 3.7pc across
the disk of M31. The detectors are arranged in a 2 × 2 grid with 4500 gaps, so that the
entire instrument covers 21.50 × 21.50 of sky. It is truly the recent advent of NIR focal
plane arrays, like WIRCam, that have enabled relatively efficient studies of M31 in
the NIR.
In designing our survey of M31, we were driven by two distinct regimes of data
reduction and scientific analysis: a high S/N image of integrated surface brightness,
and resolution of individual Andromeda stars for colour-magnitude diagram analysis.
8
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As discussed in Ch. 1, by simultaneously observing both integrated and resolved
NIR starlight, we can constrain stellar population synthesis models. Observationally
identifying the types of stars that contribute to the NIR light can have profound
implications on the inferred masses and ages of distant galaxies.
While the resolved stellar photometry observing regime is straightforwardly accomplished by requesting critical seeing in the Queue Service Observing (QSO) constraints,
the integrated surface brightness regime is severely challenged by our understanding
of the NIR sky and its spatio-temporal variations (§1.1). Originally, we intended
for our survey in the 2007B semester at CFHT to accomplish both of these goals.
My early analysis, however, suggested that sky background subtraction may not be
sufficiently controlled in the those observations, which inspired a second observing
campaign in 2009B at CFHT designed to provide tighter constraints on the NIR sky.
Thus I describe these two observing campaigns separately in the following sections.
The reader is encouraged to regard these observational designs as hypotheses for
how to best conduct a wide-field surface brightness survey in the near-infrared from
the ground. A goal of this thesis will be to discriminate between the virtues of the
2007B and 2009B programmes, and determine if observational design can improve the
construction of a wide-field NIR mosaic.

2.1

2007B Semester

The initial survey was carried out in the 2007B semester by the CFHT Queue Service
Observing under photometric conditions. As the observations were designed for
resolved stellar analysis, we requested image quality (IQ) of 0.5500 –0.6500 , and our PSF
modeling shows this was generally achieved (see Table 2.1). This programme covers
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Figure 2.1: WIRCam survey fields in the 2007B (top) and 2009B (bottom) progammes.
The fields are plotted on the INT/WFC star count map of Ibata et al.
(2005).
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Table 2.1: Summary of WIRCam observing programs. Efficiency (Eff.) is the percentage of time in a program allocated to integrating the disk of M31, compared
from nodding, read out and sky overheads. Seeing is measured from stars
in sky images.
Tint
Texp Eff. PSF FWHM (arcsec)
field
Sem.
Band Ndisk ST Nods
(min) (s)
(%) 25th 50th 75th
3 8 3 2 3
J
[S T S ] S
12.5
47
49
0.68 0.75 0.84
2007B
27
Ks
[S5 T13 S5 ]2 S5 10.8
25
42
0.60 0.65 0.73
J
0.61 0.69 0.83
2009B
12
[ST2 S]20 S
13.3
20
26
Ks
0.60 0.66 0.76
M31 with 27 contiguous WIRCam fields covering the entirety of M31 out to the optical
radius, µV = 23 mag arcsec−2 . The fields are arranged with at least 10 overlap in
declination, and approximately 50 overlap in right ascension. With the dither pattern
(see below), this arrangement yields a continuous mosaic that avoids masked pixels
that obscure the eastern 30 of the WIRCam array. The field configuration is shown in
Figure 2.1.
Each field was integrated for 16 × 47s = 12.5 minutes in J and 26 × 25s = 10.8
minutes in Ks . These integrations are sufficiently deep for resolved stellar photometry
to reach at least 1 mag below the tip of the red giant branch, a crucial requirement
for decomposing the contributions of red giant and asymptotic giant branch stars to
the NIR light.
Our surface brightness analysis objective necessitated a regular monitoring of the
sky’s intensity. Since M31, with a 1900 × 600 optical disk, is much larger than the
WIRCam fields of view, monitoring of the sky zeropoint is only possible by periodically
pointing the telescope away from M31, towards blank sky—sky-target (ST) nodding.
The NIR sky intensity can be expected to change by 5% in 10 minutes (Adams &
Skrutskie 1996; Vaduvescu & McCall 2004); since the sky itself is 5 dex brighter than

N Obs.

N Obs.
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Figure 2.2: Time latency between target observations and sky sampling.
the outer disk of M31 in the NIR, a 5% uncertainty in the background would be fatal.
To constrain the sky to within 1%, we chose to monitor the sky so that at worst, a sky
sample would be no more than 5 minutes removed from a M31 target image. Given
the exposure times, this implied a sky (S)–target (T) observing sequence of S 3 T 8 S 3
in J and S 5 T 13 S 5 in Ks .1
1

Superscripts here denote the number of times an observation is repeated in sequence for a given
target disk field.
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Figure 2.3: Distance between sky and target observations for 2007B and 2009B.

2.2

2009B Semester

Although we had not developed yet sky offset optimization technology described in
§4, it was apparent that the 2007B data alone would not be sufficient for deep surface
photometry of M31. Thus in our 2009B CFHT/WIRCam observing campaign, we set
out to perform the most exhaustive calibration of M31’s NIR surface brightness that
could be imagined with a CFHT/WIRCam-class instrument. Our programme was
built upon the following axioms:
1. Uncertainty from the temporal variability of the sky must be minimized. No
observation would be delayed by more than 1.5 minutes from a sky sample.
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2. Systematic uncertainty from the spatial structure of the NIR sky must be minimized. By visiting many sky fields arranged about M31, we could average over
the spatial structure in the sky.
3. Uncertainties can be diminished by repeated trials. Combining more images—
each an independent estimate of the disk surface intensity—should reduce the
statistical uncertainty of the mean surface intensity, and couplings between fields
can be exploited to reduced systematic uncertainties.
This reasoning lead to a 2009B observing campaign that included 12 fields on the
disk of M31 with 40 repeated observations, integrating for 20 seconds in both the J
and Ks bands (13.3 minutes/field/band integration, see Table 2.1). Temporal sky
variations were minimized with an inefficient but necessary ST2 S pattern (compared
to 2007B: S3 T8 S3 [J] and S5 T13 S5 [Ks ]). That is, each target observation was directly
paired with a sky observation taken within 1.5 minutes (Fig. 2.2). As shown in Figure
2.1, each target field was overlapped with at least one other 2009B target field so
that systematic uncertainties in surface intensities could be checked and corrected.
Further, each 2007B disk field overlapped with at least one 2009B disk field so that a
surface brightness distribution derived from the 2009B data could be directly used to
calibrate the 2007B data.
Throughout the ST nodding pattern, the same sky field was never visited twice for
the same target. Nods were semi-randomly assigned towards 53 sky fields, arranged
in a ring removed at least 1◦ from the optical radius of M31 (Fig. 2.1). In order to
maintain rapid telescope nods, only northern sky fields serviced the northern disk,
and similar for the southern fields; the maximum offset on the sky was 3◦ (see Fig.
2.3). This random sampling of sky fields yielded two possible advantages: 1) when a
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median sky image is constructed, many sky shapes are combined, possibly yielding an
intrinsically flatter image of sky (see §on median sky subtraction), and 2) if there is a
coherent structure in the NIR sky, sampling fields of the sky degrees apart in rapid
succession should average out these systematic biases in estimating the sky level on
the disk. Chapters 4 and 5 discuss the veracity of these programme design hypotheses.
In their own right, the 2009B sky fields have considerable utility. Over the course
of the the 2009B semester, each sky ring field was visited at least five times. Each visit
adopted a position from the WIRCam DP5, five-point, dither pattern.2 The 100-second
integration over each sky field allows deep source masks to be constructed for superior
sky flat fielding and median sky subtraction. As an extension to the basic survey, the
sky ring fields 01, 13, 27 and 39 were subjected to focussed integration sequences that
document the sky variability at a stationary location on the sky over spans of 60–90
minutes. This study is discussed in §5.1. The 50 (45) minute integration in J (and
Ks ) on these fields also allow deep colour magnitude diagrams to be constructed in
the inner halo of M31 that complement the optical PAndAS survey Ibata et al. (2007).

2

Implementing a program of random sky nods, while covering a dither pattern on each sky field,
proved to be a challenge in the WIRCam phase two proposal interface.

Chapter 3
Image reduction
This section outlines the data reduction steps common to any wide-field near-infrared
imaging program. I present recipes for night sky flat fielding (§3.3), world coordinate
rectification (§3.2), median sky subtraction (§3.4), and photometric zeropoint calibration (§3.5) of WIRCam image sets. The reduction pipeline developed as part of
this survey is designed to be run autonomously, and repeatably. Using the Python
language, this pipeline combines many third-party tools with application-specific image
processing codes. The pipeline is also built around a custom key-value database that
allows the 4286 WIRCam integrations acquired for this survey, and their metadata, to
be handled efficiently.

3.1

Adapting ‘I‘iwi 1.0 preprocessed data

WIRCam data are offered by CFHT in three progressive stages of preprocessing by
their ‘I‘iwi 1.0 pipeline to allow programmes, such as this one, to re-implement
calibration recipes for potentially higher performance. These data flavours are: a raw
16
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Figure 3.1: Mosaics of M31 constructed from ‘I‘iwi 1.0 -distributed *p.fits images,
which include median sky subtraction. The inability to see the disk of M31
motivates the development of an alternate WIRCam reduction pipeline in
Ch 3.
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image that is essentially untouched after leaving the instrument (*o.fits); an image
that has been nonlinearity-corrected, dark subtracted and flat fielded (*s.fits); and
an image that has been sky subtracted, in addition to all the previous treatments
(*p.fits). Figure 3.1 shows a mosaic of M31 constructed from the ‘I‘iwi 1.0 *p.fits
data products; it should be clear to the reader that this thesis must make dramatic
gains in photometric calibration compared to off-the-shelf solutions.
As sky subtraction is the highest source of error in this program, the middle data
product, *s.fits, would appear most amenable as a starting point for this program.
Nonetheless, two ‘I‘iwi 1.0 processing stages included in *s.fits products must be
handled carefully.

Cross-talk correction. WIRCam integrations prior to March 2008 (that is, the
2007B data set, but not the 2009B data) suffered from electronic cross talk within the
detector. This cross talk is manifested in repeating rings above and below saturated
stars.1 By default, the ‘I‘iwi 1.0 pipeline removes this cross talk by subtracting a
median of the 32 amplifier slices. Unfortunately, this algorithm fails in cases where
the background has a surface brightness gradient (such as on the disk of M31) and
produces an inverse surface brightness gradient that is stronger than the galaxy surface
brightness itself. Loic Albert was kind to re-process the 2007B data set with the
cross-talk correction turned off.

Flat fielding. We discovered that the flat fielding offered by ‘I‘iwi 1.0 was only
accurate to 2% of edge-to-edge intensity. This appears to be a discrepancy between
dome flat fielding, as employed by ‘I‘iwi 1.0, and night sky flat fielding. A complete
1

See http://cfht.hawaii.edu/Instruments/Imaging/WIRCam/WIRCamCrosstalks.html.
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discussion of ‘I‘iwi 1.0 flat fielding, and the improvement realized by night sky flat
fielding, is made in §3.3. The introduction of a new field illumination correction
necessitates a re-evaluation of the WIRCam photometric zeropoint, as done in §3.5.

3.2

World coordinate rectification

Images provided by ‘I‘iwi 1.0 have a world coordinate system—WCS, constants
that allow the conversion from pixel to celestial coordinates—accurate to ∼ 100 . The
SCAMP software package (Bertin 2006) is used to refine the astrometric solution of
the image set to be both internally consistent (from image-to-image) and globally
consistent with respect to astrometric reference stars in the 2MASS catalog. The WCS
solution includes high-order distortion terms that allow the WIRCam images to be
resampled to a common pixel grid (see Appendix A). Internal consistency is achieved
by running the entire WIRCam data set (semesters 2007B and 2009B, filters J and
Ks ) simultaneously in SCAMP. To solve the astrometric systems in the image set,
SCAMP uses stars in each image frame that are detected by Source Extractor (Bertin
& Arnouts 1996). Since the image set contains several thousand frames, and Source
Extractor can potentially detect several thousand objects in each frame, SCAMP can
be easily overwhelmed. In practice, this can be remedied by increasing the detection
threshold of Source Extractor, so that only high-S/N objects are considered in the
astrometric solution.
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Night sky flat fielding

Images flat-fielded by ‘I‘iwi 1.0 show a remarkable amount of fixed structure. In most
applications of WIRCam, these detector illumination structures are un-noticed since
the median sky subtraction step, to produce the ‘fully pre-processed’ *p.fits, will
erase these illumination artifacts from blank sky. That is, median sky subtraction is
treated as a secondary flat-field treatment. However, this is a dangerous procedure as
illumination corrections must be multiplicative (as it is a correction to the relative
efficiency of detecting photons across the WIRCam detector). Employing median sky
subtraction only removes observed background signal; it does not correct the efficiency
of detecting signal across the detector.
The error introduced by dome flat fielding in the ‘I‘iwi 1.0 pipeline may be realized
by producing a median stack of sky images (i.e., the same procedure to make sky flats)
that have been flat fielded by ‘I‘iwi 1.0 preprocessing. While astrophysical sources are
eliminated in a median stack, a residual detector structure is revealed that appears
to be consistent across WIRCam integrations over time scales of months and years.
These structures can be categorized as a detector-scale illumination variation, distinct
patches hundreds of pixels across, and horizontal banding that appears to coincide
with the 32-pixel high amplifier bands.
We attribute the residual unflatness of ‘I‘iwi 1.0 preprocessed products to its
use of dome flats. The light path and colour of a reflected tungsten lamp,2 rather
than photons originating from the atmosphere, yields a remarkably different detector
illumination calibration. For this project we chose to redo the flat fielding using sky
flats: flat field images that use the abundant near-infrared sky signal to describe the
2

CFHT ‘I‘iwi 1.0 manual:
IiwiVersion1Doc.html

http://www.cfht.hawaii.edu/Instruments/Imaging/WIRCam/
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illumination function of the WIRCam detectors. The procedure for building a sky flat
is listed in §3.3.1.

3.3.1

Sky flat fielding procedure

1. Begin with s.fits ‘I‘iwi 1.0 products (that are dome flat fielded, but not sky
subtracted) to take advantage of the ‘I‘iwi 1.0 non-linearity correction and dark
subtraction. The dome flat fielding is un-done, losslessly, by multiplying the
s.fits image with its associated dome flat.3
2. All un-flattened sky images are procured from our proprietary programme’s data
set (sky flats could be made more efficiently by CFHT on-site using proprietary
images from all WIRCam programmes, but this program is itself rich in sky
data). The differing levels of field illumination from the sky are standardized by
sampling the median intensity in a 400 × 400 pixel region at the centre of each
detector image (with source masking). Each sky detector frame is divided by a
factor that brings this central region to 10000 ADU.
3. Those standardized sky frames are organized in sets of: filter (J or Ks ); detector
in the array (1–4); and camera run ID (QRUNID) that identifies images taken
with continuous WIRCam installation on the telescope. Frames in each group
are median combined, pixel-to-pixel. To reduce bias from stars and background
galaxies, Source Extractor object maps informed weightmaps for each image
that effectively mask sources. Median combination of a stack of hundreds of
2048 × 2048 image, each with a weightmap, is computationally expensive. A
3

Dome flats are made available by CFHT, http://limu.cfht.hawaii.edu:80/detrend/
wircam/.
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Table 3.1: Properties of night sky flats constructed for each Queue Run (QRUNID).
Filter QRUNID N images N nights
J
07BQ01
24
6
J
07BQ03
141
9
J
07BQ05
43
4
J
09BQ01
111
10
J
09BQ03
55
3
J
09BQ08
396
10
Ks
07BQ01
35
2
Ks
07BQ03
25
1
Ks
07BQ05
156
6
Ks
07BQ07
133
3
Ks
09BQ01
113
10
Ks
09BQ03
55
3
Ks
09BQ08
637
8
convenient solution was to use Swarp (an image-mosaicing software package,
Bertin et al. 2002) in a mode that combined images pixel-to-pixel. These median
combined frames were normalized to unit mean intensity.
4. These sky flats were divided from each sky and disk frame taken under the same
conditions (filter, detector and camera installation) to create an illuminationcorrected data set.
Table 3.1 lists the sky flats constructed for this survey.

3.3.2

Sky flat performance

Comparison to ‘I‘iwi 1.0 dome flats
To illustrate the disagreement between the sky and ‘I‘iwi 1.0 dome flats, Fig. 3.2
shows a percent difference map of a ‘I‘iwi 1.0 dome flat to a sky flat produced via
the procedure in §3.3.1. This map reveals a ±2% discrepancy between the two types
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Figure 3.2: Percent difference image of the 09BQ01 Ks sky flat to the
domeflat 8302B 20090728HST143302 Ks dome flat used in the ‘I‘iwi 1.0
pipeline.
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of flat fields. In practice, the sky flat appears to be the correct description of the
WIRCam illumination as application of sky flats does remove all types of residual
WIRCam illumination features: large scale, small scale, and amplifier band structures.

Flatness of sky flats
Ultimately, the accuracy of sky flats is limited by the distribution of intrinsic shapes
in the NIR sky. Wide-field movies of the near-infrared sky (Adams & Skrutskie 1996)
show the NIR sky glow to be akin to a moving cloud system. As such, the NIR
sky seen by WIRCam is never flat—yet by definition a flat field must necessarily be
built from an intrinsically uniform illumination across the telescope focal plane. In
producing a NIR sky flat, we hypothesize that the mean shape of the NIR sky, over
the span of a queue run, is flat.
In Figures 3.3–3.5, I plot the sequences of sky shapes that are combined to produce
a sky flat for typical queue runs of this survey. These ‘sky shapes’ are built by mediancompressing the sky images down rows and columns to show the general trend of the
sky across x and y image axes. The centre-to-edge shape of the sky, across a 10.40
WIRCam detector, typically varies by 0.1% in J, and 0.5% in Ks . The performance
of dome flats—±2% error relative to sky flats—is worse than the typical uncertainty
in shape from a single sky frame. But the ultimate accuracy of sky flats depends
upon the distribution of sky shapes composed in a QSO run. And surprisingly, the
shapes are not always randomly distributed, in part because of the sporadic bursts of
sky observations throughout a queue run, as the CFHT queued observing program
balances several difference observing projects at once.
For example, in 07BQ05 (Ks ) (Fig. 3.3), we see distinct traces of sky shapes that

I(R)/Io (%)
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07BQ05 Ks (MJD 54363-54368)
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Figure 3.3: Evolution of the shapes of sky images composed in the 07BQ05 Ks sky flat.
Shape is measured as the median trend across the columns (left array)
and rows (right array) WIRCam images. These trends are normalizes to
the level at the centre of the detector, Io . Axes are arranged to match
the 2 × 2 configuration of WIRCam. Colours highlight the observation
sequence of images.
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09BQ08 Ks (MJD 55129-55136)
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Figure 3.4: Sky shape composition of 09BQ08 Ks sky flat. See Fig. 3.3 for explanation.
correspond to the sporadic activation of this observing program over several nights, for
30 minutes to hours at a time (as is the normal structure of queued observing blocks).
Over the span of an observing block, the sky will vary slowly. Once the sky is observed
again on a different night in a queue run, the sky shape will be vastly different, creating
the two distinct sets of shapes. In other cases where more observations are made
under different sky conditions, such as 09BQ08 (Ks ), a more continuous set of sky
shapes is observed. In the J band (e.g., Fig. 3.5), these distinct sky morphologies are
not as pronounced because at the 0.1% level, the edge-edge sky variation is closer to

I(R)/Io (%)
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07BQ03 J (MJD 54339-54347)
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Figure 3.5: Sky shape composition of the 07BQ03 J sky flat. See Fig. 3.3 for
explanation.
the intrinsic Poisson pixel noise of the sky (which itself is ∼ 0.1% of the typical J sky
intensity per pixel).
One test of the robustness of queue sky flats is to compare the shapes of independent
flats from different queue runs. Since WIRCam is removed from the telescope between
queue runs, this test effectively provides an upper limit on the bias in the shape built
from a finite ensemble of sky images. In figures 3.6 and 3.7 I plot the distribution of
vertical and horizontal slices through the centre of the sky flats assembled for each
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Figure 3.6: Shapes of sky flats across WIRCam detector #2 for each queue run, in J
and Ks compiled in 2007B.
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Figure 3.7: Shapes of sky flats across WIRCam detector #2 for each queue run, in J
and Ks compiled in 2009B.
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QSO run in a given semester, along with the residuals against the median shape.
These shapes are from the median of 200 pixel-wide (10 ) slices through the centre of
the lower-right detector, and thus resolve specific changes in the perceived detector
illumination distribution. I find (queue-) run-to-run shape variations of ± 0.4% in
both J and Ks bands. Given that the amplitude of J sky variations is only 0.1% (Fig.
3.5), most of the run-to-run flat illumination variation must be intrinsic to changes
in the light path. This leaves < 0.1% flat field illumination variation attributable to
biases in sky shape composition.

3.4

Median sky image subtraction

Since M31 is much larger than individual WIRCam fields, sky background is subtracted
(to first order) using the sky levels found in contemporary sky images. Chapter 2
describes the sky-target nodding sequences chosen for the 2007B and 2009B observing
campaigns. Although a scalar sky level could be estimated from a sky image, and
subtracted from the paired target images, it is common to construct a median sky
image, the same size as the WIRCam frames, and subtract this 2D image from target
images.
This procedure was originally motivated by near-infrared programs where the
objects are small, so that the median of several frames in a multi-point dither pattern
effortlessly removes the signal flux, leaving only an image of the sky background itself.
An advantage of median sky construction is that it not only records the amplitude of
a sky signal, but also its shape. For large sky-target nods, the recorded shape of the
sky will be a less relevant representation of the sky on the target itself. Nonetheless,
‘I‘iwi 1.0 retained this practice of median sky construction as a crutch for removing
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instrumental signals not removed by dome flat fielding (see §3.3). With sky flat
fielding, this requirement is reduced further. However, median sky subtraction is still
useful for building the best images of the sky fields themselves, and it used in the
present pipeline. Chapter 5 discusses the influence of median sky subtraction on the
shape of residual sky flux on the disk.
Median sky subtraction is implemented as follows:
1. For each sky image (termed the primary sky image), five other sky images taken
closest in time to the primary image are collected.
2. From the central 800 × 800 pixels of each image, the median sky intensity is
recorded, IS,i . A Source Extractor object mask, as used in §3.3 for flat fielding,
removes bias from astrophysical sources.
3. Each sky image is additively scaled to a common level of 10,000 ADU, via
S 0i = S i + 10000ADU − IS,i . This allows differences in overall sky amplitude to
be ignored by the median combination.
4. The median sky frame is constructed from the six scaled sky images using the
Swarp engine, as described in §3.3. Weightmaps built from ‘I‘iwi 1.0 pixel masks
and Source Extractor object masks are used.
5. The median sky frame is scaled back to the level of the primary: S prime =
S median − 10000ADU + IS,prime .
Each image in the data set is sky subtracted by first identifying the median sky
frame whose primary image was taken most closely in time. That paired median sky
frame is subtracted from the image.

CHAPTER 3. IMAGE REDUCTION

3.5

32

Photometric calibration

The final link in the primary image reduction pipeline is photometric calibration.
The intensity Iins of each image pixel, measured in analog-to-digital units (ADU),
can be converted into an instrumental magnitude, mins , via the standard definition
mins = −2.5 log10 Iins . Yet instrumental magnitudes cannot be compared from one
WIRCam image to another, nor from this data set to others, because of image-to-image
changes in detection efficiency. Instead, instrumental protometry is transformed into
a standard photometric system via the introduction of a zeropoint,

mcal = mins + mo .

(3.1)

Given a zeropoint, and with Iins counts integrated over Texp seconds, the calibrated
image is

Ical =

Iins −2mo /5
10
,
Texp

(3.2)

in units of ADU s−1 pixel−2 , physically interpreted at the relative count rate per pixel
if Vega, the reference star, deposits 1 ADU s−1 pixel−2 . Chapters 4 and 5 use this
system to report residual sky subtraction uncertainties.
For this program, it is most convenient establish mo for each image by bootstrapping
to the photometric system of the Two Micron All Sky Survey (2MASS) point source
catalog (Skrutskie et al. 2006). Any WIRCam pointing in the survey contains ∼ 102
stars measured by 2MASS. Although these are not standard stars, the ensemble
of 2MASS stars may be treated as such. Given the ensemble difference between
instrumental and 2MASS catalog magnitudes of stars, a zeropoint is estimated.
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Since the disk of M31 is crowded, and 2MASS has poor resolution (seeing > 100 ),
2MASS point source measurements are considered unreliable on the disk. Instead,
all zeropoint measurements are made using sky images, and those calibrations are
applied to paired disk images (analogous to the median sky subtraction procedure).

Profile-fitting photometry. Instrumental photometry of 2MASS stars is done
using the DAOPHOT suite of profile-fitting software (Stetson 1987). The photometry
code is run autonomously from the author’s Python-language pipeline that interfaces
to the DAOPHOT software. Doing so allows the 7696 sky frames compiled for this
survey to be measured efficiently, while still allowing customized runtime logic in the
Python drivers.
For each sky image, stellar photometry begins with the construction of a spatiallydependent model of the instantaneous point spread function (PSF) of CFHT/WIRCam.
Stars are detected, and their magnitudes roughly estimated through circular apertures
with DAOPHOT. Of these stars, the 100 brightest are selected as candidates for PSF
construction. That list is initially culled of stars near flagged pixels (containing bad
pixels, diffraction spikes of bright stars, or galaxies) and stars within 40 pixels of
a 2MASS star brighter than 14th magnitude (which are saturated in the WIRCam
integrations). Using DAOPHOT, a PSF model is iteratively fit to the list of model
stars; upon each iteration the spatial-dependence of the PSF model across the image
frame is increased from independent to quadratic.
In each PSF-fitting iteration, model stars flagged by DAOPHOT for having poor
fits—typically galaxies or blended stars—are culled. Faint stars can contaminate the
wings of stellar profiles. At each iteration, known stars are subtracted from the frame
using the current PSF model with ALLSTAR (Stetson 1994). In this clean frame,
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faint stars that would otherwise be hidden in the wings of bright stars can be detected.
PSF fitting itself is performed on an image where all stars but the model stars are
subtracted.

Aperture corrections. Given a quadratically-varying PSF model for each sky
frame, a catalog of stellar PSF-fitted instrumental magnitudes is made with ALLSTAR.
In principle, PSF fitting does not extract the complete flux of a star; stellar images
often have faint and extended wings. Photometry with a large circular aperture could
in principle detect the entirety of a star’s light, but would be subject to a significant
increase in background noise in the large aperture. A scheme to avoid increased
noise while estimating the total light of a star was developed by Stetson (1990). In
each sky image, the 40 brightest PSF model stars are measured in 12 photometric
apertures monotonically increasing in radius from 3 to 28 pixels. Using this aperture
photometry for all model stars in images of a given band, over the course of a night,
DAOGROW is used to build growth curves that extrapolate the light of a star to a
total instrumental magnitude. For each frame, the aperture correction is estimated
as the median difference between the total magnitude and the PSF-fitted magnitude
over the 40 program stars:

apc = hmtot,i − mPSF,i i.

(3.3)

Hence for any arbitrary star in that frame measured by ALLSTAR, its total instrumental magnitude can be estimated as mPSF + apc. In this survey, the median aperture
correction is ∼ −0.06 mag, so that ∼ 5% of the light of a star is in extended wings
not recorded by the PSF model.
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2MASS zeropoint estimation. As discussed, the photometric zeropoint is the
systematic difference between WIRCam instrumental and 2MASS photometry. Although several hundred 2MASS stars may be present in a WIRCam frame, only the
2MASS stars corresponding to the PSF model stars are used since these are vetted to
be stellar and have clean photometry. Typically ∼ 40 stars are thus used to estimate
the zeropoint for a given frame. For the ensemble of PSF model stars i matched to
2MASS sources, the zeropoint is:

mo = hm2MASS,i + 2.5 log10 Iins,i − 2.5 log10 Texp − apcii=0...n .

(3.4)

For a typical frame, the dispersion of zeropoint estimates about the median is 0.100.15 magnitudes. With such an uncertainty, image-to-image variations in zeropoint
can be confused with variations in sky level. But under the photometric conditions
that these data were recorded, strong zeropoint fluctuations are not expected over
short periods. Thus I choose to smooth zeropoints by averaging the zeropoints of
frames across a Gaussian-weighted sliding window of width σ = 15 minutes. Such
time-averaged zeropoints have uncertainties of ∼ 0.05 magnitudes.
A future revision of this WIRCam pipeline will solve for colour terms in the
zeropoint correction to account for differences between the WIRCam and 2MASS filter
sets.

3.6

Uncorrected mosaics

This chapter has presented an overview of the adaptation of ‘I‘iwii -processed data. To
achieve proper surface photometry, the data set was re-calibrated with: a consistent
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Figure 3.8: WIRCam J and Ks mosaics of M31, calibrated using the methods of
Chapter 3 (without fitted sky offsets).
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world coordinate system solution; night sky flat fielding; median sky frame subtraction;
and zeropoint correction with profile-fitted, aperture corrected, photometry of 2MASS
stars in the sky fields. Figure 3.8 shows the extent to which these calibrations, alone,
improve our understanding of the near-infrared surface brightness of M31. Compared
to Fig 3.1, where the disk of M31 cannot be discerned, an improvement is clear.
Also clear is that these calibrations alone are insufficient. In particular, there are
mismatches in the levels of fields. In the next chapter, I demonstrate that these surface
brightness calibration errors can be attributed to uncertainties in sky subtraction.
Chapter 4 presents a method for undermining such sky level uncertainties by taking
advantage of the couplings between images to estimate the true, and continuous,
surface intensity distribution of M31.

Chapter 4
Refining sky estimates with
coupled scalar offsets
4.1

Introduction

In Chapter 3, we discussed the major image calibrations that would, in principle, yield
a complete and final wide-field NIR mosaic of M31. Neither the 2007B data set, nor
the 2009B set with high-performance sky target nodding, could control sky variations
at a level of 0.01% of the sky flux (the accuracy threshold where sky systematics are
as significant as the NIR surface brightness of the M31 outer disk, R > 15 kpc).
To improve upon this situation, each sky-subtracted image can be be taken as a
independent estimate of the surface brightness at the pixels of M31 that the image
covers. When taking a simple mean across all pixels to make a mosaic, as in the last
chapter, artifacts arise because difference pixels are covered by different ensembles of
images, creating field-to-field biases. This chapter will demonstrate how the couplings
(overlaps) between images can allow these biases to be measured, and suppressed by
38
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introducing scalar sky subtraction offsets.
The mathematical operation consists of using coupled image pairs I i and I j . In
their overlapping areas, one can construct the difference image I i − I j . The goal is to
drive such difference images to zero by introducing offsets, ∆i , so that

h(I i − ∆i ) − (I j − ∆j )i → 0

(4.1)

These image offsets can be thought of as subtle nudges of intensity applied to each
image so that the overlapping network of images in a mosaic have a consistent surface
brightness distribution. The role of the offsets is squarely to overcome the inaccuracy
of classical NIR sky subtraction. This implies that the offsets we derive ought to be
commensurate with the expected errors in sky-target nodding. That is, sky target
nodding bestows a wide envelope of background uncertainty to each image; image
coupling estimates where the image actually lies within that envelope. In §4.4, I shall
verify that this condition is met.

4.1.1

Comparison to Montage

It should be noted that the Montage software package (Berriman et al. 2008) already
solves for coupled sky offsets as an integral phase of NIR mosaicing.1 Montage identifies
all overlapping pairs of images, and computes difference images of the overlapping
pixels. In those difference images, the consistent astronomical structure is eliminated,
producing a comparison of the pair’s backgrounds. Montage fits, in a least-squares
sense, a constant level or a planar surface to each difference image. To yield a mosaic
1
Another mosaicing software, Swarp (Bertin et al. 2002), offers to estimate the sky background
from the surface of images themselves. This mode, of course, is unusable in such wide-field applications
as M31.
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with consistent surface brightness structure, Montage optimizes towards scalar (or
surface) offsets for each image that minimize all difference images in accordance to the
mathematical framework already described. The optimization algorithm is iterative:
in each step the offset is solved for a given image that minimizes, in a least-squares
sense, the difference images for that image given the existing offsets to its neighbours.
This step is continued for each image in the mosaic, and is again iterated many times
over until the solved offsets converge within a specified precision.
The use of Montage to assemble a mosaic from the 2007B and 2009B WIRCam
surveys has at least two major limitations: i) there is no account for propagated errors
nor guarantee that the offsets yield a scientifically rigorous result, and ii) the iterative
least-squares algorithm converges poorly with massive data sets. Indeed, the combined
2007B and 2009B data sets consist of 3924 J and 4972 Ks image frames that cover
the disk of M31.

4.1.2

Hierarchical offset optimization

The shortcomings of Montage for this extreme application of NIR mosaic construction
motivate the development of a new procedure for solving the system of scalar sky
offsets that correct the levels of WIRCam images to produce a continuous NIR mosaic
of M31. Embedded in this procedure is an account of sky offset distributions, so that
the statistical validity of the final mosaic can be assessed.
Solving sky offsets in the Montage fashion—minimizing the difference in intensity
between all overlapping pairs of images—is an optimization with a dimensionality that
equals the number of frames. Clearly the 3924- and 4972-dimension optimizations
over the WIRCam J and Ks data sets are not technically feasible. A revised sky offset
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optimization algorithm must seek to reduce the dimensionality of the data set.
A natural solution is to take advantage of the spatial organization of the WIRCam
surveys. The 2007B and 2009B WIRCam surveys observed a total of 39 fields across
the M31 disk (illustrated in Figure 2.1). Each WIRCam field is imaged with four
detectors, arranged in a 2 × 2 grid. Let us define a detector field as the collection of
images that are taken with a given detector, at a given field. Images in a detector field
have the greatly simplifying property of all overlapping across a dominant section of
the image frame. This means that images in a detector field can be straightforwardly
combined to produce a detector field stack. The construction of image stacks is
described in §4.2.
Next, the four detector field stacks within each field can be fitted into a block. A
block is a fundamental unit of the mosaic, as all images that are combined within a
block were observed under contemporaneous sky conditions.
Finally, the blocks can be fitted into a galaxy-wide mosaic. This final step
relies upon the nonlinear optimization of sky offsets for each of the 39 blocks in the
combined 2007B and 2009B surveys. The solution to a 39-dimension optimization
can be converged within a reasonable amount of computing. Section 4.3 describes the
construction of blocks, and the fitting of blocks into mosaics. Key technologies for
offset fitting included the computation of difference images between coupled images
(presented in Appendix A), and a strategy to ensure that a global optimum is found in
the minimization of image differences (Appendix B). Finally, the statistical properties
of these mosaics is presented in §4.4.
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Construction of detector field stacks

Scalar sky offsets are most easily computed between the images of a detector field,
since individual image frames in a detector field share a common footprint. That is,
each image in a detector field is an (approximately) independent random estimate of
the true surface brightness of the detector field. The mean surface brightness in the
stack of images on a detector field is taken as the best estimate of the actual surface
brightness. For each image frame, the difference between the surface brightness of
the image and its best-estimate surface brightness of the detector field is taken scalar
offset that brings the image to the level of the detector field stack.
The best estimate surface brightness for each detector field stack is first estimated
as the mean-combination of all images in a detector field stack. Since the telescope
dithers by a few arcminutes between individual integrations, the edges of the detector
field stack have a surface brightness that is estimated from a subset of all the images
in a stack. The smaller ensemble of images leads to a visible bias at the stack’s
edges compared to the middle, where all frames contribute to the surface brightness
estimation.
A solution is to estimate offsets for each frame compared to this first detector
field stack. Offsets are computed as the median of the difference image between the
stack and individual image frames, as described in Appendix A. The original image
frames, now with offsets applied, are re-combined into a detector field stack image.
Now edge-effects are smaller. Nonetheless, offsets are estimated a second time to
produce a finalized detector field stack image.
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Dispersion of surface intensity estimates within a detector field stack

If ∆i is the scalar sky offset that adjusts frame i to the mean level of the stack, then
we may define the dispersion (sample standard deviation) of these offsets as σs , the
stack dispersion. This stack dispersion is effectively the uncertainty in the level of a
detector field stack. Figure 4.1 shows the distribution of σs for both J and Ks bands
in the 2007B and 2009B semesters across all detector field stacks. The stack dispersion
of J band fields is roughly half that in the Ks band—commensurate with the smaller
sky amplitude in J than Ks . Surprisingly, the levels of 2009B detector field stacks
are no better constrained than 2007B. This suggests that rapid sky-target nodding
with a frequency of 1.2 minutes does not decrease the uncertainty in sky level at the
target compared to sky sampling on 5 minute frequencies. Rather, simply nodding
the telescope on scales of 1◦ –3◦ is a significant source of sky level uncertainty. This is
commented upon further in §6.2 and Fig 6.3.

4.2.2

Pixel RMS of detector field stacks

Each area of the M31 disk is covered by at least one detector field stack. Although these
stacks are subjected to σs systematic intensity uncertainty, each pixel has a random
intensity uncertainty governed by Poisson statistics. Such noise can be measured
empirically from the pixel standard deviation of stack images that have been cleaned of
sources, and background subtracted; the Source Extractor package (Bertin & Arnouts
1996) provides such ‘background RMS’ maps. Figure 4.2 shows the horizontal trend
of pixel noise across representative detector stack images for the J and Ks bands in
the 2007B and 2009B semesters.

N stacks

N stacks
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Figure 4.1: Detector field stack dispersions, σs , for the J (top) and (Ks ) bands.
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Figure 4.2: Trends of pixel RMS noise across J (top) and Ks detector stacks, for
2007B (red) and and 2009B (blue) semesters.
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The 2009B data do not provide any reduction is pixel noise compared to 2007B.
The mean pixel noise in the J band is 1.1 × 10−10 ADU s−1 pix−2 , and 4.0 × 10−10
ADU s−1 pix−2 in Ks stacks. Noise is uniform across the stack frame, save for the
peripheral 20 , where the dither pattern provides less coverage. In all cases, pixel noise
does appears to increase ∼ 3× towards the stack edge.

4.3

Optimization of inter-field sky offsets

The detector field stacking phase (§4.2) created high-S/N mosaics of the region covered
by a given WIRCam detector at each survey field. Although these detector stacks are
best estimates of the galaxy surface intensity at their regions, I showed in the previous
section that these detector stacks have systematic sky surface intensity uncertainties
of σs . In this section, it is my goal to further diminish sky subtraction uncertainty by
leveraging the information in the couplings between adjacent detector fields to piece
together a consistent wide-field mosaic. If we assume that the detector stacks are flat,
with respect to their sky error, solving for the sky offsets that minimize the difference
in intensity between overlapping images will naturally provide a strong correction on
the residual sky error in each detector stack.
Our primary desiderata for assembling the galaxy-wide mosaic is
1. a record of each coupling between pairs of detector fields, and
2. for each coupled image pair, a best estimate of their difference in intensity in
the overlapping area: hI i − I j i, and its uncertainty σ∆ij .
Appendix A describes how this image coupling information is reduced.
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In the spirit of Eq 4.1, our task is reduced to solving the scalar sky offsets ∆i
that minimize the difference in intensity between detector stacks. Since the detector
stacking phase has already reduced the degrees of freedom in the mosaic by over an
order of magnitude, the iterative sky offset algorithm used by Montage is feasible.
Instead, I approach the problem from the more flexible framework of multidimensional
optimization.
Let us define the objective function that encapsulates the effect of scalar sky offsets
on reducing the intensity difference between coupled images:

F (∆1 , . . . , ∆n ) =

X

Wij (hI i − I j i − ∆i + ∆j )2 ,

(4.2)

i,j

which we intend to minimize by finding the optimal set of scalar sky offsets ∆i for
each of the detector fields i. Note that each coupled image pair is its own term in the
objective summation, and that there are as many degrees of freedom (∆i ) as there are
images in the mosaic. Each coupling is tempered by a weighting term Wij :

Wij =

Aij
,
σ∆ij

(4.3)

so that more priority is given to couplings of larger areas (Aij ), and small standard
deviations of their difference images (σ∆ij ).
Note that the objective function in Eq 4.2 puts no constraint on the net sky offset:
P

∆i . Assuming that sky subtraction errors are normally distributed, and not biased,

sky subtraction offsets should not add a net amount of flux to the mosaic. Fortunately,
it is possible to impose this constraint post facto by subtracting the mean offset from
the sky offsets:
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−1

n
X

∆j .

(4.4)

j=1

Given the image coupling records, I optimize the set of ∆i using the Nelder &
Mead (1965) (NM) downhill simplex algorithm. This NM algorithm has the advantage
of being naturally multi-dimensional, and being able to work without knowledge of the
gradient of the objective function. Instead, the NM algorithm operates by constructing
a geometric simplex of N + 1 dimensions that samples the sky offset parameter space.
By evaluating the objective function at each vertex of the simplex, the NM algorithm
adapts simplex’s shape to ultimately contract upon a minimum.
But NM has two weaknesses. First, it is a greedy optimizer that will converge
into any local minimum, without necessarily seeking the global minimum. Second,
for high-dimension optimizations (many fields in the mosaic), the NM may fail to
converge in a reasonable number of objective function evaluations (Neumann & Han
2006). Without solving these issues, a minimization of Eq 4.2 with an off-the-shelf
NM code yields a mosaic with obvious discontinuities across fields. To solve the first
problem, I develop a Multi-Start Reconverging NM (MSRNM) downhill simplex driver
in Appendix B. This algorithm allows the NM to cumulatively cover a larger portion
of parameter space to probabilistically ensure convergence into a global optimum.
Abating the second issue, of NM’s failure on high-dimension problems, is more
straightforward. Consider that an all-M31 WIRCam mosaic, using both the 07B
and 09B detector stacks in a given band, will be composed of 156 detector stacks.
Rather than immediately optimizing over a 156–dimensional space, we extend the
pattern of hierarchy to optimize the sky offsets within blocks. First discussed in
§4.1.2, these blocks are built from the 2 × 2 array of detector field stacks that cover
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a given WIRCam field. Offsets between the 39 blocks are then optimized to create
a galaxy-wide mosaic. In detail, the optimization of the scalar sky-fitted WIRCam
mosaics proceeds as followings:
1. For each block of four detector stacks, a block mosaic is formed. Sky offsets for
the detector stacks are solved with the objective function (Eq 4.2), and those
offsets are treated with Eq 4.4. Using these scalar sky offsets, the adjusted
detector stacks are combined with Swarp to make a block mosaic.
With respect to the MSRNM algorithm (Appendix B), the downhill simplex is
started Ns = 100Nd = 400 times. Sky offsets in the initial simplex have a normal
dispersion of 5 × 10−11 ADU s−1 pix−2 , and the converged point is inflated with
a restart dispersion of 1 × 10−11 ADU s−1 pix−2 .
2. The collection of blocks is then assembled into a galaxy-wide mosaic by solving
for scalar sky offsets between the block mosaics. Here the downhill simplex is
started Ns = 10Nd = 390 times. The sky offsets in the initial simplex have a
dispersion of 5 × 10−9 ADU s−1 pix−2 , and the converged point is inflated with
a restart dispersion of 1 × 10−10 ADU s−1 pix−2 .

4.4

Analysis of scalar-sky fitted mosaics

Mosaics constructed with scalar-sky fitting to both 2007B and 2009B detector stacks
are shown in Figures 4.3. The eye is an adept tool for judging near-infrared mosaics,
and these scalar-sky fitted mosaics are clearly more uniform than ones derived from
immediate ‘I‘iwi 1.0 pipeline products. Nonetheless, discontinuities in the outer disk
hint at the limitations of scalar sky optimization. Across fields there are overall biases
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Figure 4.3: Scalar-sky fitted WIRCam J and Ks mosaics of M31. Surface intensity is
presented in ADU s−1 pix−2 , calibrated against the 2MASS point source
catalog (§3.5), for each 0.00 3 × 0.00 3 WIRCam pixel.
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Table 4.1: Hierarchy of scalar sky offsets. The ‘Total’ sky offsets track the net offset of
individual WIRCam image frames into the fitted mosaic. hIsky i is taken as
the median sky surface intensity observed in the entire data set: 1.0 × 10−7
and 4.3 × 10−7 ADU s−1 pix−2 in the J and Ks bands, respectively.
J
Ks
σ∆
σ∆
Offset Type
Sem. σ∆
σ∆
hIsky i
hIsky i
(ADU s−1 pix−2 )

Frame to stack
Stack to block
Stack to mosaic
Total

07B
09B
07B
09B
07B
09B
07B
09B

−10

8.6 × 10
6.3 × 10−10
6.0 × 10−11
2.4 × 10−11
4.5 × 10−10
2.4 × 10−10
9.7 × 10−10
6.7 × 10−10

(%)

0.86
0.63
0.06
0.02
0.45
0.24
0.97
0.67

(ADU s−1 pix−2 )

−9

5.4 × 10
4.8 × 10−9
2.9 × 10−10
1.5 × 10−10
2.3 × 10−9
1.9 × 10−9
5.8 × 10−9
5.1 × 10−9

(%)

1.26
1.12
0.07
0.03
0.53
0.44
1.35
1.19

Table 4.2: Coupled block intensity differences and residual intensity differences after
application of scalar sky offsets: 25th, 50th and 75th percentiles of distribution. Differences are presented as a percent of the typical sky level (see
caption of Table 4.1).
Coupled Block hIi − Ij i/hIsky i (%)
25th 50th
75th
J, uncorrected
0.18 0.35
0.67
J, scalar offset
0.01 0.03
0.06
Ks , uncorrected 0.21 0.46
0.81
Ks , scalar offset 0.01 0.02
0.05
in sky level: the J mosaic is over-subtracted across the minor axis, while the Ks
mosaic shows under-subtraction in the vicinity of NGC 205, and a peculiar gradient
at the southwest mosaic edge.

Amplitudes of scalar sky offsets. The distribution of scalar sky offsets provide
an excellent characterization of sky subtraction uncertainties when using sky-target
nodding. Recall that sky offsets are optimized hierarchically: WIRCam frames
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Figure 4.4: Distributions of scalar sky offsets in the three hierarchical stages of sky
fitting: (1–top) fitting WIRCam frames into detector field stacks; (2–
middle) fitting detector field stacks into blocks; (3–bottom) fitting stacks–
in blocks–to other blocks in the mosaic.
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are fitted to stacks, stacks are fitted into blocks of four contemporaneously-observed
WIRCam detector fields, and these blocks are fitted into a mosaic. Figure 4.4 shows the
distributions of sky offsets at each stage of optimization, with an implicit comparison
between the 2007B and 2009B programs. Table 4.1 lists the standard deviations of
these offset distributions with respect to the typical sky level observed in the J and
Ks bands.
Sky glow tends to be ∼ 4× greater in the Ks band than J in calibrated flux units.
Yet even relative to the typical sky level, Ks sky offsets are larger than J offsets,
indicating that the Ks sky has greater contrast in its sky glow structures.
Within the hierarchy of sky fitting, simply fitting frames to a stack is most
significant: a correction on the order of 1% of the sky intensity. Fitting these stacks
into a mosaic is a further ∼ 0.5% correction. The offsets to fit a stack into a block of
four detector field stacks are smallest: 0.01% of the sky level. This suggests that on
the scale of the 2 × 2 WIRCam array, the contemporaneously-observed images from
each detector are subject to roughly the same sky biases.
A comparison between the net sky offsets applied to the 2007B and 2009B data
sets is provocative. The net uncertainty in sky level due to sky-target nodding, as
measured by the total sky offset applied to each frame, decreased by 30% and 12% in
the 2009B J and Ks data sets, respectively. The performance of the two observational
strategies will be further discussed in §6.2.

Statistical acceptability of scalar sky offsets. Recall that scalar sky offsets were
initially introduced as nudges in intensity to overcome uncertainty in the sky level of
detector field stacks. Within the framework of hierarchical sky offset optimization, the
smallest detector field stack dispersion within each block—min(σs,block )—represents
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the lower limit uncertainty in the intensity level of a block. If sky offsets fitted between
blocks are statistically permissible, then ∆sky,block . min(σs,block ). In figure 4.5, I plot
a field map (in the same spatial configuration as Fig 2.1) painted with the values
of ∆sky,block / min(σs,block ) for each detector field in the J and Ks mosaics. The sky
offsets are indeed distributed within the uncertainty budgeted by min(σs,block ): the
sky offsets are statistically acceptable.

Residual image level differences. Although the scalar sky offsets are statistically
valid, they are not perfect prescriptions against the sky subtraction uncertainties of each
image stack—that much is visually true. A measure of the limitation of sky offset fitting
are the residual image level differences between coupled fields, (I i − ∆i ) − (I j − ∆j ),
after the sky offsets ∆i have been optimally fitted.
Table 4.2 shows the distributions of both image level differences between coupled
blocks, and residual differences after application of scalar sky offsets. Uncorrected,
the ensemble of coupled blocks have a median intensity difference of ∼ 0.4% of the
typical sky background intensity. Scalar sky offsets decrease the differences between
overlapping fields to ∼ 0.02%.
Figures 4.6 and 4.7 show networks of residual image differences as a percentage of
local surface intensity in the J and Ks mosaics. This visualization mimics the spatial
distribution of the 2007B and 2009B WIRCam fields (Fig 2.1), but the field boxes
have been exploded to allow room for lines to connect coupled detector fields. The
thickness and colour of the line is modulated against the size of the residual image
difference compared to the local surface intensity in the image overlap region. Where
disk S/N is high in the inner M31 disk, the residual image differences are . 1% of the
local surface intensity. But in the outer disk, residual image differences can become
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formidable: 50%–100% of the local surface intensity.
Of course, it is precisely this residual image level difference that was sought
to be minimized as part of the optimization’s objective function (Eq 4.2). The
inability of scalar sky offset optimization to eliminate residual image differences
should not be interpreted as a failure to detect the global minimum; the MSRNM
optimization algorithm appears robust in arriving at this offset solution set. The
correct interpretation is that sky uncertainties are not entirely scalar on the scale of
WIRCam fields: there are residual sky shapes associated with each field that make
1% intensity continuity in the outer M31 disk impossible with a purely scalar error
parameterization.

Residual sky shape uncertainties in detector field stacks. The role of residual
sky shape uncertainties in the mosaic can be seen by analyzing the profiles of individual
detector field stacks across the mosaic, and the discontinuities of these profiles between
stacks. Figure 4.8 shows a 0.1◦ -wide horizontal slice through the Ks mosaic across the
northern fields, where the M31 surface intensity is low. Not only does this slice show
the profile of the median mosaic (black), but is also decomposed into slices through the
individual blocks that are composited into the mosaic. Now the source of the residual
difference image flux is clear: blocks do not necessarily have continuous shapes. Scalar
sky offsets will never produce a perfectly fitting mosaic, as each block has a residual
sky shape due to the sky fields observingly different shapes of sky structures than the
disk observations.
The anecdotal case of Fig 4.8 demonstrates that J band detector field stacks have
modest shape discontinuities, which is borne out by the visual appearance of the J
mosaic compared to Ks . At the surface brightness of this outer disk field, µKs ∼ 20
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mag arcsec−2 , residual sky flux can erase, and even reverse, the intrinsic shape of the
disk (e.g., M31-1 and M31-3 in the Ks slice of Fig 4.8).
Fields M31-3 and M31-7 have slight shape mis-matches in Fig. 4.8, but do show
large disagreement in level. In the Ks mosaic, η-axis (North-South) slope discontinuities
yield a nearly 100% disagreement in the level between fields M31-3 and M31-7.
Ultimately, the only remedy for this problem is to optimize against the shape—not
just level—of the residual sky in each mosaic block. An attempt at just that is
described in Ch 5.
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Figure 4.5: Acceptability of J (top) and Ks (bottom) scalar sky offsets between blocks,
as measured by the ratio of ∆sky /σs .
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Figure 4.6: Percent residual intensity differences (relative to local surface intensity)
between coupled fields in the J scalar sky optimization with both 2007B
and 2009B data sets.
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Figure 4.7: Percent residual intensity differences (relative to local surface intensity)
between coupled fields in the Ks scalar sky optimization with both 2007B
and 2009B data sets.
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J

Ks

Figure 4.8: Horizontal slices across the J (top) and Ks (bottom) mosaics at η = 1.1 (see
green slice band on inset field map). The black line is the mosaic surface
intensity, while the coloured bands are surface intensities of individual
blocks.

Chapter 5
Planar sky offsets
Sky offsets are crucial to NIR sky subtraction as the level of the sky on the disk can
only be constrained to within 1.2% of the Ks sky level on the disk (0.7% in J) by
sky-target nodding alone. By comparing the amplitude of solved sky offsets to the
intrinsic uncertainty of sky subtraction due to sky-target nodding (defined as σs , the
dispersion of levels in a stack of images on the disk), I confirmed that the scalar sky
offsets are not only necessary, but match the distribution of sky uncertainties. These
scalar offsets successfully minimize the differences between images to 0.02% of the sky
background.
The methods of Chapter 4, however, assumed that sky uncertainties are constant
across each disk image so that a scalar sky offset applied to each image would create
a seamless mosaic. Given the dramatic improvement afforded by scalar sky offsets
(compare Fig. 3.8 to Fig. 4.3), the sky uncertainties within a WIRCam image or stack
are predominantly in scalar sky level. But in the outer disk regions of mosaics fitted
with scalar sky offsets (Figure 4.3), there are visible hints of low-amplitude errors in
the shapes of images composited into the mosaic (e.g., Fig. 4.8).
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Three principle steps within the image reduction pipeline (Ch 3) may introduce,
or diminish, residual shapes in disk images.
1. Illumination across the WIRCam detectors is homogenized by constructing a
median flat field from every sky image in a given queued service observing
(QSO) run of WIRCam. This procedure relies upon the assumption that the
distribution of sky shapes, when sampled over several hundred sky realizations,
will be homogeneous so that their average reflects the intrinsic illumination
function of CFHT/WIRCam. Any bias in the intrinsic shape of the sky will be
propagated into the flat field frame, and hence, all frames from a QSO run. In
§3.3.2, I find evidence that any bias in sky flat field shape will be less than 0.1%
of the sky level.
2. Each disk image is initially sky subtracted with a median sky frame that is built
from the median-combination of the six sky images taken most closely in time
to the disk image.
In the 2007B observing programme, median sky frames are constructed from
images of the same location on the sky over an approximately 12 minute period.
When designing the 2009B observing programme, I hypothesized that by sampling random sites on the sky, a more homogeneous distribution of sky shapes
could be realized. Subsequently, the 2009B median sky frames are expected to
be flatter than their 2007B counterparts.
The median sky can also counter any field illumination residuals from flat fielding,
but this crutch is to be avoided since illumination correction is a multiplicative
process, while skyglow is additive (independent of astrophysical flux).
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3. Stacking individual WIRCam disk frames will average over the shape variations
of disk images, typically taken in one or two half hour queue sequences.
Clearly the propagation of sky shapes in a NIR imaging pipeline is complex.
Missing is a systematic study of the distributions of NIR sky shapes in the data set,
and an account of how these shapes propagate through the calibration procedures.
Only when this is understood can a corrective procedure be fashioned.

5.1

Shapes of the NIR sky seen by WIRCam

Quantifying the shapes of the NIR sky, and its residuals in disk images, is more difficult
than a study of its levels. Shape appears as a much smaller signal than sky amplitude,
and also requires a 2-dimensional parameterization. An effective visualization is to
project the overall trend of an image’s intensity across its x and y axes. That is, the
horizontal (x-axis) trend across an image is constructed from the median image pixels
down a column; the vertical (y-axis) trend is constructed from a median across rows.
These trends are plotted in the format of a figure (e.g., Fig 5.1) where horizontal
trends are plotted in the left 2 × 2 array, and vertical trends are plotted in the right
array. Each array, of course, reflects the arrangement of detectors in the WIRCam
array. The amplitude of shape trends are normalized to the level at the centre of
the frame. Sequences of sky images are plotted in colour, corresponding to a time
projection. Corresponding axes of sky level versus time provide an understanding of
the simultaneous sky shape and level evolution.
Understanding the timescale of sky shape evolution has great implications upon
the degree to which median sky subtracted images have randomly distributed residual
sky shapes, so that a median of images in a stack has a suppressed residual sky shape.
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Section 5.1.1 demonstrates the long-term behaviour of the NIR sky at a stationary site.1
The following sections discuss how the intrinsic evolution of sky creates distributions
of sky shapes that influence our control of sky shapes on the M31 disk. Given that
framework of intrinsic sky evolution, §5.1.2 discusses the distribution of sky shapes
mixed into a median sky frame; §5.1.3 shows the distribution of median sky shapes
subtracted from the frames of a WIRCam disk field.

5.1.1

Shape evolution at a stationary sky site

The evolution of sky shape changes is convolved in both time and space. The ‘focussed’
observations of four sky fields in the 2009B survey (§2.2) provide an opportunity to
study the purely temporal evolution of sky shapes at a given site on the sky. These
focussed studies consist of typically 130 Ks (or 70 J) integrations of 20 seconds each,
spanning ∼ 100 minutes in Ks (60 minutes in J). One such example is Fig. 5.1. The
NIR sky, overall, varies smoothly both in shape and level. In the case of Fig. 5.1,
over the course of 100 minutes, the Ks sky has changed amplitude by 10%, and the
centre-to-edge shape of the sky across each WIRCam detector has changed on the
order of ±0.4%. The behaviour of Fig. 5.1 should be interpreted as the passage of
large scale structures in the near-infrared sky across the field of view.
Another realization of Ks sky behaviour at a stationary site is shown in Figure
5.2. While the NIR sky still evolves consistently over the course of 90 minutes, this
case does show that the sky level can vary by ∼ 5% in less than 10 minutes. Such
short term behaviours may correspond to the movement of high spatial-frequency
1

Also recall the sky shape discussion of §3.3.2; there the distribution of sky shapes over long terms
was studied. Here we are interested in the variation of sky over the course of an observing sequence
for a single M31 field (∼30–90 minutes).
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Figure 5.1: Ks band evolution of sky shape and level at the stationary site M31-skyr-13
on Modified Julian Day 55134. The measurement and visualization of sky
shapes is discussed in the introduction of §5.1.
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Figure 5.2: Ks band evolution of sky shape and level at the stationary sky site M31skyr-39 on Modified Julian Day 55136. The measurement and visualization
of sky shapes is discussed in the introduction of §5.1.
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Figure 5.3: Ks band evolution of sky shape and level at the stationary sky site M31skyr-39 on Modified Julian Day 55137. The measurement and visualization
of sky shapes is discussed in the introduction of §5.1.

CHAPTER 5. PLANAR SKY OFFSETS

68

atmospheric waves superimposed on larger structures in the NIR sky that dominate
the evolution of sky level and shape on scales longer than an hour.
Finally, Fig. 5.3 shows the evolution of sky shape in the J band. The shape of the
sky tends to be much flatter in the J band compared to Ks . Nonetheless, there are
instances where the centre-to-edge shape can vary by 0.4% in J.

5.1.2

Shape evolution in the composition of median sky frames

The residual sky shape in each disk image is the difference between the intrinsic shape
of the sky during the disk integration, and the shape of the median sky frame (see §3.4
for a discussion of median sky frame construction). As was discussed in §3.4, median
sky construction is most useful (and reliable) for near-infrared imaging programs using
small dithers, or nods, as it can record and subtract the instantaneous shape of the
local sky (or flat-fielding errors). Yet for this survey, the nods between sky and target
are sufficiently large (1◦ –3◦ ) that there is no assurance the sky shape recorded in a
median sky frame is at all related to the shape of the sky atop the disk.
The 2007B and 2009B observing programs handle the possible disconnect between
the sky background shapes of disk and sky fields differently. Our 2007B program
nodded to the same sky field for each disk field; although these nods tended to be
small (∼ 1◦ , see Fig 2.3). Given that sky shape changes by . 0.1%, centre-to-edge, on
the scale of the 10–20 minute median sky construction window, the 2007B median
sky images should retain the shape of sky at the sky field itself. This behaviour is
borne out in Fig. 5.4 where the shapes of individual sky images combined into a
Ks -band median sky image are shown. Though there is variation in sky shapes within
0.1% centre-to-edge, the median sky image (black line) itself is representative of the
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Figure 5.4: Shapes of individual sky frames combined to make a median sky frame
(black line) for the WIRCam sky image 944045, Ks band for the 2007B
semester
shape of the sky at the sky field. As such, the 2007B program was designed upon the
assumption that the shape of the sky at a sky field would also be representative of
the shape of the sky atop the disk field.
Oppositely, the 2009B program was designed upon the hypothesis that the local
(200 ) shapes of skies are uncorrelated across 1◦ –3◦ distances. By nodding between
random locations of the sky, it was predicted that many sky shapes would be sampled
and combined into the flattest median sky frame possible. Such a median sky frame
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Figure 5.5: Same as Fig 5.4, but for a representative Ks median sky image in the
2009B semester (WIRCam frame 1103256).
would not be expected to remove a residual sky shape from the disk, but neither would
it add to the complexity of the median sky shape. Figure 5.5 shows the composition
of sky shapes built into a typical 2009B median sky frame. There is clearly a greater
distribution of sky shapes than in Fig 5.4, but sky shapes cannot be said to be
randomly distributed. This indicates that NIR sky structures have spatial scales much
larger than a WIRCam detector field, at least as large as the sky ring sampled by the
2009B survey (Fig 2.1). So although the 2009B sky images sample random points
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across these large-scale skyglow structures, the overall gradient of the sky is similar.2
This analysis also implies that the shape of the sky atop the disk of M31 should also
be similar to that of the median sky images. If so, then the median sky frame, despite
being constructed from sky images taken degrees apart, may be a reasonable model of
the shape of the sky on the disk images, and if so, will reduce the amplitude of the
residual sky shapes on the disk.

5.1.3

Distribution of median sky shapes applied to disk fields

Finally, it is interesting to consider the distribution of median sky shapes that are
subtracted from the sequence disk images that combine into a detector field stack.
Figure 5.6 shows one such case for the Ks M31-40 field of the 2009B survey. Recall
that the 2009B survey saw sky once for every two disk integrations. The jitter in
sky level seen in Figure 5.6 is due to the random sampling of sky fields (compare to
level variations on stationary sky—e.g., Fig. 5.1). Yet the distribution of median sky
shapes observed over the course of an observing block mimic the range of sky shapes
seen in observing a stationary site on the sky over a similar period (Figs. 5.1 and 5.2).
As described in the previous section, this behaviour of sky level and shape variations
can be understood if skyglow structures have spatial scales much larger than the
2009B sky ring (Fig 2.1). Sky shapes will be similar throughout the ring of sky fields,
so that the shape evolution of median sky frames will be very similar to observing a
stationary site on the sky. But sky levels will be different depending on that field’s
proximity to the peak or trough of the skyglow structure.
2

An alternative explanation is that the shapes observed in Fig. 5.5 are dominated by thermal
instrumental background, which would be largely independent of the telescope’s location on the sky.
Vaduvescu & McCall (2004) found this effect for the now-decommissioned CFHT-IR array, though I
am not aware of engineering studies of the WIRCam instrumental background.
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Figure 5.6: Distribution of median sky frame shapes applied to disk images in M31-40
Ks , observed during the 2009B campaign.
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Figure 5.7: Distribution of median sky frame shapes applied to disk images in M31-2
Ks , observed during the 2007B campaign.
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Contrast the distribution of 2009B median sky shapes to an equivalent set of
median sky images applied to the Ks M31-2 field of the 2007B survey. Since the
sky-target nodding sequence in the 2007B Ks survey is [S5 T13 S5 ]2 S5 (Table 2.1), and
the median sky subtraction procedure builds median sky frames around only the sky
frame that buttresses a target observation (§3.4), only four different median sky frames
are subtracted from images of a given field. Over a ∼ 20 minute observing block, the
2007B median sky shapes shown in Fig 5.7 have a range of shapes equivalent to 2009B;
yet the sparsity of shapes is striking.
Although the 2009B median sky frames may not prescribe the exact sky shape in
a disk frame, many uncertain sky shapes are subtracted from many disk images. In
2007B, there are few disk images per field, and even fewer median sky shapes. Thus if
a median sky frame possesses a shape not corresponding to the sky on the disk, that
error will be reinforced across many disk images. Thus, a great strength of the 2009B
observing strategy may be its resistance to installing biased residual sky shapes in
disk images, while the 2007B ST nodding strategy is prone to such bias.

5.1.4

Outcomes of shape propagation.

The previous discussion has focussed on how the evolution of sky shapes influence
the flat and median sky subtraction frames that modify the shape of disk images.
Figures 5.8 and 5.9 show the outcome of this shape propagation: the distribution of
shapes of individual frames, and the detector stacks, along slices through the J and
Ks scalar-fitted mosaics. Individual frames, making up a nest of grey slices in the
figures, show remarkable variation in shape (keeping in mind that the scalar sky offsets
have already been minimized). These slices also show that the shapes of detector field
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Figure 5.8: Slice through the scalar-sky fitted J (top) and Ks (bottom) mosaics. Slices
through stacks of the M31-1, -3, and -7 fields are shown as coloured lines,
while slices through individual WIRCam frames are shown as grey lines.
The green band in the inset fieldmap indicates the slice domain.
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Figure 5.9: Slice through the scalar-sky fitted J (top) and Ks (bottom) mosaics. Slices
through the stacks of 2007B M31-21, -25 and -27, and 2009B M31-42
and -43 fields are shown as coloured lines, while slices through individual
WIRCam frames are shown as grey lines. The green band in the inset
fieldmap indicates the slice domain.
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stacks can be biased, not merely uncertain. For example, all Ks frames in field M31-27
(Fig 5.9) have strong gradients that disagree with the shape of field M31-43.

5.2

Optimization of planar sky offsets

Corrections to the shape of disk images, not just their subtracted sky levels, are
necessary for producing a clean mosaic in the lowest signal to noise regions where the
amplitudes residual sky shapes are comparable with the M31 disk flux. The previous
analysis, along with slices through scalar-sky corrected mosaics (e.g., Figs. 5.8 and
5.9) predict that planar sky offsets ought to model most of the residual sky in detector
field stacks. In principle, an arbitrarily high-order 2D polynomial would provide an
even better fit, but at the expense of additional degrees of freedom that may stall the
downhill simplex. Already with three degrees of freedom per field, the residual sky of
a full 39 × 4 detector fields of a mosaic requires the optimization of 468 parameters.
The planar sky fitting pipeline follows the workflow established for scalar sky
fitting. Detector field stacks provide the fundamental mosaic unit. In the overlapping
areas of these detector field stacks, difference images are computed, and a plane is fit
to the difference (see Appendix A). The goal is to determine the sky offset planes for
each field that minimize the difference image planes.
The objective function to be minimized is the absolute integrated intensity of the
difference planes between sets of coupled images i, j, that is:

F (∆1 , . . . , ∆n ) =

XZ Z
i,j

x

|P (I i − I j ) − ∆i + ∆j | dy dx,

(5.1)

y

where P estimates the plane of the difference image, and ∆i are planes parameterized
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by (mx , my , ∆). Unlike the scalar objective function, weighting the terms by area is
unnecessary by virtue of the 2D integration of each plane.
The residual difference plane, |P (I i − I j ) − ∆i + ∆j |, is evaluated from the subtraction and addition of plane slopes and origin offsets, where the ∆i and ∆j transformed into the frame of the ij difference image via Eq A.2. The absolute integration
is computed as

Z Z
|P (I i − I j ) − ∆i + ∆j | dy dx = mx,r
x

 w 2

y

2

 2
h
+ my,r
+ |cr wh| , (5.2)
2

where (mx,r ,my,r , cr ) parameterizes the residual difference plane, while w and h are
the width and height of the difference image in pixels.

5.2.1

Construction of field blocks

As with scalar sky offsets, the large-dimension optimization of planar sky offsets for
the entire survey requires a hierarchical approach. First, groups of four detector field
stacks (making a simultaneously-imaged WIRCam field) are fitted into blocks. These
blocks, numbering 39 across the 2007B and 2009B surveys, can then be fitted in a
117-dimension planar sky optimization.
In building the field blocks, there are two sky-fitting choices: retain the scalar sky
optimization used in §4.3, or attempt to fit sky planes between detector field stacks.
Although slices across scalar-sky fitted mosaics (e.g.Figs 5.8 and 5.9) plainly show
shape disagreements between blocks, they do not hint at shape mismatches within
blocks, between detector fields. This anecdote is supported by viewing slices across all
blocks (Figures 5.10 and 5.11). These vertical and horizontal slices are made between
each adjoining pair of detector field stacks within the 2 × 2 blocks, with slices made
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Figure 5.10: 10 -wide slices across scalar-sky fitted blocks in J-band. Blocks are numbered clockwise from top-left, so that columns show: horizontal slices
across the top stacks, vertical slices down the right side stacks, horizontal
slices across the bottom stacks, and vertical slices across the left side
slices. Black and grey lines are slices through the centres of stacks; maroon and red lines are slices through the outer quarter of stacks; purple
and blue lines are slices through the inner quarter of stacks. Blocks are
labeled by their survey field number (Fig 2.1) along the right side.

CHAPTER 5. PLANAR SKY OFFSETS

80

Figure 5.11: 10 -wide slices across scalar-sky fitted blocks in Ks -band. See Fig 5.10
and text of §5.2.1 for details.
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at three locations across each stack.
These slices show, first, the success of scalar-sky fitting between detector field
stacks. But the slices also demonstrate that the shape of the disk is continuous across
detector fields. In cases where there is an inflection in profile at the transition between
detector fields (e.g., the #4-#1 slice across block M31-41), the same shape is seen in
both J and Ks , and thus verified to be astrophysical.
Also note that the ∼ 20 transition length between stacks can appear quite noisy in
Figs. 5.10 and 5.11, with steep up- and down turns in surface intensity. This behaviour
is caused by two effects: higher noise across the 20 borders of detector fields because of
lower integration from the dither pattern, and poor resampling of bad pixels that the
weightmaps do not mask at this time. The influence of these bad pixels is exacerbated
by the 10 -wide median window along slices used to smooth their appearance. The
scalar sky fitting procedures do not appear to be perturbed by these effects because
they use a robust sigma clipping of difference pixels.
This analysis supports the decision to use scalar-sky fitted blocks as the basis
for planar-sky fitting between detector blocks to produce a final mosaic. This also
implies that all contemporaneously-observed sets of images (that is, the four stacks
of images in a block) possess the same residual sky shapes despite being constructed
from independent sets of flat fields and median sky frames.

5.2.2

Initial planar sky fitting results

A planar sky fitted mosaic of M31 in J and Ks light is not available at the time of
this writing. I present, nonetheless, an initial run of the plane fitting code on a subset
of 2007B Ks fields covering the northern disk of M31: M31-1,2,3,4,7,8 (see Fig. 2.1
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Figure 5.12: Example of planar sky fitting applied to the M31-1,2,3,4,7,8 Ks fields.
Dashed lines are slices through scalar-sky fitted stacks. Solid lines are
slices through planar-sky fitted stacks.
for reference).
The planar optimization involved 100Nd = 1800 starts of the downhill simplex.
Initial simplexes had normally distributed scalar offsets, with Gaussian sigma 5 × 10−9
ADU s−1 pix−2 , while initial slopes were normally distribution with sigma 1 × 10−13
ADU s−1 pix−2 per pixel. Upon convergence, the simplex was restarted with the
sub-optimal vertices being normally scattered from the best plane by 1 × 10−9 ADU
s−1 pix−2 in level and 2 × 10−14 ADU s−1 pix−2 per pixel in slope.
Upon convergence, the optimal set of sky offset planes had levels consistent with
scalar sky offsets, and slopes as large as 5 × 10−13 ADU s−1 pix−2 per pixel. Figure 5.12
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shows a horizontal slice through this mosaic, comparing the shapes of blocks before and
after planar optimization. Clearly this technique shows great promise for producing
a continuous mosaic in the low S/N regions of the outer disk. The challenge of this
technique is that a full mosaic will require a 117-dimension optimization. Ultimately,
this optimization will be tackled with a proper allocation of computer resources.

Chapter 6
Discussion
6.1

Photometric comparison of the mosaics

The behaviour of the scalar sky fitted J and Ks mosaics can compared to other
infrared data sets in plots of surface brightness. A caveat of this type analysis is that
the true J and Ks surface brightness profiles are not independently known. A close
proxy, however, is the Spitzer/IRAC 3.6µm map of Barmby et al. (2006), which covers
much the same old stellar populations as the J (1.2µm) and Ks (2.2µm) WIRCam
images. Since those observations were carried out in space, the calibration of the
Spitzer observations can be trusted. To enable a comparison of surface brightness
shapes, a zeropoint offset is added to the 3.6µm map to match the WIRCam images
across the bulge of M31: ∼ +1.0 mag in J and ∼ 0.0 mag in Ks .
Figure 6.1 shows azimuthally averaged surface brightness profiles from the WIRCam,
2MASS and scaled 3.6µm data sets. These profiles were kindly measured by M.
McDonald, using the same techniques as presented in Courteau et al. (in prep). At 5
kpc along the plane of the disk the profiles diverge slightly, with the 2MASS profiles
84
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Figure 6.1: Comparison of azimuthally-averaged surface brightness profiles of the
WIRCam scalar-sky fitted mosaics (Fig 4.3) to 2MASS and Spitzer 3.6µm
(normalized at the centre of M31) images. Error envelopes show the pixel
sample deviation at each isophotal radius.
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Figure 6.2: Percent difference maps of WIRCam J and Ks scalar-sky fitted mosaics
against 2MASS 6x J and K mosaics (Beaton et al. 2007), and the Spitzer
3.6 µm (normalized at the centre of M31) map of Barmby et al. (2006).
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showing an overly-faint disk. The 3.6µm profile declines more sharply beyond the
10 kpc star forming ring compared to the J and Ks profiles; this may be due to a
real change in stellar populations, or a decrease in the high-temperature tail of dust
emission at 3.6µm. In the WIRCam mosaics, the light profile of the M31 disk is
smooth. Further, the miniscule error bars in the WIRCam light profile (∼ 0.05 mag at
21 kpc) suggest that an extended follow-up WIRCam survey could successfully probe
the integrated NIR light of M31 much further out.
Although azimuthally-averaged light profiles demonstrate that the WIRCam images
developed here are well-behaved, the systematics of sky subtraction occur on much
smaller scales that are better captured in surface intensity difference maps. Figure 6.2
shows such 2D difference images. Between the WIRCam and 2MASS datasets, artifacts
in the North-South 2MASS scanning pattern are visible (the blackened 2MASS mosaic
gaps provide a guide for the eye). Unfortunately the WIRCam–2MASS difference
maps say more to the background subtraction challenges of the 2MASS images than
the WIRCam maps presented in this thesis.
The difference of WIRCam–3.6µm provides a more useful gauge of the sky subtraction systematics of the WIRCam set. Although the 3.6µm profile is significantly
dimmer than the J and Ks profiles beyond the 10 kpc star-forming ring, systematic
differences can still be seen. Both the J and Ks WIRCam mosaics show evidence
of sky over-subtraction, particularly along the southern minor axis. A field, M31-2
(Fig. 2.1), appears to be particularly under-subtracted. In comparison to Fig. 4.3, the
under-subtraction appears to be caused by a gradient in the residual sky background.
Likewise, the fields at the south-western edge of the Ks mosaic show severe horizontal
gradients. These remaining systematic issues in the WIRCam mosaics can be solved
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two ways: by fully implementing planar sky offsets (§5.2), and by adding fields to
mosaic edge whose couplings can constrain the shapes of the current edge fields.
Astrophysically, it is also clear that the 3.6µm emission is compariatively bright
along the star-forming ring—perhaps due to hot dust emission, and in keeping with
the star-formation – NIR relation proposed by Mentuch et al. (2010).

6.2

Assessment of observational strategy

This work employed two distinct observational strategies. The original 2007B programme assumed conventional wisdom that nodding to sky every 8 minutes (for
a maximum sky sample latency of 5 minutes) would adequately control temporal
variations in sky level. Our 2009B programme was designed in reaction to difficulties in calibrating the 2007B data set. To compensate for both the temporal and
spatial variations of the sky background that hampered the 2007B data set, the
2009B programme employed a low-efficiency sky-target-target-sky (STTS) nodding
strategy. This minimized sky sampling latency to 1.2 minutes (the smallest latency
possible given a 20 second integration, nod, and guide star acquisition cycle). The
use of random sky fields was also intended to minimize spatial biases in the inference
of sky level on the disk. Given the novelty of this research programme, and the
observational strategies to implement it, it is worthwhile to assess the performance of
these observational techniques.
As shown by the distribution of scalar sky offsets (Table 4.1), the need to nod
between sky and target introduced sky subtraction uncertainties of roughly 1.0% and
1.4% of the J and Ks sky levels, respectively. The 2009B program, with a more rapid
sky sampling frequency and better sampling of sky sites, only reduced the standard
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Figure 6.3: Comparison of sky variation in J and Ks bands on 1.0-1.5 minute scales
if the telescope is nodded between sky and target (red), or held stationary
at a single sky field (black hash). The 1–1.5 minute variation of sky at a
stationary site is computed from the 2009B deep sky fields. S-T nodding
sky uncertainties are computed using the full suite of sky offsets, both
detector stack offsets (§4.2), and inter-stack offsets (§4.3)
sky offset to 0.7% and 1.2% of the J and Ks sky: a 30% and 15% improvement,
respectively. Do these modest decreases in standard sky offsets warrant the halving of
telescope efficiency in a 2009B-type STTS observing program? In 2009B only 26%
of our budgeted telescope time was spent integrating the disk in order to sample the
night sky every 1.2 minutes.
If a reduction of sky sampling latency from 5 minutes to 1.2 minutes did not promote
a significant reduction in sky offsets, the dominant source of sky level uncertainty in
this program must be the large nods between sky and target. Although this hypothesis
is more easily tested with very wide-field NIR imaging (e.g. Adams & Skrutskie 1996),
we can use an alternative test. The dispersion of levels in the 2009B stacks measure
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the combined sky level uncertainty introduced by both time and spatial variations.
For comparison, the variation of sky levels across 1.0–1.5 minute windows can also be
observed in the 2009B deep sky fields (§2.2), where location on the sky is held constant).
The two distributions of sky level variations are plotted in Figure 6.3. Simply nodding
a telescope on 1◦ –3◦ scales increases the uncertainty in sky level by a factor of 1.6 in
J and 1.8 in Ks . Intuitively, this is because the sky fields sample different aspects of
the large-scale NIR sky structure than the disk field. In that respect, the 1.2 minute
sky sampling latency goal of the 2009B program was unnecessary.
Yet if scalar level uncertainties are the sole form of sky background uncertainty,
the couplings between the 27 fields in the 2007B data set should be sufficient for
fitting a mosaic. That this is false reveals that the most problematic sky subtraction
uncertainty to be the shape of the residual sky background, which this analysis shows
to be approximately planar on the scale of WIRCam fields. In the face of sky shape—
rather than level—uncertainties, the 2009B observing strategy does offer tangible
benefits.
First, the 2009B strategy samples random sites along a sky ring. In §5.1.2, I
found that the shapes of sky across the sky ring smoothly evolved (e.g., Fig 5.5),
despite sampling sky separated on the scale of ∼ 3◦ – 6◦ . Nonetheless, constructing
sky subtraction frames from the median of these shapes reduces the possibility of
introducing a shape bias on the stacks. Such biased shapes are seen in the 2007B data
set. Such biased shapes are seen in the 2007B data set (e.g., the east-west shape bias
in the M31-27 Ks field, Fig. 5.9).
In addition to being less prone to shape bias, the 2009B strategy, with frequent
sampling of the sky, is able to finely track the evolution of the sky shape. Figure 5.6
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shows the distribution of 28 median sky frames that were applied to construct the Ks
M31-40 block in the 2009B data set. The smooth evolution of sky shape by ∼ 0.2%
over 90 minutes is plainly recorded. Alternatively, see Figure 5.7 for the distribution
of sky shapes that are applied to the M31-2 Ks block in 2007B. Here, a smooth shape
distribution is lacking because the sky is only observed in three bursts during the
observation of a field. Not only has the shape latency decreased, but by applying only
four median sky frames to the 26 Ks -band integrations (16 in J) per field, a poorly
shaped median sky frame has greater influence on the field stack, again promoting a
shape bias in the 2007B images.
Thus the STTS strategy is crucial not for controlling the evolution of sky level,
but tracking the evolution of sky shape. This suggests that a strict 1.2 minute sky
sampling frequency need not be followed. There is also no need take more than a
single integration of the sky on any given nod, as implemented in 2007B. What is,
nonetheless, important is that the telescope be nodded to sky frequently so that a
median of 5–6 sky frames is sufficient for building a responsive median sky frame.
Another improvement to the control of residual sky shape variations may be in
the arrangement of fields. The most robust field arrangement may be to interleave
WIRCam pointings by half a field in both ξ and η (North and East) coordinates.
Detector field stacks from different WIRCam fields would occupy the same site on the
galaxy, hence creating multiple independent estimates of the shape of the disk at the
site of each detector field stack. And since blocks of four contemporaneously-observed
WIRCam detector field stacks possess shape continuity across stacks, the slope of each
stack would be leveraged against the optimal slopes of all other stacks in the block.
Figure 6.4 is a reminder of the crucial role that couplings play in resolving sky
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Figure 6.4: Surface brightness cuts along the northern major axis (wedges of 10◦
opening angle) for mosaics constructed from only 2007B data (orange),
only 2009B data (blue) and the combined data set (green), compared to
the azimuthally-averaged profile (black). The envelope about the green
wedge profile represents the maximum stack dispersion, σs , in the image
set.
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subtraction systematics. Rather than showing an azimuthally-averaged light profile,
Fig. 6.4 traces surface brightness in a wedge of 10◦ -opening angle along the northern
major axis of M31 to reveal calibration systematics in individual fields. Each profile
corresponds to a mosaic constructed from only 2007B data, only 2009B data, or the
full survey. Whereas the 2009B image set has equivalent, if not slightly smaller, sky
subtraction systematics than the 2007B image set (Table 4.1), the 2009B mosaic
has poorly constrained sky subtraction because of the small number of couplings
per field. But even the J profile with only 2007B data shows significant sky oversubtraction. Instead, it is only the combined 39 fields of the 2007B and 2009B datasets
that assures a reasonable surface brightness reconstruction. In designing a superior
field arrangement (or to determine the minimal number of fields to overcome sky
subtraction bias), it may be useful to run numerical experiments using the sky offset
distributions of Table 4.1. Within this WIRCam data set, it may also be possible to
use resampling methods—such as bootstrapping (Efron 1982)—to empirically estimate
the uncertainty in surface brightness given the 2007B and 2009B field couplings.1

6.3
6.3.1

Future work
Improvements to the near-infrared surface brightness
calibration of M31

The analysis presented in this thesis has shown that scalar sky fitting to images taken
in the 2007B and 2009B programs can successfully produce a seamless mosaic across
1

Although straightforward to implement, such a computation calls for a more efficient optimization
code to handle repeated MSRNM (Appendix B.1) trials.
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most of the disk of M31, with residual sky uncertainties of 0.02% of the sky level. In
the outer disk, R & 20 kpc, shape uncertainties in sky residuals are comparable to the
intrinsic M31 surface intensity. An immediate extension of this thesis will be to fully
implement the plane optimization procedure on the full J and Ks data sets. Although
this code has already been tested on small scales, the planar sky optimization converges
much more slowly than the equivalent scalar sky optimization. Improvements to the
code (e.g., translation of the Python objective function to compiled C code) should
yield successful planar sky optimizations. Other minor improvements to the mosaic
construction, such as proper handling of the variable S/N across detector stacks in
weightmaps (Fig. 4.2) will also provide immediate cosmetic improvements to the
mosaic.
Planar sky optimization may fail to converge upon the true shape of the disk,
especially at the outer edges of the mosaic. If so, it may become necessary to request
additional CFHT/WIRCam observations along the circumference of the existing survey
to provide leverage in plane fitting. In this case, a program similar to the 2009B
observational strategy would be used to improve handling of sky shape variability.
Another, independent, constraint upon the intrinsic shape of M31’s outer disk may
be learned from the two-dimensional density field of resolved NIR stars. Sick & de
Jong (2007) demonstrated the utility of Delaunay tessellations for creating adaptive
resolution stellar surface density maps. The near-infrared stellar luminosity function,
relating near-infrared star counts and integrated surface brightness can be calibrated
in the mid-disk of M31 (10 . R . 15 kpc) where both residual sky shape uncertainties
are small, and AGB/RGB stars are well resolved in the WIRCam images. In the
simpler 1D regime, this procedure is commonly used to derive extremely deep surface
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brightness profiles, such as Irwin et al. (2005) for M31 and de Jong et al. (2007) for
HST edge-on galaxies.

6.3.2

Scientific roadmap

The engineering of near-infrared surface brightness maps of M31 is envisioned within
the context a larger scientific programme already underway. The high resolution,
multi-wavelength coverage of the M31 will permit a realistic account of the chemical,
structural and kinematic build-up of the Andromeda Galaxy. In addition, M31 will be a
proving ground for stellar populations models, where both resolved stellar populations
and integrated light colours can be simultaneously measured.
Until now, the near-infrared was the last wavelength regime where properly calibrated imaging of M31 was missing. The WIRCam data set presented in this thesis
will be viewed both in integrated surface brightness (as discussed here) and in its
resolved stellar populations with profile-fitting stellar photometry. We were granted
CFHT/MegaCam (PI: J. Sick) time to observe M31 in 2010B in the u∗ and r0 bands
with the ultimate goal of building a u∗ g 0 r0 i0 multi-wavelength stellar catalog for M31.
Some g 0 i0 imaging is also already available as part of MegaCam’s Pan-Andromeda
Astronomical Survey (PAndAS) project (PI: McConnachie). Our u∗ g 0 r0 data, most
of which have already been taken, will also benefit from the “Elixir-LSB” method
recently developed by Jean-Charles Cuillandre at CFHT) to extract reliable light
profiles at extremely low surface brightness levels. Finally, we will complement these
data with modestly-resolved UV (GALEX) and mid-infrared (Spitzer ) maps.
The wealth of this panchromatic data set will enable a myriad of scientific investigations ranging from dust and mass profiles to stellar populations and star formation
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rates in M31. For instance, stellar populations are thwarted by a triple degeneracy of
age, metallicity and dust influences upon the interpretation of starlight. It is only with
the long wavelength baseline of optical-NIR colour-magnitude diagrams that these
degeneracies can be broken. It will also be possible to derive the spatially-resolved star
formation histories across adaptively-binned regions of the galaxy. Two-dimensional
star formation histories have only been previously assembled for the LMC (Harris &
Zaritsky 2009), and with B − V photometry of M31 (Williams 2003).
M31’s proximity allows simultaneous measurement of both integrated light and
resolved stars—a fact that motivated the difficult NIR surface brightness calibration
of this thesis. Estimation of stellar ages and metallicities with both integrated colours
and resolved colour-magnitude diagrams will provide unique tests of stellar population
synthesis codes (e.g., Maraston 2005, Charlot & Bruzual 2010, in prep). For example,
this exercise will allow us to constrain the controversial fraction of asymptotic giant
branch (AGB) stars contributing to the Ks -band light. An improved treatment AGB
stars could yield a 30–50% improvement in the estimation of stellar masses and ages
of high redshift systems (e.g., Maraston et al. 2006; Bruzual 2007; Conroy & Gunn
2010). Uniform imaging in both the u∗ and Ks bands will test for any near-infrared
excess associated with star formation (Mentuch et al. 2010).
Our data set, combined with the extended Hi rotation curve of Chemin et al.
(2009), will permit the first realistic mass decomposition of M31. Mass models of
galaxies suffer degeneracies between disk M/L ratios parameters of dark matter halos
(Dutton et al. 2005). Optical-IR surface brightness maps will alleviate uncertainty in
disk M/L; indeed, I intend to implement a procedure similar to Zibetti et al. (2009)
to produce a 2D stellar mass map of the Andromeda Galaxy.
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Appendix A
Difference imaging of resampled
images
Images sampled by the WIRCam detectors possess severe optical distortions so that
any a pixel in one image will not cover an identical area to a pixel in another image.
This is solved by resampling, with Swarp (Bertin 2007), the complete ensemble of
WIRCam images to a common pixel grid. This mosaic frame in an equal-area Aitoff
projection with 0.3 00 /pixel resolution.
Resampled images are located in the mosaic frame by a common reference coordinate on the celestial sphere. The CRPIXi FITS header cards indicate the latitudinal
and longitudinal offset of an images’s origin from the the mosaic’s reference pixel.
Let (x,y) be pixel coordinates in an image frame, and define (x0 ,y 0 ) as corresponding
coordinates in the mosaic frame. Then

(x0 , y 0 ) = (x − CRPIX1, y − CRPIX2)
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gives the transformation between image and mosaic pixel spaces.
To detect couplings between images, polygons are defined from the vertices of each
image in the mosaic pixel space. Where overlaps between pairs of image polygons are
detected, the intersection of the polygons defines the area of the difference image that
can be computed between the pair. Within the intersection area, each image’s weight
map is consulted on a pixel-by-pixel basis so that only the difference of valid pixels is
computed.
Since stellar and unresolved galaxy light are present in both images, the difference
image will reflect just disagreement in background levels between the two images. For
the scalar sky offset optimization (§4.3), I estimate the background difference from
the median of the difference pixels.
Difference planes. In §5.2, I minimize the planar shapes of difference images. In
this case, a plane is fit to the difference image pixels. The plane is parameterized by
P(x, y) = mx x + my + c, where the centre of the difference image is taken as the origin
of the plane. Iterative plane-fitting, with pixel sigma-clipping, is necessary to prevent
detector edge artifacts from biasing the plane shapes. Generally three iterations is
sufficient for convergence.
In computing the objective function (Eq 5.1), proposed offset planes for each image
in the coupled pair are applied to the difference plane: P (I i − I j ) − ∆i + ∆j . The
offset planes are defined so that their origin coincides with the centre of its own image,
so that the offset planes must be transformed into the difference image frame by
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mx,∆i

∆(mx,∆i , mx,∆i , c∆i )frame

ij



=



mx,∆,i
c∆,i + mx,∆i (x0,ij − x0,i ) + my,∆i (y0,ij − y0,i )






(A.2)

where (x0,ij − x0,i , y0,ij − y0,i ) is the displacement between the centre of the coupled
image frame ij, and the image i frame, which is conveniently computed in the mosaic
pixel coordinate frame (Eq A.1).

Appendix B
Strategy for globalizing the
Nelder-Mead Downhill Simplex
The Nelder-Mead (NM) downhill simplex (Nelder & Mead 1965) is a popular optimization algorithm because it only requires evaluations of the objective function, not
its gradient. This is useful in cases, like the present one, where the complex and noisy
topology of the objective function prevents even a numerical approximation of the
gradient. Further, the algorithmic details of the simplex optimization are easy to
comprehend and can be presented in less than a hundred lines of code. Although
many software packages treat NM as a black-box, it has two weaknesses that affect its
use for solving sky offsets in a mosaic of images. First, its reliability is compromised
when optimizing high-dimension problems (Ndim & 50) (Neumann & Han 2006, e.g.,).
Second, the simplex is greedy and will easily settle into a local, rather than global,
minimum. In §4.3, the issue of dimensionality was resolved by optimizing the mosaic
in two stages of hierarchy. Here I discuss a simple procedure to ensure that the NM
algorithm ultimately yields the minimum of the objective function.
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Approaches in the literature Harris & Zaritsky (2001) use the NM simplex to
fit stellar populations, of roughly 50 parameters, to colour magnitude diagrams in
their StarFISH application. Solving for scalar sky offsets in this WIRCam survey has
roughly the same degree of complexity. In the case of StarFISH, Harris & Zaritsky
combine the the NM simplex optimization with brute force line searches.
An initial grid search indicates a rough starting point for the simplex. The
simplex is allowed to converge upon as minimum through the standard NM algorithm.
Retaining the best point, the other points in the simplex are inflated, and the simplex is
again allowed to converge upon a minimum—hopefully the original. Yet this minimum
may still be a local minimum. To guard against this, points near the minimum are
probed. If the point is more ideal, then that direction of parameter space is searched
until the objective function begins to increase. This random linear search through
parameter space is repeated several thousand times.
Another globalization recipe is to start the simplex from a large ensemble of
starting positions in parameter space. The global minimum of the objective function
should be accessible to the NM algorithm from some portion of the imaginable starting
parameter space. An advantage of this is that each start of the downhill simplex can
be carried out in parallel on a computing cluster. There are recipes in the literature
for choosing the best ensemble of starting simplexes: some based upon a running
memory of past downhill simplex runs, and others simply based upon having a uniform
coverage of parameter space (e.g., Luersen et al. 2004; Wolff 2004).
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A multi-start, reconverging, downhill simplex

The globalization strategy developed here is borrows from the techniques in the
literature. While it is not proven to be the ideal, or most efficient, algorithm, this
strategy is easy to implement and provides adequate results. This strategy wraps the
core NM algorithm with multiple random starting positions, and multiple restarts at
each converged location until a stable—and global—minimum is found. Hence this
technique is informally termed the Multi-start Reconverging Nelder Mead Simplex
(MSRNM).

Multi-start: First, a total of Ns starts of the NM algorithm are designated. Each
start is intended to be run independently across multiple CPU cores. For each start,
an initial simplex is generated randomly. Since each point in the N by N + 1 simplex
is a suggested sky offset for a given field, each offset is randomly sampled from the
expected distribution of field-to-field sky offsets. That is, a normal distribution of
mean zero intensity, and standard deviation of σs .
Each initial simplex is allowed to converge according to the NM algorithm. A
simplex is deemed converged once each point has changed by no more than 10−4 of
the previous iteration, or the objective function’s value has changed by no more than
10−4 of the previous iteration.

Restart: Upon convergence, the optimal point in the simplex, p, is recorded. A
new simplex is then generated where one vertex is p, and the rest are p + δ where δ is
a normal random variable of mean zero, and standard deviation σrestart . That is, the
simplex of the restart retains one vertex upon the previously found minium, while the
other vertices surround that minimum. If the minimum is indeed the global minimum,
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then the NM algorithm will quickly reconverge. But more often than not, the other
random vertices will probe an even better parameter space, causing the NM restart
to converge upon a new minimum. When a new minimum is found, the process of
restarting is repeated until the same minimum is consecutively arrived upon.
The choice of σrestart has not been studied. In the scalar sky optimizations presented
here, a restart dispersion half the size of the original point distribution is used. The
number of simplex starts, Ns , is also highly application specific. For scalar sky offsets,
the number of optimization dimensions is used (Nd ); but planar sky optimizations
appears to require at least 100Nd . Rather than starting a fixed number of optimizations,
it may be better to continue creating new simplex starting points until the objective
function decreases below a physically reasonable target level.

