
MITIGATION OF WEB-BASED PROGRAM SECURITY 

VULNERABILITY EXPLOITATIONS 

 

 

by 

 

Hossain Shahriar 

 

 

 

 

 

A thesis submitted to the School of Computing 

in conformity with the requirements for 

the degree of Doctor of Philosophy  

 

 

 

 

Queen’s University 

Kingston, Ontario, Canada 

November 2011 

 

Copyright ©Hossain Shahriar, 2011 



 

ii 

 

Abstract 

Over the last few years, web-based attacks have caused significant harm to users. Many 

of these attacks occur through the exploitations of common security vulnerabilities in 

web-based programs. Given that, mitigation of these attacks is extremely crucial to 

reduce some of the harmful consequences. Web-based applications contain vulnerabilities 

that can be exploited by attackers at a client-side (browser) without the victim’s (browser 

user’s) knowledge. This thesis is intended to mitigate some exploitations due to the 

presence of security vulnerabilities in web applications while performing seemingly 

benign functionalities at the client-side. For example, visiting a webpage might result in 

JavaScript code execution (cross-site scripting), downloading a file might lead to the 

execution of JavaScript code (content sniffing), clicking on a hyperlink might result in 

sending unwanted legitimate requests to a trusted website (cross-site request forgery), and 

filling out a seemingly legitimate form may eventually lead to stealing of credential 

information (phishing). Existing web-based attack detection approaches suffer from 

several limitations such as (i) modification of both server and client-side environments, 

(ii) exchange of sensitive information between the server and client, and (iii) lack of 

detection of some attack types. This thesis addresses these limitations by mitigating four 

security vulnerabilities in web applications: cross-site scripting, content sniffing, cross-

site request forgery, and phishing. We mitigate the exploitations of these vulnerabilities 

by developing automatic attack detection approaches at both server and client-sides. We 

develop server-side attack detection frameworks to detect attack symptoms within 

response pages before sending them to the client. The approaches are designed based on 

the assumption that the server-side program source is available for analysis, but we are 

not allowed to alter the program code and the runtime environments. Moreover, we 

develop client-side attack detection frameworks so that some level of protection is 

present when the source code of server websites (either trusted or untrusted) is not 

available. Our proposed solutions explore several techniques such as response page 
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parsing and file content analysis, browser-level checking of requests and responses, and 

finite state machine-based behavior monitoring. The thesis evaluates the proposed attack 

detection approaches with real-world vulnerable programs. The evaluation results 

indicate that our approaches are effective and perform better than the related work. We 

also contribute to the development of benchmark suites for evaluating attack detection 

techniques. 
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Chapter 1 

Introduction 

1.1 Motivations 

We rely on web-based programs or web applications to perform many essential activities. 

Web-based programs usually reside on a server-side and are accessed from its client-side. 

Unfortunately, most of the programs are not implemented in vulnerability-free ways. At 

the client-side, browsers provide some built-in security features such as the Same Origin 

Policy (SOP), which prohibit web pages from accessing each other contents based on 

dissimilar domain names, ports, and protocols [15]. However, these features are not 

always sufficient to protect users from being attacked. As a result, users are vulnerable to 

exploitations while performing functionalities (e.g., login) [23, 24]. The exploitations 

might result in stealing of session information and generation of anomalous runtime 

behaviors. The situation further worsens when many web-based programs are 

deliberately designed and deployed to mimic trusted websites (i.e., websites that have 

explicit authentication mechanisms and employ active session information to perform 

functionalities) for stealing personal information (e.g., phishing websites [26]) instead of 

providing legitimate functionalities. Thus, the mitigation of web-based security 

vulnerability exploitations is extremely important to reduce some of the consequences. 

We survey a number of common program security vulnerabilities [1, 2]. We observe 

that while the number of web-based attacks has increased in recent years (e.g., [12, 62]), 

existing research has addressed a subset of security vulnerabilities in web applications 

(e.g., SQL injection [36]) compared to other vulnerabilities. The automatic mitigation of 

a large number of vulnerabilities still remains challenging (e.g., cross-site scripting [12, 

24]). A number of related techniques (e.g., static analysis [27], testing [6]) are applied to 
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address code-level vulnerabilities at the server-side. Similarly, the client-side (browser-

based) approaches are available to detect some of the vulnerabilities (e.g., scanning tools 

[28]). However, these approaches do not consider the program runtime environment and 

fail to explore specific program paths that suffer from vulnerabilities. We believe that 

complementary attack detection techniques deployed during program runtime can reduce 

these limitations. 

There exist many attack detection approaches that are deployed at program runtime 

(e.g., [33-58]). We identify several limitations for these approaches. First, most of the 

attack detection approaches rely on the modification of both server and client-side 

environments and the exchange of sensitive information between the two sides. Second, 

existing approaches do not adequately address some attack types (e.g., injecting 

legitimate JavaScript code, content sniffing). Third, most approaches assume that web-

based programs are trusted and legitimate. In practice, this assumption does not hold in 

many cases such as suspected phishing websites that are deliberately designed to steal 

personal credential information. Given these situations, this thesis aims at addressing the 

following research questions: 

1. Is it possible to develop an automatic attack detection approach at the server-side 

that does not require sending and validating information to the client-side and the 

modification of both sides? 

2. Can we detect attacks at the client-side without any a priori information from 

remote websites (server-sides) independent of whether the websites are legitimate 

or not? 

1.2 Contributions 

Our contributions are primarily intended to mitigate some exploitations due to the 

presence of security vulnerabilities in web applications while performing seemingly 

benign functionalities at the client-side. For example, visiting a webpage might result in 
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executing JavaScript code (cross-site scripting [14]), downloading a file might lead to the 

execution of JavaScript code (content sniffing [64]), clicking on a hyperlink may 

generate an unwanted request to a trusted website (cross-site request forgery [11]), and 

filling out a seemingly legitimate form might eventually lead to the stealing of credential 

information (phishing [26]). The above mentioned attacks share some common 

characteristics. First, attack payloads are provided by an attacker, and the exploitations 

occur without the knowledge of the victim. Second, victims are often lured to visit 

specifically designed web pages as part of successful exploitations. For example, a user 

might visit a web page containing a hyperlink, and clicking the link might result in a 

cross-site request forgery attack or downloading of a phishing webpage. Finally, the 

attacks might result in stealing or manipulating the information available at the browser 

side. 

     The specific contributions of this thesis are summarized as follows based on the 

research questions listed in the previous section: 

1. We develop a server-side cross-site scripting attack detection framework based on 

expected response page features [7]. In particular, we distinguish the response 

pages with injected contents from those with benign contents based on the notion of 

“boundary insertion” (e.g., HTML comment tag and JavaScript comment 

statement) and automatic “policy generation”. We identify the context of dynamic 

content generation to infer the expected features of contents (e.g., tag and attribute 

count). The expected features are stored in policies. When a response page is 

generated at the server-side, the actual content’s feature is obtained and compared 

with the stored policies. A mismatch between the expected and the actual feature 

indicates an attack.  

2. We propose a server-side content sniffing attack detection approach [10]. We 

intercept suspected uploaded files and perform a number of checks. In particular, 

we analyze the Multipurpose Internet Mail Extensions (MIME) information and the 
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content of suspected files, and simulate the download operation from the server-

side to identify security breaches (e.g., JavaScript code execution). The outcomes 

of the checks determine whether a file should be uploaded or not to mitigate 

content sniffing attacks.  

3. We develop a client-side cross-site request forgery attack detection mechanism 

based on the notions of “visibility” and “content” checking applicable for browser 

windows [3]. The visibility relates the supplied parameters and values of the 

suspected requests with the information in one of the windows that is displaying a 

form from the target website. The content is based on the observation that a 

sensitive request generates a response that should be visible to let a user know 

about the outcome of his or her request. Cross-site request forgery attacks violate 

these notions. 

4. We propose a client-side approach for detecting suspected phishing websites [4, 5]. 

We map the issue of distinguishing phishing website from legitimate website as a 

“trustworthiness testing” problem [16, 32]. Here, trustworthiness testing is not 

intended to detect whether the output for a given input is correct or not (i.e., 

providing known inputs and matching with known outputs). Rather, it assesses 

whether the observed outputs conform to some attributes (e.g., behavior) of the 

programs and the environments which can be used as a basis to believe that a 

program is implemented based on what it is intended to perform. We first develop a 

Finite State Machine (FSM) model based on known phishing and legitimate 

website behaviors. We then identify a number of heuristics based on the FSM 

model states and response page features (e.g., presence of a common form that has 

been submitted before). We also propose a set of heuristic combinations that 

capture the most up-to-date behaviors of suspected websites. These combinations 

can be used to test both phishing and legitimate websites. 
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5. We evaluate the proposed attack detection approaches with real-world vulnerable 

programs. We also develop benchmark suites for evaluating related attack detection 

techniques. 

1.3 Organization 

The rest of the thesis is organized as follows. In Chapter 2, we provide background 

information on the vulnerabilities (i.e. cross-site scripting, content sniffing, cross-site 

request forgery, and phishing) that we address in this thesis. We also describe the related 

work that has been proposed for the detection and prevention of these vulnerabilities. 

Chapter 3 provides the description of our proposed server-side cross-site scripting attack 

detection framework. Moreover, we describe the prototype tool implementation and 

evaluation of the approach. Chapter 4 depicts the proposed server-side content sniffing 

attack detection approach along with the implementation of the prototype tool and the 

evaluation results. In Chapter 5, we discuss the proposed client-side cross-site request 

forgery attack detection followed by the development of the prototype tool and the 

evaluation results. Chapter 6 describes our approach to detect phishing attacks. We also 

provide the details of the prototype tool implementation and the evaluation of our 

approach. Finally, Chapter 7 presents the conclusions, limitations, and future work. 
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Chapter 2 

Background and Related Work 

This chapter provides an overview of background information and the work related to the 

thesis. Section 2.1 discusses the four vulnerabilities that we address in the thesis namely 

cross-site scripting, content sniffing, cross-site request forgery, and phishing. Section 2.2 

discusses the related work that detects these vulnerabilities and the detailed comparison 

with our work. 

2.1 Vulnerabilities 

Program security vulnerabilities are specific flaws in program code that result in security 

breaches such as sensitive information leakage, modification, and destruction [86]. 

Attacks are successful exploitations of vulnerabilities. There exist a number of well-

known and common vulnerabilities in programs such as buffer overflow (exceeding 

allocated memory of data buffers while copying), SQL injection (executing unintended 

database queries caused by unsanitized inputs), cross-site scripting (executing unintended 

JavaScript code), cross-site request forgery (launching unwanted requests to remote 

websites where users are logged in), improper authorization (no authorization checking 

by programs before accessing resources or performing actions by users), unrestricted 

upload of file with dangerous type (uploaded files containing server script code are 

executed at the server-side), and path traversal (unsanitized inputs used in pathnames 

result in accessing files or directories located beyond parent directories of websites) [13]. 

In this thesis, we restrict our research to four well-known vulnerabilities that result in the 

client-side exploitations based on several taxonomies such as Common Weakness 

Enumeration (CWE) [13] and The Open Web Application Security Project (OWASP) 
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[12]. These are cross-site scripting [14], content sniffing [64], cross-site request forgery 

[11], and phishing [26]. 

2.1.1 Cross-Site Scripting (XSS) 

XSS has been identified as one of the most commonly found vulnerabilities (ranked as 

number one and two by CWE [13] and OWASP [12] during the year 2010, respectively) 

in web-based programs over the past few years. XSS vulnerabilities occur when the 

generated contents of web pages are not sanitized carefully, and attackers inject arbitrary 

JavaScript or HTML contents that are executed by browsers. The notorious forms of 

exploitations result in accessing sensitive information present in web pages through 

injected JavaScript code and defacing of web pages due to unwanted HTML injection. 

Currently, more than 60% of websites are still vulnerable to XSS attacks [38], and the 

number of websites (registered domain names) is considered to be over 100 million [61]. 

Thus, the extent of XSS-based attacks is huge in terms of the number of websites and 

their users. 

     XSS attacks inject HTML contents or JavaScript code through invalidated inputs. 

These inputs are used to generate parts of response pages and result in unwanted side 

effects while rendering web pages in browsers. There are two major types of XSS 

attacks: stored and reflected [14]. Stored XSS attacks occur when dynamic contents are 

generated from unsanitized information stored in persistent data storage (e.g., databases). 

In a reflected attack, the injected code is sent from a browser to a server and replayed 

back by a server program in a response page (i.e., attack payload is not stored).  

     We provide an example of stored XSS vulnerability and related attacks in a JSP 

program as shown in Figure 2.1. Line 1 renders a hyperlink so that a user can access 

his/her profile. The URL is constructed with the value of name that is evaluated 

dynamically through a JSP expression. Note that the value is not filtered to avoid XSS 

attacks. Let us assume that a user provides the value of name as John. The URL becomes 

<a href="index.jsp?page=profile&name=John> view profile</a>. However, an attacker 
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might provide his username as ”><script>alert(‘xss’);</script>. The response at Line 1 

becomes <a href=“index.jsp?page=profile&name=“”><script>alert(‘xss’);</script> 

”>viewprofile</a>. When the page is rendered in a browser, an alert message box 

appears along with a broken hyperlink. 

  

1.  <a href = “index.jsp?page=profile&name= <%= name%>” > view profile </a> 
         … 
2.  <script>   
3.      var fname = document.URL.substring (document.URL.indexOf('file=') + 5, document.URL.length); 
         … 
4.      document.write (fname + “ not found”); 
5.  </script> 

Figure 2.1: JSP Code Vulnerable to XSS Attacks 

We show a reflected XSS vulnerability for inline JavaScript (Lines 2-5). The script 

code extracts a given file name (Line 3) to be searched. Let us assume that the file is not 

found. The script generates a related error message (Line 4). Note that fname is not 

filtered or checked for malicious content. Thus, an attacker can take this opportunity to 

supply arbitrary JavaScript (e.g., method call) or HTML (e.g., <td>…</td>) contents to 

generate anomalous behaviors at the browser. 

2.1.2 Content Sniffing  

In a content sniffing attack, rendering of downloaded non-HTML files result in the 

generation of HTML pages or the execution of JavaScript code at victim’s browser [64]. 

The files are uploaded by attackers that contain malicious payloads. These files seem 

benign when we consider their content types or Multipurpose Internet Mail Extension 

(MIME) information. For example, a GIF file having a MIME image/gif might contain 

JavaScript code (<script>...</script>). An attack occurs when a victim’s browser 

renders a non-HTML file as an HTML file. A successful attack might result in severe 

consequences such as stealing of session information and passing information to third 
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party websites. The attack can be the beginning points of other known exploitations such 

as phishing [66].  

     Browsers employ content sniffing algorithms to detect file content types and render 

them accordingly by scanning the initial bytes of a downloaded file to identify the MIME 

type [121]. For example, Internet Explorer 7 examines the first 256 bytes of a file for 

specific signatures that represent specific file types. Internet Explorer 7 treats a file as 

image/gif, if the file begins with GIF87 or GIF89. Firefox performs the same, if the file 

begins with GIF8. Browsers also differ in ways they search for HTML tags for matching 

with HTML signatures and enforcing the rules when response contents are sniffed as 

HTMLs. For example, Google Chrome does not sniff a file as an HTML when the 

Content-Type header is known, text/plain, or application/octet-stream. However, Internet 

Explorer 7 sniffs a file as an HTML, if the first 256 bytes contain any of the predefined 

signatures such as <html> and <script>. These inconsistencies among widely used 

browsers motivate attackers performing content sniffing attacks. 

Table 2.1: Examples of File and MIME Types 

File type MIME type  

HTML  text/html 
Textual data  text/plain 
JavaScript application/JavaScript 
Arbitrary binary data application/octet-stream 
Portable Document Format application/pdf 
GIF image image/gif 
JPEG image image/jpeg 

 

     In a content sniffing attack, an attacker exploits the difference between a website’s file 

upload filter (assuming that a website is legitimate) and a browser’s content sniffing 

algorithm. An attacker uploads a seemingly benign file to a website that accepts the 

uploaded file and does not check the contents. Later, a victim views the file by 

downloading it in his/her browser. A typical response by a server with respect to a file 
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request from a browser contains two parts: response header and response body. A 

response body contains the actual resource that has been requested. A response header 

defines various characteristics of the response body. There are several headers defined for 

HTTP-based communication [69]. However, for a file downloading operation, two 

headers are relevant: “Content-Disposition” and “Content-Type”. The Content-

Disposition header forces a browser to download a file instead of rendering it. Moreover, 

it can be used to set the downloaded file names that would appear in browser side 

dialogue boxes. 

     The Content-Type header indicates the MIME of the content. A MIME is a two-part 

identifier for file formats on the Internet [70]. For example, the MIME of a GIF file is 

image/gif. Table 2.1 shows some examples of file types and corresponding MIMEs. 

Ideally, a server should send the MIME of a file in the Content-Type header. Based on 

the header, a browser determines how to present the file. For example, to view a PDF file 

from a website, a browser should receive a Content-Type header whose value is 

application/pdf. However, an attack might occur, if the header is not set at all or set to an 

anomalous value (e.g., text/html). In this case, a victim’s browser decides that the PDF 

file should be rendered as an HTML file. Thus, any injected HTML or JavaScript code 

present in the PDF file would be executed. 

We show an example server-side code snippet (a Java Servlet) that allows content 

sniffing attack in Figure 2.2 (Upload.java). Line 2 specifies the file (test.pdf) that would 

be downloaded at the browser. Line 3 sets the Content-Type header (application/octet-

stream). Lines 4-15 open the file and write the file contents to the response page stream. 

Since the Content-Type header is set incorrectly as application/octet-stream instead of 

application/pdf, a browser attempts to render the file instead of using a PDF plug-in. Let 

us assume that we inject JavaScript code (<script>alert(‘content sniffing’);</script>) in 

test.pdf as shown in Figure 2.3. If we download the file in a browser using the servlet, the 

JavaScript code is executed and an alert message box appears with the text “content-
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sniffing”. It is possible to provide more malicious payloads that can access a web 

program’s session or cookie information and transfer to third party websites. This simple 

example illustrates some idea about different ways of performing content sniffing attacks. 

However, setting wrong Content-Type information might not always result in content 

sniffing attacks.  

 

1.   protected void doGet (HttpServletRequest request, HttpServletResponse response) throws  
                                 ServletException { 
2.    String filename = "test.pdf"; 
3.    response.setContentType ("application/octet-stream"); 
4.    PrintWriter out = response.getWriter(); 
5.    try{ 
6.          File fileDownload = new File(filename); 
7.          FileInputStream fileStream = new FileInputStream(fileDownload); 
8.          int i; 
9.          while ((i=fileStream.read())!=-1) { 
10.             out.write (i); 
11.         } 
12.         fileStream.close(); 
13.         out.close(); 
14.   } catch(Exception e)   { 
15.   } 

Figure 2.2: A Servlet for Downloading File (Upload.java) 

%PDF-1.5 
<HTML><script>alert('content-sniffing');</script></HTML> 
%µµµµ 
1 0 obj 
<</Type/Catalog/Pages 2 0 R/Lang(en-US) /StructTreeRoot 19 0 R/MarkInfo<</Marked 
true>>>> 

Figure 2.3: A Snapshot of test.pdf File 

Table 2.2 shows some examples of Content-Type headers applicable for the servlet 

that might result in content sniffing attacks in most widely used browsers such as Internet 

Explorer 8 (IE), Google Chrome 10, Firefox 3.6, Opera 11.01, and Safari 5.03. We show 

nine common cases on the effect (outcome) of downloading test.pdf file in a browser in 

terms of execution of injected JavaScript code (denoted as execute) and downloading the 
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file without executing JavaScript code (denoted as download). The last column of the 

table shows whether the effect can be considered as malicious or not. In the first row, the 

header value is not set. This results in executing the injected JavaScript code. Examples 

1-7 are malicious cases, where Content-Type value is set to specific values that force the 

browser to act as if the file is HTML type. The eighth row shows a benign case where the 

Content-Type header is set appropriately. Finally, the last example shows that setting an 

incorrect value of Content-Type (image/gif) might result in downloading a file. These 

examples also indicate that Content-Type header value is important for mitigating the 

attacks. 

Table 2.2: Examples of Content-type While Downloading test.pdf File 

No. Content-Type Outcome Malicious 
1 Not set Execute Yes 
2 text/html Execute Yes 
3 text/plain Execute Yes 
4  text/JavaScript Execute Yes
5 application/octet-stream Execute Yes 
6 application/unknown Execute Yes 
7 */* Execute Yes 
8 application/pdf Download No 
9 image/gif Download No 

 

2.1.3 Cross-Site Request Forgery (CSRF) 

A CSRF vulnerability occurs when a website has inadequate mechanism to check 

whether a valid request has been sent intentionally or unintentionally by a logged in user 

[11]. CSRF attacks are often crafted by injecting HTML (malicious URLs) and 

JavaScript code (XMLHttpRequest objects might launch requests to trusted websites). A 

user can be tricked to perform unintentional requests. CSRF has been identified to be 

among the top four most common vulnerabilities present in today’s web-based programs 

[12]. Thus, the extent of successful CSRF attacks is huge. 
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There are two types of CSRF attacks: reflected and stored [11]. In a reflected CSRF 

attack, the injected payload (i.e., the malicious request) is hosted in a web page other than 

a trusted website page (i.e., a third party website). Thus, a victim is exposed to an attack 

when he/she logs on to a trusted website and browses to a different website 

simultaneously. In a stored CSRF attack, the payload is present as part of a webpage 

downloaded from a trusted website. These can be found in blogs, forums, and message 

boards that often require a user to login before posting or viewing messages. 

 
1. <HTML> 
2.  <BODY> 
3.   <FORM action = “editprofile.php” method = “POST”> 
4.       <INPUT type = “hidden” name = “action” value = “setemail”>   
5.      <INPUT type = “text” name = “email” value = “”>   
6.      <INPUT type = “submit” value = “Change Email Address”>  
7.   </FORM> 
8.  <BODY> 
9. </HTML> 

Figure 2.4: Client-Side Code (www.xyz.com/change.html) 

1.  if (isset($_COOKIE[‘user’])){ 
2.     if (! session_is_valid ($_COOKIE [‘user’] )) { 
3.         echo “invalid session detected!”; 
4.         exit; 
5.     } 
6.  } 
7.  if ($_POST[‘action’] == ‘setemail’){ 
8.     update_profile($_POST[‘email’]);  
9. } 

Figure 2.5: Server-Side Code (www.xyz.com/editprofile.php) 

We provide two example code snippets that are vulnerable to CSRF attacks in Figures 

2.4 (client-side) and 2.5 (server-side). Let us assume that a user is logged on to a site 

(www.xyz.com) that stores his/her profile. The user profile includes a contact email 

address, which has an initial value user@xyz.com. The client-side interface (Figure 2.4) 

provides a form (change.html) to change the email address of a logged on user 

legitimately. A new email address provided by a user (Line 5) is updated by the server-
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side script (i.e., the editprofile.php at Line 3). The request of modifying the email address 

is sent to editprofile.php by a hidden field value (setemail) at Line 4. 

The server-side code snippet (Figure 2.5) checks if a cookie value has already been set 

for the user (Line 1) and the session is valid or not (Line 2). If the session is not valid, 

then the program shows an error message and terminates (Lines 3-4). Otherwise, the 

session is valid (Line 7), and the request is performed by calling the update_profile 

function (Line 8) with the new email address ($POST[‘email’]). If a user supplies the 

new email address as user2@xyz.com, the legitimate HTTP request becomes 

http://www.xyz.com/editprofile?action=setemail&email=user2 @xyz.com. 

Let us assume that the user is logged on to www.xyz.com as well as visiting another 

site that contains a hyperlink http://www.xyz.com/editprofile?action=setemail&email= 

evil@xyz.com. If the user clicks on the link, the contact email address is changed to 

evil@xyz.com. The user becomes a victim of a reflected CSRF attack. To become a 

victim of a stored CSRF attack, the malicious link needs to be present in the webpage 

downloaded from the trusted website. 

2.1.4 Phishing 

Phishing attacks lure users to visit fraudulent websites that are designed and deployed to 

mimic trusted websites for stealing personal information instead of providing legitimate 

functionalities [26]. Phishing attacks might also occur due to a specific vulnerability in 

trusted websites known as “URL redirection to untrusted site” based on the CWE 

taxonomy. A program might accept inputs that specify links to fake websites through 

redirections. According to a recent report from Anti-Phishing Working Group (APWG), 

the number of phishing websites detected worldwide for each month is approximately 

thirty thousands [62]. These websites target more than ten thousands trusted websites 

worldwide that belong to e-commerce (e.g., Paypal, Ebay), bank (e.g., Bank of America), 

and government (e.g., Internal Revenue Service of the USA). The number of victims due 
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to phishing attacks (orders of thousands) and incurred losses are huge (orders of millions 

of dollars) due to the high volume of the number of attacks [63].  

Phishers apply a wide range of techniques that leverage the specification of Hyper 

Text Markup Language (HTML) and rich features of the Document Object Model 

(DOM). We divide attack techniques into two categories: spoofing the website contents 

and leveraging the DOM-based features. These techniques are discussed as follows. 

 

Spoofing Website Content  

Attackers hide the legitimate content of web pages so that victims trust the content of 

web pages and give away their confidential information. Several common approaches are 

described below.  

(i) Spoofed anchor: In HTML, a href attribute points to the next page to be visited, if a 

user clicks on a hyperlink. However, one can specify an arbitrary domain name in the text 

portion of anchor tags (i.e., text written between the tags <a> and </a>) [33, 34]. For 

example, the code <a href= “http://www.evilwebsite.org”> www.goodwebsite.org </a> 

shows www.goodwebsite.org in a browser. If a user clicks on the link, the next page is 

fetched from www.evilwebsite.org. Moreover, browsers ignore anything written before 

the @ symbol in a URL [34, 35]. For example, the URL pointed by the site 

www.bloomberg.com@www.badguy.com is actually www.badguy.com. Attackers use 

hexadecimal and unicode representation of URLs to hide plain text URLs. It is also 

common to substitute one or more letters of a legitimate URL that might not be noticed 

by victims. For example, www.paypai.com is a spoofed anchor of www.paypal.com. 

(ii) Domain name inconsistency: A phishing page shows a deviation between its current 

domain and the actual domain with respect to a claimed identity [34]. For example, one 

might specify in the header of an HTML page “Welcome to Ebay”. However, the domain 

from where the page is downloaded is not related to www.ebay.com.  
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(iii) Fake Secure Sockets Layer (SSL) certificate: Many organizations use secured 

HTTP connections to transfer data between web applications and browsers. To cope with 

this, phishers might develop websites that support HTTPS communications (i.e., their 

pointed URLs start with https:// instead of http://) [33]. However, certificates used by 

phishers are self created and not issued by trusted certificate providers such as 

Verisign.com. Browsers generate alarms, if there is any inconsistency in different fields 

of a certificate such as issuer name and expiry date. Unfortunately, end users often do not 

understand the meaning of different fields and rarely examine these certificates. 

(iv) Sub-domain usage: Phishing URLs contain some parts of legitimate website URLs. 

For example, the legitimate website of NatWest bank is www.natwest.com. A phisher 

chooses a URL name which contains part of the legitimate URL such as 

www.natwest.com.mjhhdtr.com.  

(v) Image: Images are used to substitute portion of legitimate web pages that might 

contain menus and logos. Sometimes, images present in a phishing webpage are 

downloaded from a legitimate website. 

 

Leveraging DOM-based features 

Some phishing attacks leverage the rich features (e.g., button click events) offered by 

Document Object Model (DOM) and supported by the client-side scripting languages 

such as JavaScript [67]. We provide some examples below. 

(i) Customizing status bar: Phishers apply JavaScript code to generate fake addresses in 

a status bar. Let us consider the code snippet shown in Figure 2.6. When a user moves the 

mouse on the hyperlink, he finds that a status bar is showing the site 

www.goodwebsite.com. However, if he clicks on the link, a browser actually visits 

www.evilwebsite.com. 

<a href = “www.evilwebsite.com” onMouseOver = “window.status='www.goodwebsite.com’; 
return true” onMouseOut = “window.status= ‘done’; return true”> click here </a> 

Figure 2.6: A JavaScript Code Snippet for Hiding a Fake Website URL 
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(ii) Cross-site scripting (XSS)-based form: XSS vulnerabilities can be leveraged to 

perform phishing attacks by injecting HTML forms that can collect inputs and send them 

to attacker controlled repositories [68]. To avoid a user’s suspicion, it is common to load 

a form in an iframe whose source might be loaded from an attacker supplied script code. 

An HTML form can also be generated by injecting JavaScript code through user inputs. 

Moreover, the injected code can be encoded to be barely noticeable, and they are rarely 

detected by anti-phishing tools. 

     There are some auxiliary symptoms of phishing web pages that include the presence 

of a high percentage of objects downloaded from different URL, inappropriate logos of 

companies, and a large number of dots in the URL [33, 34, 35]. In most cases, a phishing 

site has no Domain Name Service (DNS) record. Current techniques address the 

detection of spoofing website content and a subset of DOM-based spoofing technique 

(e.g., customizing toolbar). However, current tools cannot detect attacks that use XSS-

based forms. 

2.2 Related Work 

In this section, we provide a brief overview on the related work that detects XSS, content 

sniffing, CSRF, and phishing attacks. We also compare these efforts with respect to our 

proposed approaches. 

2.2.1 XSS Attack Detection 

We are motivated to introduce the concept of boundaries for web-based programs based 

on some earlier literature work that detects memory vulnerabilities. In particular, 

injection of canaries (random values placed at the end of memory object boundaries) has 

been used to detect buffer overflow (e.g., [78]). Some work checks security 

vulnerabilities by inserting annotated statements (interested readers can find more details 

in [9]). For example, Evans et al. [80] annotate C program code with comment statements 

to specify desired security properties of program data buffer that should not be violated. 
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Table 2.3: Comparison Summary of XSS Attack Detection Approaches 

Work Detection 
location 

JavaScript 
code 

modification

Server script 
or engine 

modification

Browser 
modification

Legitimate 
call injection 

detection 

Overriding 
detection 

JavaScript 
code 

feature 

HTML 
response 
feature 

Louw et al. 
[81] 

Hybrid Yes No Yes Yes Yes No Yes 

Gundy et al. 
[39] 

Hybrid No No Yes Yes Yes No No 

Nadji et al. 
[40] 

Hybrid Yes No Yes Yes Yes No No 

Jim et al. 
[41] 

Hybrid No No Yes No No No No 

Johns et al. 
[42] 

Hybrid Yes No No No No No No 

Iha et al. [43] Hybrid No No Yes No No No No 
Stamm et al. 
[44] 

Hybrid No No Yes No No No No 

Saxena et al. 
[82] 

Server Yes Yes No No No No No 

Wurzinger et 
al. [45] 

Server Yes No Yes No No No No 

Bisht et al. 
[46] 

Server No Yes No No No No No 

Pietraszek et 
al. [47] 

Server No Yes No Yes Yes No No 

Futoransky 
et al. [48] 

Server No Yes No Yes Yes No No 

Chin et al. 
[49] 

Server No Yes No Yes Yes No No 

Sekar [83] Client No No No No Yes No No 
Vogt et al. 
[84] 

Client No No Yes No No No No 

Livshits et 
al. [85] 

Client No No Yes No No No No 

Our 
approach 

Server No No No Yes Yes Yes Yes 

    

     The primary difference between these efforts and our approach is that we inject 

boundaries in web-based programs as opposed to procedural languages and their 

environments (e.g., C). Second, unlike actual memory overwriting, injection attacks in 

web-based programs do not alter the content of injected boundaries. Rather, boundaries 

are analyzed to detect the presence of malicious contents. 

     We now briefly discuss related work on XSS attack detection. Table 2.3 provides a 

summary comparison of the related approaches along with our work based on eight 
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features: attack detection location, modification of JavaScript code, server-side script 

code or engine, and browser implementation, detection of legitimate method call 

injection and method definition overriding, and usage of JavaScript code and HTML 

response features. The primary differences between our proposed approach and these 

related approaches are: (i) we inject boundaries (e.g., HTML comment tags or JavaScript 

comment statements) to specify expected features in response pages, (ii) we apply parsers 

as automatic tools to identify expected output features and generate policies from 

features, (iii) our approach detects attacks before sending response pages to browsers, and 

(iv) our technique does not impose any changes in server and browser runtime 

environments (i.e., script engines, library APIs, etc). 

     Several approaches are hybrid as the information of legitimate response contents are 

gathered at the serve side and their violations are detected at the client-side. The approach 

of Louw et al. [81] is the closest to our work. They develop the “Blueprint” tool to 

mitigate XSS attacks that first generates response pages without any JavaScript node at 

the server-side. The removed script is executed at the browser side based on the content 

generation provided by the server-side with code instrumentation. As a result, Blueprint 

has to rely on a specially designed external JavaScript library at the client-side. In 

contrast, our approach depends on benign HTML and JavaScript features and removes 

suspected malicious contents from the server-side. Moreover, our approach does not 

impose any external library dependency. Blueprint transforms untrusted contents (e.g., an 

attacker supplied inputs) when sending them to the browser. In contrast, our approach 

transforms the server-side script code based on the possible injection places, but not the 

injected contents themselves.  

     The work of Gundy et al. [39] is also close to our approach with respect to the server-

side code instrumentation only. They randomize XML namespace prefix in the generated 

HTML code from a server-side before sending it to the browser. They annotate all HTML 

tags and attributes with random tokens at the server-side. A server also needs to send 
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policies to a browser. They employ firewall like policies to specify general rules for 

allowing or disallowing rendering of elements and attributes at browsers. While their 

approach is interesting, it requires the modification of the browsers and the introduction 

of HTTP headers to understand the exchanged information sent by a server. In contrast, 

our approach does not require any modification of the client-side environment. Moreover, 

unlike their approach, we only rely on unique policy identifiers to check attacker injected 

duplicate policy identifiers which can always be detected. In contrast, their approach 

would fail if an attacker correctly guesses the random number used in the randomization 

of namespace. Similarly, Nadji et al. [40] detect XSS attacks through the notion of 

document structure integrity where attacker’s injected code cannot alter the parse tree of 

DOM during runtime. However, this approach also requires the changes of the browser 

side and attacks are detected at the client-side. 

     Jim et al. [41] generate hashes for legitimate JavaScript code at the server-side and 

send them to browsers to get validated by browsers. This approach can be defeated by 

injecting legitimate JavaScript method call in web pages. In contrast, we address this 

problem by considering legitimate JavaScript code features as part of checking. Johns et 

al. [42] detect XSS attacks based on the observation that injected code is present in both 

requests and responses. Nevertheless, these approaches are different from ours.  

     Iha et al. [43] conceptually divide an HTML page into two parts: variable parameters 

that might contain user inputs and the structure of an HTML document. Browsers parse 

HTML documents and replace parameters as literals in documents so that no node is 

injected through inputs. Stamm et al. [44] generate content security policies at the server-

side. The policies specify the types of allowable HTML contents and the locations from 

where contents can be downloaded at the client-side. 

     Several work detects XSS attacks at the server-side. Saxena et al. [82] mitigate XSS 

attacks in ASP.NET programs that allow generation of static and dynamic contents in 

predefined HTML templates. Similar to our approach, they leverage the well-known 
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context of content generation. However, their objective is different from ours. For 

example, their approach identifies appropriate sanitization routines for code that 

dynamically generates contents such as URLs and JavaScript. In contrast, we leverage the 

context to identify expected response page features based on static HTML. Moreover, we 

do not rely on sensitive data flow information. 

     Wurzinger et al. [45] encode all legitimate JavaScript function calls as syntactically 

invalid code so that attacker injected code gets executed. However, the approach can be 

eluded if injected URLs point malicious code. Bisht et al. [46] compare the parse tree of 

benign JavaScript code with runtime generated JavaScript code to detect attacks. 

Learning all benign JavaScript code requires program transformation of server-side 

scripts. Moreover, the approach could be circumvented for specific XSS attacks (e.g., 

injecting a JavaScript method call that is identical to legitimate code). In contrast, our 

approach detects such attacks.  

     Some approaches apply tainted data flow-based analysis by marking inputs as tainted, 

propagating taint information during program operations, and checking specific 

operations where tainted data is used. The propagation of tainted information requires the 

reimplementation of library APIs and server-side script interpreters. For example, 

Pietraszek et al. [47] intercept PHP and MySQL database APIs to add tainted information 

for suspected inputs obtained from HTTP requests. Futoransky et al. [48] modify PHP 

library functions (e.g., string concatenation). Chin et al. [49] track tainted information by 

modifying server-side script interpreter. 

     Several approaches mitigate XSS attacks from the client-side. Sekar [83] develop a 

taint aware policy-based detection of code injection attacks that avoids complex 

instrumentation of source code. They infer tainted information by observing requests and 

responses. If any response page contains an approximate matching of input parameter 

values, then a taint relationship is identified. In contrast, we identify expected features of 

dynamic contents by a robust HTML parser at the server-side. 
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     Vogt et al. [84] instrument the Firefox browser to perform tainted data flow analysis 

(specific JavaScript method calls that use suspected arguments). The approach focuses on 

protecting users from malicious code that transfers credential information (e.g., cookie) to 

third party websites. Livshits et al. [85] extend the same origin policy to restrict the 

access of DOM objects of web widgets (sets of tags that may or may not contain 

JavaScript code). 

2.2.2 Content Sniffing Attack Detection 

By default, each browser employs content sniffing algorithms to handle situations where 

websites do not specify content types before sending files. Barth et al. [64] employ a 

technique named string-enhanced white box exploration to detect content sniffing 

algorithms of closed-source browsers (IE and Safari). They suggest an improved 

algorithm for Google’s Chrome browser. In contrast, our solution is applicable for the 

server-side.  

     Barth et al. [64] propose a server-side upload filter by combining HTML signatures 

used for sniffing by the four major browsers. Gebre et al. [71] propose a server-side 

upload filter based on Finite State Automata (FSA). In contrast, we leverage robust 

parsers to sniff malicious contents followed by mock downloading of suspected files to 

verify the presence of security breaches. Moreover, our approach can handle malicious 

files with different types of encoding that the related approaches do not address.  

     Websites can disable content sniffing by attaching a Content-Disposition header [72]. 

This causes browsers to download files instead of rendering them. Similarly, victims can 

disable content sniffing by customizing the browser options. However, this approach 

might result in poor user experience with browsers and impose the burden of modifying 

deployed programs. In contrast, our approach does not require major modification of 

browser’s settings and server-side programs. Some websites convert specific files (e.g., 

image) from one format to another using conversion tools such as ImageMagick [73]. 

This can destroy the malicious code embedded inside an image file. However, this 
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technique cannot be applied widely for all available file types. In contrast, our approach 

is robust enough to be applicable for any type of file. 

     Our proposed approach is also motivated by some work that employs parsers to 

distinguish benign contents from malicious contents. The work of Ford et al. [74] is close 

to our approach. They detect malicious flash advertisements present in web pages that 

might contain malicious ActionScript code. These flash files might lead victims to 

malicious websites that might allure them to give away personal information (phishing 

attacks) or force to download malicious binary executable files (drive by download 

attacks). They apply parsers to identify suspected tags (e.g., DoAction) and contents of 

tags (e.g., jump instructions might reach beyond tag locations).  

     Boyd et al. [75] randomize legitimate SQL queries before program execution with the 

SQLrand tool. The SQL queries are de-randomized by a query parser before passing to a 

database engine. Thus, attacker’s injected queries result in parsing errors which thwart 

SQL injection attacks. Gaurav et al. [76] randomize machine code instructions so that 

attacker injected code is not parsed by an interpreter to prevent the execution of malicious 

shell code. Wurzinger et al. [77] encode all legitimate JavaScript function calls to invalid 

identifiers so that attacker injected code is identified by a server side proxy. Their 

approach removes attacker injected JavaScript code and decodes the legitimate JavaScript 

code in the response page. 

2.2.3 CSRF Attack Detection 

In this section, we briefly describe some client and server-side approaches that detect 

CSRF attacks. A comparison summary of the related work is shown in Table 2.4. We 

compare the other approaches with our approach based on nine characteristics. These 

include the detection of reflected and stored CSRF attacks, checking of response content 

type, deployment location of the attack detection mechanism, sharing of cross-origin 

policies [118] between browser and server-side programs, modifying entities of response 
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pages, adding or removing information in response pages, and checking the types of 

HTTP requests (i.e., GET and POST) to detect attacks. 

     The closest approach to our work is the RequestRodeo proxy developed by Johns et 

al. [50]. It intercepts an HTTP response and identifies active URL links, followed by 

adding random tokens and saving the modified URLs. If an HTTP request is intercepted, 

the saved URLs are matched with the current URL. If no match is found, an attack is 

detected. Otherwise, they remove cookie or sensitive information present in a request. 

This forces a user to re-login a website. 

Table 2.4: Comparison Summary of CSRF Attack Detection Approaches 

Work Reflected 
CSRF 

Stored 
CSRF 

Content 
type check

Deployment 
location 

Cross-
origin 
policy

Modification 
of response

Information 
added/removed 

GET POST

Johns et al. 
[50] 

Yes No No Client No URL Add random 
token 

Yes Yes 

Maes et al. 
[51] 

Yes No No Client Yes None Remove cookie Yes Yes 

Ryck et al. 
[52] 

Yes Yes No Client Yes None Remove cookie Yes Yes 

Zeller et al. 
[53] 

Yes No No Client and 
server 

Yes Form field 
and cookie 

Add random 
number 

No Yes 

Barth et al. 
[54] 

Yes No No Client No None Add HTTP 
origin header 

No Yes 

Mao et al. 
[55] 

Yes No No Client No None Remove cookie Yes Yes 

CSRFGuard 
[56] 

Yes No No Server No URL Add unique 
token 

Yes Yes 

Jovanovic 
et al. [57] 

Yes No No Server No URL Add unique 
token 

Yes Yes 

Jayaraman 
et al. [58] 

Yes Yes No Server No None None Yes Yes 

Our 
approach 

Yes Yes Yes Client No None None Yes Yes 

 

     Maes et al. [51] intercept all outgoing HTTP requests that have sensitive information 

(e.g., cookie, parameter) and evaluate them against policies to decide whether requests 

are forwarded or not. Policies store legitimate domains that are allowed to perform cross-

origin requests. Moreover, actions are specified for cross-origin requests such as blocking 
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all POST requests, allowing all GET requests, allowing all POST and GET requests of 

the same origin. 

     Ryck et al. [52] extend the approach of Maes et al. [51] by developing cross-origin 

policies based on network traffic analysis. A cross-origin policy allows a specific website 

to launch requests to trusted websites. They observe that very few requests are initiated 

by users (e.g., button click, form submission), and GET is the most widely used method 

to issue requests. Thus, they only allow all GET requests with no parameters and examine 

all other requests. 

     Zeller et al. [53] intercept every HTTP POST request and decide whether it should be 

forwarded or not based on a set of rules. A request is allowed from a third party website, 

if it is known to a trusted website (i.e., complying with a cross-origin policy). If a request 

does not conform to any specified rule, a warning dialog is generated to alert a user. In a 

server-side program, they insert a pseudorandom value for each user visiting a site in 

both form field and cookie. A valid request must have the pseudorandom number as part 

of a form field’s value and the cookie.  

     HTTP referrer header can reveal whether a request has been made by a user or an 

attacker. However, referrer headers are often blocked by browsers or proxies. Barth et al. 

[54] propose the “origin” header for each POST request. An origin header contains the 

scheme, host, and port of a URL. Mao et al. [55] propose Browser-Enforced Authenticity 

Protection (BEAP) to defend against CSRF attacks. They infer whether a request reflects 

the user’s intention based on heuristics such as typing URLs in address bars and requests 

related to trusted websites. If an HTTP request does not reflect a user intention, their 

approach strips all sensitive authentication tokens. 

     Several server-side approaches are applied to detect CSRF attacks. The CSRFGuard 

[56] adds filters in web servers. A filter maps between resources (e.g., a server-side web 

page) and the corresponding code that intercepts HTTP requests to detect CSRF attacks. 

The response page is searched for HTML forms and links, and inserted with appropriate 
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unique token parameter values and stored in a session table. For a new request, the value 

of a token parameter is compared with the saved token. If there is no match, the request is 

considered as a CSRF attack.  

     Jovanovic et al. [57] intercept a response page and perform URL rewriting where 

token information is added to URLs and saved at the server-side. For a new HTTP 

request, they check if any token field is present and matches with the saved tokens. An 

HTTP request having no token and requesting a sensitive operation related to an active 

session results in a warning.  

     Jayaraman et al. [58] encode the behavior of a web application by Deterministic Finite 

Automata (DFA). In DFA, a state is a server-side script and state transitions occur 

through HTTP requests. The hyperlinks and forms contained in each web page determine 

the set of valid requests that a user may issue in that state. A CSRF attack is a deviation 

between a set of known valid requests and an actual request not applicable for a state. 

2.2.4 Phishing Attack Detection 

In this section, we first discuss some related work on trustworthiness testing and web-

based program testing that motivate us to combine these two paradigms for detecting 

phishing websites. Then, we discuss the related work on phishing website detection. 

 

Trustworthiness Testing 

Trustworthiness testing has been pioneered by the work of self-verifying data where 

explicit properties (e.g., source of input data, content layout, and format) of data 

structures are checked during testing as opposed to the verification of program outputs 

[16]. Several work tests non-testable programs through trustworthiness testing 

approaches.  

     Hook et al. [32] apply a testing technique to verify program trustworthiness when 

exact outputs are unknown. They apply mutation-based analysis that generates mutants 
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(source code modification based on a set of rules) of a given program followed by a set of 

test cases (random inputs). While mutants are killed by randomly generated test cases, the 

set of generated outputs of mutant programs are compared with the set of outputs of the 

original program. The idea is that if the maximum deviation between the outputs 

generated by a mutant and an original program is acceptable, then the implemented 

program is considered as trustworthy. We believe that the testing of suspected phishing 

websites shares some common similarities as we do not know the response pages before 

testing. 

     Leung et al. [31] develop a set of test criteria for trustworthiness testing of embedded 

programs (mobile handsets). Their developed criteria are based on the intrinsic properties 

of production environment (e.g., network wave should fluctuate, the signal strength 

should be within a specified limits), operation environment (e.g., a mobile station 

sometimes receives signal from a faraway base station as opposed to the nearest station), 

and benchmark results (e.g., output of two mobile handsets should be close or similar). In 

contrast, our approach tests the trustworthiness of suspected websites based on known 

phishing and legitimate website behaviors. Our proposed heuristics are developed based 

on a Finite State Machine (FSM) model representing behaviors related to form 

submissions with random inputs. 

 

Testing of Web-based Programs 

Our work is also motivated by several approaches that test web-based programs based on 

formally specified behaviors. A brief summary of some related work along with our work 

is shown in Table 2.51. In contrast to all this work, our objective is to verify phishing 

attacks by considering program behaviors with respect to form submissions with random 

inputs and identifying matching of known up-to-date heuristic combination. The 

heuristics are based on states and specific features of response pages. Thus, we include 

                                                      
1 Interested readers can find more on testing of web-based programs in a survey by Alafi et al. [119]. 
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only a subset of web-based program behaviors. As shown in the table, the related work 

proposes test criteria that can be applied if program’s source is available or expected 

outputs are known in advance for given inputs. Unfortunately, phishing websites do not 

comply with these assumptions. As a result, the test criteria are not suitable for testing 

phishing or legitimate behaviors of websites. In the following paragraphs, we discuss 

these approaches in brief. 

Table 2.5: Comparison of Web Application Testing Approaches 

Work Test criteria Suitable for phishing attack detection?
Fantinato et al. [87] Dataflow coverage. No 
Song et al. [88] No No 
Andrews et al. [89] All transition pairs. No 
Han et al. [90] No No 
Leung et al. [91] No No 
Ricca et al. [92] Page, hyperlink, and dataflow. No 
Our work Heuristic combination Yes 
 

     Fantinato et al. [87] propose a FSM-based model that captures the dataflow properties 

(e.g., data definition and usage) of a web-based program to identify dataflow anomalies. 

Song et al. [88] develop an extended FSM to model program navigations. The model is 

intended to reveal faults related to forward and backward button-based page visits. 

Andrews et al. [89] propose the testing of web application at the system level (i.e., black 

box) using an FSM model. They primarily address the state explosion problem for 

modeling web programs while generating system level test cases. 

     Han et al. [90] propose an adaptive navigation model of web-based programs using 

Unified Modeling Language (UML) state charts to model hyperlink addresses available 

to users at different access modes (e.g., login and not logged in). Leung et al. [91] apply 

state charts to model the navigation of web pages where links can be generated by HTML 

anchor tags or scripting languages. Ricca et al. [92] perform static verification and 

dynamic validation of web-based programs based on a generic UML meta model. A 

program is considered as an instance of their proposed model. The static verification 
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reveal faults related to hyperlinks (e.g., unreachable page). The dynamic validation 

executes a program for revealing faults related to dataflow coverage (e.g., testing all 

navigation paths from every definition of a variable to every use of it). 

 

Phishing Attack Detection 

Table 2.6 provides a brief summary of phishing attack detection approaches in 

comparison to our work with respect to five features. These include detection of attacks 

by supplying random input, testing of multiple pages, examination of SSL certificates, 

language independence, and detection of XSS-based attacks. We now briefly discuss this 

work in the following paragraphs. 

Table 2.6: Comparison Summary of Phishing Attack Detection Approaches  

Work Input supply Multiple pages SSL certificate Language 
independence 

XSS-based 
attack 

Liu et al. [59] No No No Yes No 
Yue et al. [29] Yes No No Yes No 
Joshi et al. [60] Yes Yes No Yes No 
Kirda et al. [22] No No No Yes No 
Rosiello et al. [21] No No No Yes No 
Pan et al. [33] No No No Yes No 
Dong et al. [79] No No No Yes No 
Zhang et al. [35] No No Yes No No 
Xiang et al. [19] No No Yes No No 
Chou et al. [34] No No Yes Yes No 
Wenyin et al. [30] No Yes No Yes No 
Ma et al. [25] No No No Yes No 
Our approach Yes Yes Yes Yes Yes 

 

     Liu et al. [59] detect phishing web pages for a given legitimate website URL. They 

develop an intermediate representation (in terms of blocks and features) of a legitimate 

page. Then, suspicious URLs are generated based on heuristic rules (e.g., by replacing ‘o’ 

with ‘0’) followed by downloading web pages from suspicious URLs. These pages are 

converted to intermediate representation and compared with the actual page to detect 
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phishing based on visual similarity assessment. However, the heuristics might not 

generate all possible phishing URLs.  

     Yue et al. [29] develop the BogusBiter tool that intercepts credential of users, 

generates a large number of fake credentials, and places the credential among the fake 

credentials to nullify the attack. A similar approach has been applied by Joshi et al. [60] 

who intercept user submitted credentials. However, to hide an actual supplied credential, 

they send another set of fake credentials at the end.  

     Kirda et al. [22] save a mapping between credentials and the corresponding trusted 

domains during a learning phase. In a detection phase, a submitted credential is matched 

with the saved credentials, and the current domain name is compared with the saved 

domain names. If there is no match, a website is suspected as phishing. Rosiello et al. 

[21] improve the technique of Kirda et al. [22] by saving not only the association 

between user supplied credentials and website domains, but also the DOMs of the trusted 

web pages. 

     Pan et al. [33] detect phishing web pages by identifying the anomalies in declared 

identities (e.g., keyword, copyright related text present in HTML) and observing how 

anomalies manifest through DOM objects and HTTP transactions (e.g., server form 

handler). Dong et al. [79] develop user profiles by creating and updating binding 

relationships that relate user supplied personal information and trusted websites. When a 

user is about to submit his credentials, a detection engine generates a warning, if there is 

no match between the current and the previously learned binding relationship.  

     Zhang et al. [35] develop the CANTINA tool, which leverages the TF-IDF (term 

frequency and inverse document frequency) algorithm to identify most weighted texts (or 

words) and generates lexical signatures from the top five most important words. These 

signatures are searched through a trusted search engine such as Google. The resultant 

domain names are compared with the current domain. If there is no match, then the 

current page is identified as phishing.  
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     Xiang et al. [19] apply information extraction and retrieval techniques to detect 

phishing pages. The DOM of a downloaded page is examined to recognize its identity 

through different attributes (e.g., page title) and identify the actual domain name based on 

the identity. Next, they search the current domain of a suspected page and compare the 

result with the previous search output. If there is no common result in the two sets, the 

downloaded page is suspected as phishing.  

     Chou et al. [34] develop the SpoofGuard tool that detects phishing web pages based 

on heuristics and computes spoof scores based on matched heuristics. The heuristics 

consider the features of stateless evaluation (e.g., a page containing Amazon logo asking 

password), stateful evaluation (e.g., a domain visited before), and input data (e.g., data 

sent to a website before). If the score exceeds a threshold, a page is suspected to be 

phishing.  

     Wenyin et al. [30] identify a phishing page target, which helps in registering 

legitimate pages in advance so that anti-phishing tool (Liu et al. [59]) can use them when 

comparing with a suspected page. They develop a semantic link network (SLN) for a set 

of pages, where a node can be considered as a page, and a link connects two nodes. They 

compute implicit relationship among the pages by reasoning. If a suspected page targets 

other associated pages in all steps of the reasoning, it is considered as phishing. Ma et al. 

[25] classify phishing URLs from legitimate URLs based on lexical (i.e., text of URL) 

and host-based (e.g., IP address) features. Interested readers are suggested to see [8] for 

more details of other related anti-phishing approaches. 

2.3 Summary 

This chapter provides some basic information about four most common vulnerabilities 

that can be exploited: cross-site scripting, content sniffing, cross-site request forgery, and 

phishing. We provide examples of vulnerabilities in program code and their exploitations 

for XSS, content sniffing, and CSRF. Moreover, we show different ways of performing 
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phishing attacks. We conduct extensive surveys of the related research work that 

addresses the mitigation of these vulnerabilities. The surveys clearly show that the 

existing approaches have limitations in terms of attack type coverage, significant 

modification of execution environments, and assumptions on the trustworthiness of 

program sources. We discuss our proposed mitigation approaches for cross-site scripting, 

content sniffing, cross-site request forgery, and phishing attacks in Chapters 3, 4, 5, and 

6, respectively2.  

  

                                                      
2 Some more relevant related works are discussed in the corresponding chapters. 
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Chapter 3 

Cross-Site Scripting Attack Detection 

 

We develop a server-side cross-site scripting (XSS) attack detection technique based on 

the concept of “boundary injection” in server script code locations that generate dynamic 

contents. In particular, we rely on the large amount of static HTML and JavaScript code 

that is often intermingled with server-side script code. We insert boundaries before and 

after each content generation location (e.g., HTML comments or JavaScript comments). 

Boundaries do not alter expected program outputs or behaviors. Rather, they are used to 

identify the expected benign features of dynamic contents (e.g., number of tags) with 

respect to output generation context (e.g., generation of texts between tags). An XSS 

attack that injects arbitrary HTML or JavaScript contents results in a deviation between 

expected and actual content features.  

     We present the proposed XSS attack detection framework in Section 3.1. We describe 

the boundary injection and the policy generation in Sections 3.2 and 3.3, respectively. 

Section 3.4 provides the details of the prototype tool implementation and the evaluation 

of our approach. Finally, Section 3.5 summarizes the chapter.  

3.1 Overview of the XSS Attack Detection Framework 

The proposed XSS attack detection framework is shown in Figure 3.1. The framework 

has six modules: boundary injection and policy generation, policy storage, web server, 

feature comparator, attack handler, and boundary remover. We now discuss these 

modules.  
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Figure 3.1: The XSS Attack Detection Framework 

(i) Boundary injection and policy generation: This module injects boundaries around 

dynamic content generation locations. For a location, two boundaries are inserted before 

and after the location. We apply two types of boundaries: HTML comment (<!-- … -->) 

and JavaScript comment (/* …*/). In addition, we insert a token in each pair of 

boundaries (e.g., <!--t1-->, where t1 is a token). The token is used to uniquely identify 

content generation or legitimate script location (denoted as policy id). In the remainder of 

this chapter, a boundary with a token is denoted as <!--t1--> for presentation 

convenience. The module is also responsible for extracting expected content features 

between boundaries and saving the obtained features as policies (denoted as attack 
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detection policies). We discuss more on boundary insertion and policy generation in 

Sections 3.2 and 3.3, respectively.  

(ii) Policy storage: This module stores attack detection policies so that they are 

accessible by the feature comparator module. These policies represent expected features 

(e.g., number of tags, attributes, JavaScript method name and arguments) of outputs 

based on their output generation contexts. 

(iii) Web server: This module represents the container where programs with injected 

boundaries can be accessed from browsers. When a web server receives requests, it 

generates response pages, and forwards response pages to the output feature comparator 

module, which we discuss next. 

(iv) Output feature comparator: This module analyzes response pages that are 

generated by a server. It extracts outputs that are generated between two successive 

boundaries. The contents are analyzed to identify actual features (e.g., number of tags 

between a pair of boundary). The features are matched against expected features that are 

specified in policies. If a deviation is found between an expected and an actual feature, 

then an XSS attack is detected. The program control is then forwarded to an attack 

handler module. If no policy deviation is found, the response page is further checked for 

the attacker injected boundaries (e.g., checking duplicate token and policy information in 

a response page). If no injected boundaries are detected, then the response page is 

forwarded to the boundary remover module. 

(v) Attack handler: This module removes malicious contents from response pages and 

forwards modified responses to the boundary remover module. 

(vi) Boundary remover: This module removes all the inserted boundaries and forwards 

modified response pages to the client. This avoids revealing the token and policy 

information. 
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3.2 Boundary Injection 

A boundary is a language specific statement that does not alter the semantics of a 

program (e.g., comment). However, the objective of the insertion of boundaries is to 

mark the location of dynamic content generation and identify expected features of 

contents. We discuss boundary injection in Java Server Pages (JSP)3 and JavaScript in 

Sections 3.2.1 and 3.2.2, respectively.  

3.2.1 Boundary Injection in JSP 

There are three common ways to generate dynamic contents in JSP [94]: expression, 

scriptlet, and JSP Standard Tag Library (JSTL [95]). 

     JSP expressions (i.e., <%=…%>) are used to generate dynamic contents that are 

vulnerable to XSS attacks. We insert boundaries with respect to the nearest HTML tags 

(present in DOM trees) of JSP expressions. The first row of Table 3.1 shows an example 

of a JSP expression that fills a table column and the corresponding program with 

boundaries. We insert boundaries with respect to the nearest tag td (i.e., <td> and </td>). 

     A JSP scriptlet (i.e., <% … %>) allows generating dynamic contents through output 

method calls (print or println). We insert boundaries before and after each of the output 

method calls. The second row of Table 3.1 shows an example of a JSP scriptlet and the 

corresponding code with boundaries. 

     JSP provides a rich set of tag libraries. However, we only inject boundaries for tags 

that generate dynamic contents (e.g., core and format tags). The third row of Table 3.1 

shows an example of a core (c:out) and a format (fmt:message) tag that evaluates 

{$name} and <%=str%>, respectively. Here, {$name} is an expression language that can 

be considered equivalent to <%=name%>. Note that the flag value escapeXml is set to 

false for the core tag, which results in XSS vulnerabilities (i.e., no encoding is performed 

for output contents). For both cases, we insert boundaries to the nearest HTML tags. 
                                                      
3 To apply our approach for other languages (e.g., ASP .NET, PHP), suitable parsers would be required. 
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Table 3.1: Examples of Boundary Injection in JSP Code 

Example code Instrumented code 
 <td><%=name%></td> <!--t1--><td><%=name%> </td><!--t1--> 
<% 
  out.println (title); 
%> 

<% 
  out.println (“<!--t1-->”);   
  out.println (title); 
  out.println (“<!--t1-->”);   
%> 

<td><c:out value=${name} 
escapeXml ="false"/></td> 
… 
<td><fmt:message key= 
“<%=str%>” /></td> 

<!--t1--> <td><c:out value=${name} escapeXml="false"/> </td> <!--t1-->
… 
<!--t1--><td><fmt:message key= “<%=str%>” /></td> <!--t1--> 

 

     Note that JSP has several other features that we ignore as they do not generate 

dynamic contents (e.g., declaration tags) and to avoid multiple injection of boundaries for 

same locations (e.g., page inclusion tags). 

3.2.2 Boundary Injection in JavaScript Code 

We consider some of the most common cases where JavaScript code might be present: (i) 

inline (<script> … </script>), (ii) script inclusion using local source file (e.g., <script 

src= “a.js”> </script>), (iii) script inclusion using remote source file (e.g., <script src= 

“http://www.xyz.com/a.js”> </script>), (iv) event handler code (e.g., onclick = “foo”), 

and (v) URL attribute value (e.g., <a href = “javascript:window.history.goback()”>).  

     Table 3.2 shows examples of JavaScript comment injection for these five cases. In the 

first example, an inline script code defines a method named foo. We insert comment 

statements (/*t1*/) before and after the definition. The second example shows that 

JavaScript code is loaded from a local resource file named a.js. We do not instrument 

comments for this case as the local JavaScript files are instrumented separately. This 

allows us to avoid the injection of multiple comments. The third example shows a remote 

JavaScript source file inclusion. We insert comments before and after the script tags. This 

approach is taken as we assume that we cannot modify the remote script file. The fourth 

example shows an event handler method call named foo. Here, we insert a comment for 
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the method call. The last example shows a JavaScript code present in an anchor tag 

attribute href value and the corresponding comment injection. 

Table 3.2: Examples of JavaScript Comment Injection 

Type Example code Code with injected comment 
Inline <script> 

  function foo(){ 
   … 
  }; 
</script> 

<script>/*t1*/  
   function foo(){ 
    … 
   };  
/*t1*/</script> 

Script inclusion 
(local) 

< script src= “a.js”> < script src= “a.js”> 

Script inclusion 
(remote) 

<script src= 
“http://www.xyz.com/a.js”></script> 

<script>/*t1*/</script> 
<script src= “http://www.xyz.com /a.js”> 
</script> 
<script>/*t1*/</script> 

Event handler <input … onclick= “foo();”/> <input … onclick= “/*t1*/foo();/*t1*/”/> 
URL attribute 
value 

<a href = 
“javascript:window.history.goback()”> 

<a href = “/*t1*/ 
javascript:window.history.goback()/*t1*/” > 

 

3.3 Policy Generation and Checking  

We discuss examples of policy generation for JSP expression and JSTL, and scriptlet in 

Sections 3.3.1 and 3.3.2, respectively. We then discuss the policy generation for 

JavaScript in Section 3.3.3. Then, we show how our approach is effective against attacker 

injected boundaries in Section 3.3.4. 

3.3.1 JSP Expression and JSTL 

The output feature comparator module examines the features of generated contents 

between two identical boundaries to decide whether they represent XSS attacks or not. 

However, two issues need to be resolved for this task: (i) deriving expected benign 

features and (ii) relating features with specific program locations so that they can be used 

to detect attacks at a later stage. We address the first problem by analyzing program code 
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with a suitable parser (Jericho [20]) that recognizes both HTML and JSP and generates 

DOMs from JSP pages. 

      JSP expressions are intended to generate values in the context of different HTML 

outputs such as tag text (i.e., texts between start and end tags) and attribute value. We 

identify a generated content as part of suspected attack input, if it violates the expected 

output features based on specific output generation context. For example, if a JSP 

expression is placed between two tags (e.g., <td> and </td>), then it should not contain 

any additional tag. If a JSP expression is used to set an attribute value, then the generated 

content should not contain new tag or attribute and value pair. If we insert boundaries 

around the JSP expression and check for the presence of HTML tags, we cannot identify 

these contexts precisely. We demonstrate this issue with two examples in Table 3.3. 

Table 3.3: Boundary Insertion Around JSP Expressions and Analysis Results 

Context 
type 

JSP expression JSP expression with 
boundary 

Benign 
test 
input 

Result 
(tag, att) 

Attack input Result 
(tag, att) 

Tag text <td><%=name%> 
</td> 

<td><!--t1--> 
<%=name%> 
 <!--t1--></td> 

John (0, 0) <script>alert(‘xss’); 
</script> 

(1, 0) 

Attribute 
value 

<td id= 
“<%=name%>” 
</td> 

<td id= “<!--t1--> 
<%=name%><!--t1-->” 
> </td> 

id1 (0, 0) id1” onfocus= “foo()” (0, 0) 

 

     In the examples, the text of a table column (td) and a tag attribute value (id) is 

assigned with the dynamic content (<%=name%>). The third column shows the 

injection of boundaries before and after these expressions. We show benign inputs and 

the results obtained while parsing the contents between boundaries by Jericho in the 

fourth and fifth columns, respectively. The benign inputs consist of John and id1. The 

fifth column shows the results in terms of the number of tags and attributes. We observe 

that benign inputs are successfully parsed and result in no tag if we place boundaries 

around JSP expressions. The sixth and seventh columns show attack inputs and the 

corresponding results, respectively. The attack inputs include the injection of a script tag 
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and an attribute value (id1) with an arbitrary event handler method call foo (assuming that 

foo is implemented in a response page). If we analyze the parsing results of the attack 

inputs, we notice that only the first example generates a tag. Since the second attack input 

does not begin with a tag, the injected attribute and value pair is not recognized by the 

parser. However, the parser would recognize the injected name value pair, if parsing is 

performed with respect to the nearest ancestor and successor HTML tags present in the 

DOM tree (i.e., <td> …</td>). We denote the nearest successor and ancestor HTML 

parent tags for a JSP expression as “immediate parent tag”. The second example also 

shows that counting of both tag and attribute is important to identify subtle attack inputs. 

Table 3.4: Boundary Around Immediate HTML Parent Tags and Analysis Results 

Context 
type 

Boundary Expected 
(tag, att) 

Attack input Result 
(tag, att) 

Tag text <!--t1--> <td> <%=name%></td> 
<!--t1--> 

(1, 0) <script>alert(‘xss’);</script> (2, 0) 

Attribute 
value 

<!--t1--><td id= “<%=name%>” > 
</td><!--t1--> 

(1, 1) id1” onfocus= “foo()” (1, 2) 

 

     We consider the number of tags and attribute counts with respect to the immediate 

parent tag of a JSP expression as expected output features that should be preserved during 

response page generation. Table 3.4 shows that the adopted approach can effectively 

detect malicious contents. The second column shows the boundaries that are inserted with 

respect to immediate parent tags of JSP expressions. The third column shows the 

expected number of tags and attributes with respect to immediate parent tags detected by 

the parser. The fourth and fifth columns show attack inputs and features of the generated 

contents between boundaries, respectively. We note that the expected output features 

(third column) mismatch with the actual output features for contents including attack 

inputs (last column). Similar arguments can be made for JSTL tags where immediate 

HTML parent tags are useful for identifying expected features.  
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Table 3.5: An Example Policy and Modified Boundary 

Example policy  Boundaries with a policy id 
<policyID>1</policyID> 
<pType>expr</pType> 
<pTag>td</pTag> 
<cType>text</cType > 
<tagCount>1</ tagCount > 
<attCount>0</attCount> 

<!--1--> 
   <td> <%=name%></td> 
<!--1--> 

 

     We address the second issue (i.e., relating expected features with specific program 

locations) by saving the expected features of dynamic contents as policies and embed 

those within boundaries. An example policy corresponding to the tag text example is 

shown in Table 3.5 (XML format). It has six fields namely policyID, pType, pTag, cType, 

tagCount, and attCount. The policyID is a unique number to associate a policy with an 

output generation location. The pType indicates policy type that can be set to three 

different values: expr, scriptlet, and JSTL. In this example, it is set as JSP expression 

(expr). The pTag represents the immediate parent tag of the current JSP expression (e.g., 

td). The cType indicates the context of using the JSP expression: text (text) and attribute 

(att). In this example, we set cType as text. The tagCount and attCount indicate the 

expected number of tag and attribute with respect to the immediate parent tag, 

respectively. 

     Similar policy generation example can be shown for JSTL tags. Since a policyID is 

related with a content generation location, we include it within boundaries. Thus, 

boundaries are modified (shown in the second column).  

 

3.3.2 Scriptlet 

We observe that print method calls might have arguments that contain tags with (or 

without) attributes. Moreover, JSP variables or other method calls might be passed as 

arguments of print method calls. We take advantages of these features and identify the 
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expected feature of dynamic contents by analyzing method call arguments. We show an 

example analysis of method call arguments followed by the generation of an attack 

detection policy. Let us consider the JSP code shown in Figure 3.2 (adapted from 

EasyJSP [96]). The code generates a list of existing user names so that an administrator 

can choose a user to modify his/her profile. A loop (Lines 4-6) generates option tags that 

set attribute and tag text values with dynamic contents. 

 

1. <select > 
2.    <%  
3.      Iterator it = Members.getMembers().iterator(); 
4.      while(it.hasNext()){  
5.         out.print (“<option value=\”” + it. getId () + “\ ”>” + it. getName () + “</option>”);
6.      } 
7.    %>  
8. </select> 

Figure 3.2: JSP Scriptlet Example 

Table 3.6: Example Analysis of Method Call Argument 

Initial argument Normalized 
argument 

Exp. (tag, 
att) 

Attack input (it.getId, 
it.getName) 

Result 
(tag, att)

“<option value=\”” + it. 
getId () + “\”>”+ it. 
getName () 
+“</option>” 

<option value =“it. 
getId ()”> it. getName 
() </option> 

(1, 1) [2, <script> 
alert(‘xss’); </script>] 

(2, 1) 

 

     Table 3.6 shows the approach of identifying the expected output features based on 

analyzing method call arguments. We first identify the argument that is present in the 

out.print method call (e.g., “<option value=\”” + it.getId() + “\”> + it.getName()+ 

“</option>”) as shown in the first column. The argument is normalized into two steps. 

First, it is tokenized based on the argument separator (i.e., ‘+’ character). We obtain five 

tokens as shown in the first column: “<option value=\””, it.getId (), “\”>”, it.getName 

(), and “</option>”. Then, we remove quotations that are present in the beginning and 

end of each token followed by the escape character (‘\’). This normalization allows an 
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HTML parser to recognize the tags and attributes that are present inside these arguments. 

We combine all the tokens as shown in the second column, apply them to the parser, and 

identify the expected features (shown in the third column). The fourth column shows an 

example attack and the fifth column shows a deviation between the expected and the 

actual output features. 

Table 3.7: A Scriptlet Policy and Boundaries 

Example policy  Boundaries with a policy id 
<policyID>2</policyID> 
<pType>scriptlet</pType> 
<pTag>nil</pTag> 
<cType>text, att</cType > 
<tagCount>1</ tagCount > 
<attCount>1</attCount> 

out.print (“<!--2-->”) 
out.print (“<option value=\”” + m. getId () + “\ ”>+ m. getName () + 
“</option>”); 
out.print (“<!--2-->”) 

 

     We show an example policy and the modified boundaries with embedded policy in the 

first and second columns of Table 3.7, respectively. Here, pType is set as scriptlet, and 

the immediate parent tag (pTag) is set as nil, cType is set to both text and att as the print 

method call generates contents that set both tag text and attribute value. 

     We identify four types of print method calls based on argument types that might be 

present in scriptlet: constant string, full tag, partial tag, and unknown. We discuss our 

approach of handling them below. 

(a) Constant string: In this case, all arguments of a method call are hard coded strings. 

The first row of Table 3.8 shows an example method call with a constant string argument. 

Constant string arguments do not contribute to the generation of malicious contents. 

Thus, we do not insert boundaries for these cases. 

(b) Full tag: A method call might contain arguments that include start and end tags 

explicitly. The second row of Table 3.8 shows an example of full tag (second column). 

Here, the arguments contain the beginning (<select>) and end (</select>) of select tag, 

and the getOptions method is used to generate tag text. We normalize arguments, analyze 

them with a parser, and generate policies based on tag and attribute counts.  



 

 

44 

 

Table 3.8: Examples of print Method Call Types 

Call type Example 
Constant string out.print (“<form method=\”get\” action=\“ AdminBooks.jsp\” name= 

\“Search\”>\n<tr>”); 
Full tag out.print (“<!--3-->”); 

out.print (“<select name=\ “category_id\”>”+getOptions()+ 
“</select>”); 
out.print (“<!--3-->”); 

Partial tag out.print (“<!--4-->”); 
out.print (“</option><select>” + category_id ); 
out.print (“<!--4-->”); 

Unknown out.print (“<!--5-->”); 
out.print (“<td>...</td>”); 
… 
out.print (str); 
out.print (“<!--5-->”); 

 

(c) Partial tag: This case represents a method call where supplied arguments contain 

dissimilar beginning and ending tags. Moreover, at least one of the beginning tags has no 

related closing tag. The third row of Table 3.8 shows an example of partial tag statement 

(second column) where the beginning (<select>) and end tags (</option>) are dissimilar. 

Note that the expected closing tag for <select> is missing. Since, an HTML parser 

recognizes the beginning tag (i.e., the isolated closing tag is ignored), we can still analyze 

arguments and generate policies. 

(d) Unknown: This case represents a method call where arguments do not provide any 

clue on expected tags or attributes. These cases are handled by two ways: u1 and u2. 

Here, u1 relies on neighboring print method calls in the same scriptlet to discover the 

intended dynamic content feature. We merge one or more immediate predecessor method 

call arguments, until we get a similar pair of start and closing tag. For example, in the 

fourth row (second column), the predecessor method call has a start (<td>) and end tag 

pair (</td>). By merging the previous call argument with the unknown type argument, 

we obtain the information that tag and attribute count should be one and zero 

respectively. Our assumption is that programmers write similar pattern of output 
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generation code in the same scriptlet. An example policy of u1 sets the tagCount and 

attCount as one and zero, respectively. In the worst case, our approach might fail to 

discover a pair of tags within the scriptlet to generate u1 type policies. In that case, our 

approach adopts a default policy (u2) where the expected number of tags and attributes 

are assumed to be zero. 

3.3.3 JavaScript Code 

Injected JavaScript code might not be meaningful unless method calls are present. 

Similar conclusion can be drawn for injected method definition that might override the 

behavior or programmer implemented method. Thus, we extract the signature of method 

definition and call as the most interesting features from legitimate JavaScript code. We 

identify method names, parameters, and arguments with a JavaScript parser (Rhino [97]). 

Table 3.9 shows examples of legitimate method definitions (user defined named and 

anonymous, host object method overriding), and legitimate method call.  

Table 3.9: Example Features of JavaScript Method Definitions and Calls 

Type Example code Expected feature 
User defined method (named)  function foo (x, y){ 

 … 
}; 

[foo, 2, x, y] 
 

User defined method (anonymous) var foo = function (x, y){ 
    … 
}; 

[foo, 2, x, y] 

Host object’s method definition 
(override) 

document.write = function (arg1){ 
   … 
}; 

[document.write, 1, 
arg1] 

Method call foo (2,3) [foo, 2, 2, 3] 
 

     The second column shows code snippets for these examples, and the third column 

shows expected features. In the first example, a user defined method named foo has two 

parameters (x, y). We denote the expected feature as [foo, 2, x, y]. Here, the first and 

second entities indicate the method name and parameter count, respectively. The 
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remaining entities are the parameter names. The second row shows an anonymous 

method (i.e., a function without a given name). In this case, the method definition is 

saved in a variable named foo. This would allow a programmer to invoke the anonymous 

method with foo. We identify the name of the immediate variable where the method 

definition is assigned along with the number of parameter and their names. The third 

example shows a host object method (document.write) definition being overridden. Here, 

the expected features include document.write (defined method), 1 (parameter count), and 

arg1 (argument). The fourth example shows a simple method call that takes two 

arguments. We identify the expected features as [foo, 2, 2, 3].  

Table 3.10: Examples of Policy Generation 

Example code Example policy Modified comment 
<script> 
  function foo(x, y){ 
   … 
  }; 
</script> 

<policyID>1</policyID > 
<type>def</type> 
<name>foo</name> 
<paramCount>2</paramCount> 
<param>x</param> 
<param>y</param> 

<script> 
  /*1*/  
  function foo (x, y){ 
    … 
  };  
  /*1*/ 
</script> 

<input onclick =  
“foo (2, 3);” … /> 

<policyID>2</policyID > 
<type>call</type> 
<name>foo</name> 
<argCount>2</argCount> 
<arg>2</arg> 
<arg>3</arg> 

<input onclick = “/*2*/ foo (2, 3); 
/*2*/” … /> 

 

     The extracted code features are stored in policy files so that JavaScript code present in 

response pages can be compared against these known features to detect injected 

JavaScript code. We store the feature information in XML format. Moreover, comments 

consist of the policy information. Table 3.10 shows example code, policy information, 

and modified comments with policy information in the first, second, and third columns, 

respectively. The first example shows a method definition foo with two parameters 

named x and y. We encode the expected feature information with four mandatory fields: 
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policyID (a unique policy id), feature type (def for method definition), name (the name of 

the defined method), and paramCount (the number of parameters). Depending on the 

number of parameters, the param field contains the parameter name. The third column 

shows the modified comment that contains the policy id (i.e., /*1*/). Similarly, an 

example policy is shown for the method call foo in the second example. Here, the field 

type is set as call and the argCount saves the number of supplied arguments. The arg 

saves the arguments.  

Table 3.11: Example of JSP Expression Handling 

Original JavaScript code JSP expression replacement  
<script >  
var max = document.getElementById ("answers");
for(var i=0; i < max.options.length; i++){   
  if (max.options[i].value == '<%=max_opts%>')  
         max.selectedIndex = i;   
}  
</script> 

<script >  
var max = document.getElementById 
("answers"); 
  for (var i=0; i < max.options.length; i++) { 
     if (max.options[i].value =='_tmp')  
         max.selectedIndex = i; 
   }                                                                        
</script> 

 

     Sometimes, JavaScript code contains JSP expressions (<%= ... %>) or scriptlets (<% 

... %>). This prevents a JavaScript parser to extract the expected code feature as parsing 

fails. We address this situation by following the two rules: (i) replacing all expressions 

with symbolic values, and (ii) removing all the scriptlets. These rules allow us to extract 

the JavaScript features approximately. Table 3.11 shows an example of the first rule for 

an inline JavaScript code taken from the JVote program (create-poll.jsp) [93]. The left 

hand column shows the original code having a JSP expression (<%=max_opts%>). We 

replace this expression with a symbolic value (_tmp) as shown in the right column. 

3.3.4 Attack Detection in the Presence of Injected Boundaries 

We now discuss some cases where the attacker’s injected legitimate boundaries are 

detected by our approach. Let us assume that a response page contains a JSP expression 
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<td><%=name%></td>. The corresponding code with boundaries is <!--1--><td> 

<%=name%></td><!--1-->. The policy sets the value of policyID, pType, pTag, cType, 

tagCount, and attCount as 1, expr, td, text, one, and zero, respectively. Table 3.12 shows 

three cases: no boundary, partial correct boundary, and full correct boundary. The second 

column shows the injected code. The third column shows the generated response pages 

where the value of name is substituted for specific attack inputs (marked as bold) that we 

discuss next.  

(a) No boundary. This case represents malicious contents that have no explicit 

boundaries. For example, if an attacker provides <td>…</td>, the feature comparator 

module would identify the code block as injected due to a mismatch between the 

expected (one) and actual (two) tagCount feature.  

Table 3.12: Examples of Injected Code and Boundary Detection 

Case Injected code (name) Generated response  
No boundary <td> … </td> <!--1--><td> 

<td> … </td> 
</td><!--1--> 

Partial correct boundary  <td><!--1--></td> <!--1--><td><!--1--></td> 
</td><!--1--> 

Full correct boundary <!--1--> 
<td> … </td><!--1--> 

<!--1--><td> 
<!--1--><td> … </td><!--1--> 
</td><!--1--> 

 

(b) Partial correct boundary. This case represents malicious contents that might contain 

one injected boundary with correct token and policy information. For example, an 

attacker might provide <td><!--1--></td>. We detect if a policyID is used more than 

two times in boundaries in a response page. In this example, the policyID 1 is used three 

times as opposed to two. 

(c) Full correct boundary. This case represents malicious contents that might contain a 

pair of boundaries with correct tokens and policy information. For example, an attacker 

might provide <!--1--><td>…</td><!--1-->. Similar to the detection of partial correct 
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boundary, we identify injection of full correct boundaries. In this example, the policyID 1 

is used four times instead of two. We can draw similar arguments for injected boundaries 

related to JavaScript.  

3.4 Experimental Evaluation 

We implement a prototype tool in Java for automated boundary injection and policy 

generation. The boundary injection requires parsing both JSP and HTML source code. 

The Jericho HTML parser [20] has been leveraged to parse the sources and obtain DOMs 

of the parsed pages. Jericho provides APIs to access and manipulate DOM nodes that are 

related to JSP features. We insert boundaries in the DOM nodes and save the modified 

DOMs back to JSP source files. The Rhino JavaScript parser [97] is used to identify 

features of JavaScript code blocks. Rhino parses JavaScript code and generates the 

abstract syntax tree that we visit to compute the necessary information. To insert 

comments, we modify appropriate original program locations (e.g., event handler method 

call embedded with comments). We store the attack detection policies in a web program 

container. The feature comparator module is implemented as a server-side filter. A filter 

intercepts all requests and responses from the web program container. In our case, we 

intercept all the generated responses to detect attacks. A filter is deployed by modifying 

the descriptor of a web program container (e.g., configuring a web.xml file in a Tomcat 

server). We now discuss the programs that we evaluate (Subsection 3.4.1), followed by 

the experimental setup (Subsection 3.4.2) and the results (Subsections 3.4.3-3.4.5). 

3.4.1 Benchmark Programs 

We obtain four widely used JSP programs from sourceforge.net and gotocode.com to 

evaluate our approach. They are JSPBlog (an online blog), EasyJSP (a community 

forum), MeshCMS (a content management system), and EmployDirectory (employment 

management system). Table 3.13 shows some summary characteristics of these programs 

that include number of source files analyzed and the corresponding lines of code (LOC).  
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Table 3.13: Summary Characteristics of Benchmark Programs 

Program name Description # of files LOC 
JSPBlog A web blog  9 375 
EasyJSP A community forum 17 2,416 
MeshCMS Content management system 24 6,081 
EmployDirectory Employment management system 10 5.658 

 

Table 3.14: Boundary Injection and Policy Generation Summary of JSP and 

JavaScript 

Program name Exp. Scriptlet JSTL Inline Event handler URL attribute 
JSPBlog 9 1 0 0 0 0 
EasyJSP 67 8 0 6 12 1 
MeshCMS 139 3 157 17 7 2 
EmployDirectory 0 118 0 1 5 0 

 

     Table 3.14 shows a summary of policy generation. The second, third, and fourth 

columns show the number of policies generated for JSP expressions, scriptlets, and JSTL 

tags present in these programs, respectively. We generate both types of policy (u1, u2) 

for scriptlets. The total number of scriptlet policies for u1 and u2 are same. Columns 5-7 

show the number of policies generated for JavaScript code that is present as inline, event 

handler, and URL attribute4. 

3.4.2 Experimental Setup  

We deploy the programs in a Jakarta Tomcat server (version 7.0) running on Windows 7 

operating system. We visit web pages and inject XSS inputs in form fields followed by 

visiting related web pages where attack inputs appear in response pages. Table 3.15 

shows a very brief description of the web pages in terms of their functionalities. We 

choose two, six, eight, and four functionalities from JSPBlog, EasyJSP, MeshCMS, 

                                                      
4 The programs do not have remote JavaScript file inclusion statements. 
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EmployDirectory, respectively. The last column shows the total number of form fields 

where we supply attack inputs.  

Table 3.15: Summary of Functionality 

Program name Functionality # of form field
JSPBlog Add news and edit news. 2 
EasyJSP Registration, edit profile, thread creation, view thread, forum 

creation, and edit forum. 
8 

MeshCMS Registration, edit profile, site setup, edit configuration, page 
manager setup, edit page manger, site manager setup, and edit 
site manager. 

14 

EmployDirectory Add new member, view member, add new department, and 
view department. 

8 

    

     To inject attack test inputs, we choose 30 unique attack inputs from XSS Cheat Sheet 

[98] which is a widely used source to evaluate XSS attack detection capabilities among 

related research work (e.g., [27, 45]). The chosen attack inputs vary widely such as 

inclusion of tags, attributes, third party URLs, and inline script. 

3.4.3 False Negative Rate Evaluation 

For an injected test case, we deploy instrumented programs, enable the servlet filter, visit 

response pages where the exploit should occur, and observe whether a response page 

contains injected inputs (i.e., attacks not detected) or not (i.e., attacks detected). We use 

Internet Explorer (IE) 8 and Firefox (FF) 3.6 in our evaluation.  

Table 3.16: XSS Attack Detection Summary 

Program name # of attacks applied # of attacks detected FN (%) 
JSPBlog 60 60 0 
EasyJSP 240 240 0 
MeshCMS 420 420 0 
EmployDirectory 240 240 0 
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     The result is shown in Table 3.16. The second and third columns show the number of 

attacks applied and the number of attacks detected, respectively. Our approach 

successfully detects all the injected attacks. Thus, the false negative rate is zero (the ratio 

of the number of undetected attack to the total number of injected attack). We obtain 

similar results for both Internet Explorer and Firefox. 

3.4.4 False Positive Rate Evaluation 

To evaluate false positive rate, we inject benign inputs, deploy instrumented programs, 

enable filters, and visit related web pages that allow us to display the benign inputs. We 

then check if any of the input is missing (denoted as warning) in the response page to 

identify false positive warnings. The false positive rate is computed by the ratio of the 

total number of warnings to the total number of policies checked. Note that we perform 

evaluation for both u1 and u2 type scriptlet policies. 

Table 3.17: Summary of False Positive Rate Evaluation 

Program name # of policies 
checked 

# of warning (u1) # of warning (u2) FP (%) 
(u1) 

FP (%) (u2)

JSPBlog 4 0 0 0 0 
EasyJSP 42 0 0 0 0 

MeshCMS 106 0 0 0 0 
EmployDirectory 38 0 2 0 5.2 
 

     Table 3.17 shows a summary of the evaluation that includes the total number of 

policies, the number of warning generated for two modes of evaluation (u1 and u2), 

followed by the computation of false positive rates for both modes. Note that the total 

number of policies for both u1 and u2 are same. We observe that JSPBlog, EasyJSP, and 

MeshCMS programs do not generate any false positive warnings. However, 

EmployDirectory generates two warnings for u2 scriptlet policies. Thus, the false positive 

rates vary between 0 and 5.2% across different programs depending on the types of 

policy generated. We analyze the warnings and discover that print method calls are 
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present in JSP scriptlet with unknown type arguments that generate static HTML contents 

such as table headers. 

3.4.5 Performance Overhead 

We evaluate the performance overhead with respect to the delay from the server-side 

before sending response pages to the browser. To evaluate this overhead, we visit 

response pages (related to the chosen functionalities) in the presence and absence of the 

filter. We compute delay increment as follows: (delay with filter – delay without filter) / 

delay without filter.  

Table 3.18: Overhead Evaluation Summary 

Program name Policy checked Delay w.o. filter (ms) Delay with filter (ms) Increment (%)
JSPBlog 4 2829 2967 4.87 
EasyJSP 9 3022 3187 5.45 
MeshCMS 20 3091 3291 6.41 
EmployDirectory 2 2937 3005 2.31 
 

     Table 3.18 shows a summary that includes the average number of policies checked, 

response delay (millisecond) without and with the servlet filter, and response time 

increment. The response time increment varies between 2.31% and 6.41%. We observe 

that response delay increases due to the increased number of policy checking. 

3.5 Summary 

Existing server-side XSS attack detection approaches require the modification of both the 

server and the client-side environments, and the exchange of sensitive information 

between the two sides, and they do not leverage static HTML code present in server 

script code. XSS vulnerabilities could be leveraged to perform malicious activities by 

injecting legitimate JavaScript method calls and overriding method definitions. In this 

chapter, we discuss a server-side XSS attack detection approach based on boundary 
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injection and policy generation concept. Boundaries include expected benign features of 

dynamic contents based on output generation contexts. The expected benign features at 

specific locations are checked with actual generated features during response page 

generation to detect XSS attacks. We apply the proposed approach for JSP programs and 

evaluate with four real-world JSP programs. The results indicate that the approach suffers 

from zero false negative. Moreover, depending on scriptlet policies, the false positive 

rates vary between zero and 5.2%. The response delay remains between 2.3% and 6.4%. 

The approach detects advanced XSS attacks which many existing approaches fail to 

detect. Moreover, it provides the additional benefit of detecting the most common forms 

of XSS attacks without any modification of the server and the client-side entities. In the 

next chapter, we discuss our proposed server-side detection of content sniffing attacks. 
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Chapter 4 

Content Sniffing Attack Detection 

In this chapter, we develop a server-side approach for detecting content sniffing attacks. 

We intercept a suspected uploaded file, analyze the Multipurpose Internet Mail 

Extensions (MIME) information, and compare it with known white listed MIME 

information. If an uploaded file’s MIME belongs to white listed content type, then we 

examine the file contents further based on two techniques: parsing of contents using 

HTML and JavaScript parsers to verify the presence of malicious contents, and 

performing automatic downloading of suspected files in a browser emulator to verify 

security breaches (e.g., JavaScript code execution). Based on the two analyses, we 

conclude whether a file is malicious or benign. Our approach handles different types of 

encodings that may appear in file contents. 

     The organization of this chapter is as follows. Section 4.1 provides an overview of the 

proposed content sniffing attack detection approach. Section 4.2 describes the 

implementation and experimental evaluation results. Finally, Section 4.3 summarizes this 

chapter. 

4.1 Content Sniffing Attack Detection Approach 

In this section, we outline our approach to mitigate content sniffing attacks. We intercept 

a suspected file uploading request at the server-side, obtain the file to be uploaded, and 

apply our framework to conclude whether the file is safe to upload or not. Our 

assumptions behind the development of the framework are as follows: (i) a file has an 

extension that can be detected by the server-side environment, (ii) an actual file content 

might be corrupted and may not comply with MIME information, and (iii) both file 

upload and download operations need to be benign from the server-side.  
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     We show the proposed content sniffing attack detection framework in Figure 4.1. It 

has five modules: Multipurpose Internet Mail Extensions (MIME) resolver, upload policy 

checker, encoding normalizer, parser-based analyzer, and mock download tester. We 

discuss these modules in the following subsections. 

 

 

Figure 4.1: Content Sniffing Attack Detection Framework 

4.1.1 MIME Resolver  

When a file uploading is attempted, we store the file in a temporary location. We detect 

its MIME type. We apply two different approaches and later compare the results for 
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further checks. First, we assume that the extension of a file is specified correctly, and it 

indicates the actual MIME type. For example, a GIF file should have a “.gif” extension. 

Second, we ignore the extension and attempt to detect the MIME type from the metadata 

of a file. In particular, we find specific and well-known magic number inside the file that 

describes the format. For example, a GIF image contains either GIF87a or GIF89a in the 

beginning memory blocks. After we detect the file MIME type from extension and 

metadata, we decide the following based on the results. 

(i) Unspecified extension and unknown magic header: In this case, the file MIME type 

cannot be detected by either of the approach. Thus, the uploaded file is likely to be 

malicious, and it is not allowed for uploading. 

(ii) Unspecified extension and known magic header: In this case, we set the file MIME 

type based on known magic header information. We further check the file based on 

upload policy and content analysis (encoding normalization and parser-based analysis) to 

allow or disallow the uploading. 

(iii) Specified extension and unknown magic header: In this case, we set the file 

MIME based on the known file extension information. We then check the file based on 

upload policy and content analysis to allow or disallow the uploading. 

(iv) Specified extension and known magic header: In this case, the MIME type 

obtained from extension and magic header matches. The resolved MIME is checked with 

upload policy checker along with content analysis (encoding normalizer, parser-based 

analysis) before uploading. If the MIME from extension and magic header does not 

match, then we rely on the MIME obtained from magic header. The file is further 

checked with upload policy checker followed by content analysis. 

4.1.2 Upload Policy Checker  

This module contains the legitimate set of file MIME types that a server program is 

allowed to upload. If a suspected file’s MIME does not conform to any of the white listed 

MIME information, then it is deemed as malicious and disallowed for uploading. If the 
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file MIME type matches with any of the known and allowed MIME type, then the file 

complies with known benign MIME type. Nevertheless, the file might contain malicious 

contents, and we rely on content analysis before allowing the upload.  

     The set of legitimate MIME types can be obtained from the web pages that allow file 

uploading. Table 4.1 shows two examples of HTML forms that allow uploading files. In 

the first example, the input field named “upload” allows to choose GIF or JPEG files. 

The second column shows the legitimate MIME sets (image/gif, image/jpeg). Note that 

the “accept” attribute specifies a comma-separated list of content types (MIME types) 

that the form would process correctly. The second example shows a form that allows 

uploading any type of file (i.e., no filter is present). We assume that the legitimate MIME 

list contains all file types (denoted as */* in the second column).  

     Note that the file filters (shown in Table 4.1) are not sufficient to enforce MIME 

checking unless file extensions are checked explicitly at the client-side. Moreover, all 

browsers might not support the file filter attribute. Thus, checking for the presence of 

malicious contents in files is essential at the server-side. We discuss the next three 

modules for malicious content analysis in this direction. 

Table 4.1: Examples of HTML Forms for Uploading Files 

Upload filter example Legitimate MIME
<form enctype="multipart/form-data" action="upload.jsp"> 
  <input name="upload " type="file" accept="*.gif,*.jepg"/> 
  <input type="submit" value="Upload File" /> 
</form> 

Image/gif, 
Image/jpeg 

<form enctype="multipart/form-data" action="upload.jsp"> 
  <input name="upload " type="file"/> 
  <input type="submit" value="Upload File" /> 
</form> 

*/* 

 

4.1.3 Encoding Normalizer  

Files can be encoded in different formats. Thus, we convert a given file’s content to a 

suitable format before parsing. Currently, we convert file contents into UTF-8 format. A 
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Unicode Transformation Format (UTF) maps every Unicode code point to a unique byte 

sequence. We have two advantages of choosing UTF-8. First, it currently supports all the 

characters in the Unicode character set and is backward compatible with ASCII. Second, 

UTF-8 encoding detection is currently required for all Internet protocols. We leverage 

Byte Order Mark (BOM) information [65] located in the first few bytes of a file to detect 

default encoding of a suspected file. If no specific BOM is present in a file, then a file is 

considered as UTF-8 encoding.  

4.1.4 Parser-based Analyzer  

This module first analyzes a suspected file’s content with a robust HTML parser to 

identify the presence of well-formed tags that might be meaningful to browsers. The 

presence of tags after parsing the content of a file indicates that it is very likely that the 

file contains malicious contents. We provide two examples of malicious HTML contents 

in the first row of Table 4.2.  

     Next, we check the presence of malicious JavaScript code with a JavaScript parser 

from the obtained tags earlier. We identify if there is any JavaScript code present (e.g., 

method call invocation) within the tag text or attribute value. Our assumption is that 

ideally a file download operation should not invoke the execution of JavaScript code. 

Based on the result of the parser-based analysis, we conclude whether a file should be 

uploaded or not.  

Table 4.2: Examples of Malicious Contents 

Type Malicious content example 
HTML <script> … </script>, <img src = “..”> 
JavaScript window.open, document.location, eval 

 

     We provide two examples of malicious JavaScript contents (method calls) in the 

second row of Table 4.2. If the parser-based analyzer discovers no matching of malicious 

tags and JavaScript method call invocations, then the file uploading is allowed. 
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parser recognizes the related tags that describe resources (i.e., keyword meta information 

specified within <rdf:li> tags). This results in a false positive warning, if we decide the 

PDF file as malicious based on the presence of well-formed tags.  

 

<rdf:Description 
xmlns:pdf="http://ns.adobe.com/pdf/1.3/"> 
<dc:creator> 
     <rdf:Seq> 
         <rdf:li>Tony Blue</rdf:li> 
      </rdf:Seq> 
 </dc:creator> 
 <dc:subject> 
      <rdf:Bag> 
          <rdf:li>keyword1</rdf:li> 
          <rdf:li>keyword2</rdf:li> 
          <rdf:li>keyword3</rdf:li> 
          <rdf:li>keyword4</rdf:li> 
      </rdf:Bag> 
… 

Figure 4.3: Example of Metadata Information of a PDF File [99]  

     We can avoid these false positives in two ways. First, we can perform an exhaustive 

matching between all known HTML tags and obtained tags from a file. However, this 

approach would provide poor results both in terms of performance and accuracy. It might 

be the case that a non-HTML file includes a subset of HTML tags. The second approach 

is to store all legitimate tags that might be present in file metadata and exclude them from 

the analysis to detection malicious tags. This would require identifying legitimate tags for 

all known file types which is a cumbersome approach. We address this challenge by 

introducing the mock download tester module to verify the presence or absence of 

malicious contents in a browser-based environment that we discuss next. 

4.1.5 Mock Download Tester 

This module is invoked when a file MIME type is identified as benign and contents are 

found to be potentially malicious. The module invokes a browser emulator at the server-
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side, downloads a suspected file using that browser, forces the browser to render the file, 

and observes whether the emulator shows any unexpected symptoms while downloading. 

Before we download the file, we convert a non-HTML file into an HTML one. In other 

words, we observe the potential security breaches during file downloading assuming the 

worst case conditions where browsers are tricked into rendering non-HTML files as 

HTML. This testing allows us to confirm the presence of malicious files without 

modifying the source code of server-side programs.  

     Note that the first four checks of our framework are intended for analyzing malicious 

file types and their contents statically. These checks can detect malicious files of different 

types such as a file with a legitimate MIME type and containing JavaScript code. 

However, static analysis often leads to specific HTML tags that are common to benign 

files (e.g., a zip file containing an anchor tag with points to a file URL). These situations 

can be dealt with mock download tester to confirm whether a file is benign or malicious. 

Another reason for having the mock download tester is to simulate downloading scripts 

vulnerable to content sniffing.  

4.2 Experimental Evaluation 

We implement our approach as a web service (denoted as a “filter” in the remaining of 

this chapter) based on JAX-WS (Java API for XML Web Services) [120]. The MIME 

Magic library tool has been applied to detect MIME information based on magic header 

information [100]. We employ the Jericho HTML parser [20] which takes a file as input 

and provides us a DOM representation of the file based on the identified set of tags. We 

apply the Rhino [97] JavaScript parser to identify malicious JavaScript method call 

invocation. Rhino provides a set of APIs to parse JavaScript code and analyze based on 

abstract syntax tree.  

     We rely on the HTMLUnit tool to perform mock download testing [101]. HTMLUnit 

is a standalone browser emulator without GUI (headless browser). It can be used to 
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download HTML documents. Moreover, it provides APIs to monitor different browser-

level events such as DOM access and JavaScript code execution. Since we are concerned 

about the generation of unwanted HTML pages or JavaScript engine invocations, we 

implement necessary event handlers to monitor their occurrences. Moreover, the tool 

allows mimicking several widely used browsers such as Firefox 3.6 and Internet Explorer 

8. Finally, it has support for a rich set of JavaScript language features and related 

JavaScript-based frameworks such as Prototype [102]. 

     In the remainder of this section, we first discuss the three vulnerable programs that we 

use to evaluate our developed filter (Subsection 4.2.1). We then discuss the benchmark 

test suite developed for the evaluation in Subsection 4.2.2. Finally, we discuss the 

experimental setup and our experimental findings of false positive rate, false negative 

rate, and overhead in Subsections 4.2.3 - 4.2.5. 

4.2.1 Vulnerable Programs 

We evaluate our approach with three PHP programs that contain content sniffing 

vulnerabilities based on our analysis. These include PhpBB2 [103], Prestashop [104], and 

Serendipity [105]5. These programs allow uploading any type of file, except PhpBB2. We 

briefly discuss the vulnerabilities of the PHP programs before the experimental results. 

      PhpBB2 is an Internet forum application [103]. The original program does not 

provide users the ability to upload files. However, this functionality is available via the 

plug-in named “attachment mod”. After integrating the plug-in, users get the opportunity 

to upload files and attach the files to the forum posts. By examining the source code, we 

notice that a forum running a PhpBB2 installation with the attachment mod plug-in is 

vulnerable to content sniffing attacks. The attachment mod plug-in supports two modes 

of file download: physical and inline. If inline is selected, then the Content-Disposition 

header is set, which is a header for forcing the browsers to download a file. However, in 

                                                      
5 The co- author of [10] contributed to the identification of the vulnerable PHP programs. 
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physical mode, the Content-Disposition header is not set, and the program becomes 

vulnerable to content sniffing attacks. We craft a file with executable script and upload 

this file to our local demo phpBB2 installation with physical download mode enabled. 

When we attempt to open the file in Internet Explorer 8, the embedded script executes. 

We also successfully execute UTF-7 encoded script code in a file. 

     Prestashop is an open source e-commerce solution [104]. It supports payment 

gateways such as Paypal. It is possible to setup Prestashop to sell downloadable contents. 

We upload a file to our local demo Prestashop website that contains malicious code. We 

imitate a whole e-commerce purchase operation as we select a file for purchase, add it to 

our shopping cart, and proceed to checkout. The script in the file executes successfully 

when we open it in Internet Explorer 8. This is due to the fact that Prestashop allows 

uploading of files with arbitrary extensions. When downloading a file, it sets the Content-

Type header based on the file’s extension. If the extension is not recognized, then 

Prestashop assigns application/octet-stream as the MIME type, which triggers Internet 

Explorer to employ content sniffing, and thus the script gets executed. 

     Serendipity is a blog and content management program [105]. When we examine its 

source code, we are surprised to notice that although it assigns MIME type to a file based 

on the extensions of the file, for any unknown extension it assigns application/octet-

stream. By uploading a file with a random extension that is unknown to Serendipity, it is 

possible to launch a content sniffing attack. This problem is similar to the issue 

associated with Prestashop. We launch a content sniffing attack using our local 

Serendipity installation. 
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4.2.2 Benchmark Test Suite  

Unfortunately, there is no publicly available test suite to perform evaluation of content 

sniffing attacks. Thus, we develop a test suite by randomly downloading 27 benign files 

from the Internet. A summary of characteristics of the test suite is shown in Table 4.3. 

Table 4.3: Summary Characteristics of Test Files 

Type Name Actual MIME Encoding Size (KB) 

MS Word docx1 application/xml UTF-16(BE) 78.74 

GIF gif1 image/gif ISO 8859-1 7.65 
gif2 image/gif UTF-16(BE) 58.97 
gif3 image/gif ISO 8859-1 55.34 
gif4 image/gif ISO 8859-1 10.19 
gif5 image/gif ISO 8859-1 114.06 

JPEG jpeg1 image/jpeg ISO 8859-1 116.34 
jpeg2 image/jpeg UTF-16(BE) 31.36 
jpeg3 image/jpeg UTF-16(BE) 29.45 
jpeg4 image/jpeg ISO 8859-1 25.80 
jpeg5 image/jpeg UTF-8 43.92 

PDF pdf1 application/pdf UTF-16(BE) 212.92 
pdf2 application/pdf UTF-8 130.83 
pdf3 application/pdf UTF-16(BE) 220.91 
pdf4 application/pdf UTF-8 152.68 
pdf5 application/pdf UTF-8 426.31 

PostScript ps1 application/postscript ISO 8859-1 155.74 
ps2 application/postscript ISO 8859-1 485.76 
ps3 application/postscript ISO 8859-1 2,341.96 
ps4 application/postscript ISO 8859-1 144.83 
ps5 application/postscript ISO 8859-1 1,124.25 

Text text1 text/plain ISO 8859-1 0.02 

WinZip zip1 application/zip UTF-16(LE) 229.99 
zip2 application/zip UTF-16(LE) 229.99 
zip3 application/zip UTF-16(BE) 241.77 
zip4 application/zip UTF-16(BE) 837.87 
zip5 application/zip UTF-16(BE) 612.56 

LE: Low Endian, BE: Big Endian. Here, Endian implies the position of 
most significant bit for multiple bytes representation of an alphabet. 
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     These include file type, file name (renamed for presentation convenience), actual 

MIME type, encoding, and size (Kilo Bytes). The file types represent some of the 

commonly used MIMEs such as MS Word, GIF, JPEG, PDF, PS, Text, and Zip. The 

encodings of these files vary widely such as UTF-8, UTF-16, and ISO 8859-1. The file 

size includes small (less than 1KB such as text1), medium (between 1-100KB such as 

gif1), and large (over 100KB such as pdf5). 

     We inject attack payloads (e.g., <script>alert(‘content-sniff’);</script>) in these 

benign files to make them malicious. Since we want to evaluate our approach regardless 

of the location of attack payloads in files, we create three sets of malicious test suites 

denoted as Mode1, Mode2, and Mode3. These suites inject attack payloads at the 

beginning, middle, and end of the test files, respectively.   

     To ensure diversity in JavaScript code injection attacks, we collect 27 attack scripts 

from the ha.ckers.org website [98]. We select the scripts which can be executed in the 

latest version of Internet Explorer and Firefox. Since none of the test files contain UTF-7 

encoding, we choose the five PDF files to convert their content as UTF-7 before injecting 

UTF-7 encoded attack payloads in the beginning, middle, and end locations. 

4.2.3 Experimental Setup and False Positive Rate Evaluation  

To evaluate the false positive rate, we deploy the programs in a web server by integrating 

our filter, visit web pages that allow uploading files from a browser, upload each of the 

benign files from the benchmark, and observe whether our filter allows the file uploading 

or not. The false positive rate is computed as the ratio of the number of benign files not 

uploaded to the total number of benign files. We also compare the results of our approach 

to the approaches of Barth et al. [64] and Gebre et al. [71]. Table 4.4 shows a summary 

of our evaluation of false positive that includes the number of files tested for uploading 

and the number of files actually uploaded. The false positive rate is zero for our 

approach. We notice similar results for the other two approaches.  
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Table 4.4: Summary of False Positive Rate Evaluation 

Filter No. of files tested No. of files uploaded False positive rate (%)

Our Filter 27 27 0 
Barth et al. [64] 27 27 0 
Gebre et al. [71] 27 27 0 

     During our evaluation, we observe that the MIME resolver and upload policy checker 

modules identify the tested files as benign. However, content analysis and mock 

download testing results in both known and unknown tags. Table 4.5 shows a summary 

of parser-based analysis and mock download testing. 

     During content analysis, we notice that the Jericho parser identifies legitimate tags for 

PDF, PS, and ZIP files. We examine and find that these tag sets include both HTML 

(e.g., <p>, <b>, <s>) and non-HTML (e.g., <rdf:Alt>) tags. The non-HTML tags vary 

widely for each type of files. This implies that tracking the presence of HTML and non-

HTML tags is not enough for confirming malicious files. By individually analyzing each 

of the tags, the Rhino parser does not detect any suspicious method call invocation. 

     We apply the HTMLUnit for rendering the benign files as HTML documents and 

identify whether HTML tags are rendered and JavaScript engine is invoked or not. None 

of the benign files invoke the JavaScript engine. However, HTMLUnit generates DOMs 

while rendering these files. We observe that each of the DOMs has at least three tags by 

default (<html>, <head>, and <body>). After excluding these default generated tags, we 

notice that some of the benign files (ps1 and ps2) result in no HTML tags. However, the 

other files result in different number of HTML tags and some of them are higher or lower 

than that of Jericho. The deviation can be blamed on the difference in parsing 

mechanisms by Jericho and HTMLUnit.  

     In summary, the results indicate that detecting malicious files based on the presence of 

HTML tags with parser-based analysis might result in false positive warning. However, 

malicious files containing JavaScript code can be detected precisely. Thus, checking the 

execution of unwanted JavaScript code is a complementary step. 
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Table 4.5: Details of Parser-based Analysis and Mock Download Testing for Benign 

Files 

Name Tag count 
(Jericho) 

Method call count 
(Rhino) 

Tag count 
(HTMLUnit) 

JavaScript engine 
invocation (HTMLUnit)

docx1 4 0 9 0 
gif1 0 0 5 0 
gif2 1 0 5 0 
gif3 0 0 7 0 
gif4 1 0 3 0 
gif5 2 0 11 0 
jpeg1 2 0 13 0 
jpeg2 0 0 6 0 
jpeg3 1 0 7 0 
jpeg4 0 0 4 0 
jpeg5 8 0 5 0 
pdf1 3 0 16 0 
pdf2 32 0 11 0 
pdf3 9 0 17 0 
pdf4 22 0 22 0 
pdf5 34 0 26 0 
ps1 113 0 3 0 
ps2 15 0 3 0 
ps3 336 0 3 0 
ps4 211 0 3 0 
ps5 64 0 33 0 
text1 0 0 3 0 
zip1 5 0 25 0 
zip2 5 0 25 0 
zip3 8 0 23 0 
zip4 25 0 40 0 
zip5 15 0 50 0 

   

4.2.4 False Negative Rate Evaluation 

To evaluate the false negative rate, we apply our filter in the vulnerable programs, deploy 

them in a web server, visit the web page that allows uploading files from a browser, and 

upload each of the malicious files containing attack payloads in the beginning (Mode1), 
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middle (Mode2), and end (Mode3) locations. We then observe whether the deployed filter 

stops file uploading or not.  

Table 4.6: Summary of False Negative Rate Evaluation 

Filter # of files tested Mode1 Mode2 Mode3 
Uploading 

stopped 
FN (%) Uploading 

stopped 
FN (%) Uploading 

stopped 
FN (%)

Our filter 27 27 0 27 0 27 0
Barth et al. [64] 27 23 15% 0 100 0 100
Gebre et al. [71] 27 16 41% 0 100 0 100

 

     Table 4.6 shows a summary of false negative rate evaluation for the three modes and a 

comparison with related approaches. We observe that our parser-based analysis and mock 

testing-based approach performs better than other approaches. For all test modes, our 

approach stops uploading all of the malicious files. Thus, the false negative rate of our 

approach is zero, which is defined as (1 - (# of malicious files stopped for uploading / # of 

malicious files tested for uploading)). In contrast, other approaches suffer from false 

negative rates that range between 15%-100% for all test modes. The undetected 

malicious files for the first test mode are mainly due to HTML quirks. For example, the 

signature-based filter of Barth et al. [64] can be defeated by using certain HTML quirks, 

such as dividing up the tag “<HTML>” into “<HT/” and “ML>” and writing them in two 

separate lines. In contrast, a parser and mock download-based testing approach can 

overcome these quirks. The false negative for other related approaches for the remaining 

two test modes is mainly due to lack of considering entire file contents for analysis. 

     Table 4.7 shows a detailed summary of parser-based analysis and mock download 

testing for Mode1. Note that the other two modes show similar results. Since each 

injected payload includes one HTML tag, we notice that Jericho parser shows one 

additional tag count for each of the malicious files compared to the benign files. The 

Rhino parser detects one JavaScript method call invocation for each of the malicious 

files. Similarly, HTMLUnit shows one additional tag count and invocation of JavaScript 
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engine for each of the malicious files compared to benign files. Thus, the combination of 

Jericho, Rhino, and HTMLUnit allows an accurate detection of malicious files that would 

otherwise seem benign to browsers.  

Table 4.7: Parser-based Analysis and Mock Download Testing for Malicious Files 

Name Tag count (Jericho) Method call 
count (Rhino) 

Tag count 
(HTMLUnit)

JavaScript engine 
invocation (HTMLUnit)

docx1 5 1 10 1 
gif1 1 1 6 1 
gif2 2 1 6 1 
gif3 1 1 8 1 
gif4 2 1 4 1 
gif5 3 1 12 1 
jpeg1 3 1 14 1 
jpeg2 1 1 7 1 
jpeg3 2 1 8 1 
jpeg4 1 1 5 1 
jpeg5 9 1 6 1 
pdf1 4 1 17 1 
pdf2 33 1 12 1 
pdf3 10 1 18 1 
pdf4 23 1 23 1 
pdf5 35 1 27 1 
ps1 114 1 4 1 
ps2 16 1 4 1 
ps3 337 1 4 1 
ps4 212 1 4 1 
ps5 65 1 34 1 
text1 1 1 4 1 
zip1 6 1 26 1 
zip2 6 1 26 1 
zip3 9 1 24 1 
zip4 26 1 41 1 
zip5 16 1 51 1 

 

     Finally, we evaluate false negative rates for attack payloads encoded in UTF-7. Our 

filter successfully detects all the files that contain malicious contents in UTF-7 (i.e., the 
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five PDF files). In contrast, other related approaches do not check different encodings 

and fail to detect the malicious files (for three modes). A summary is shown in Table 4.8. 

Table 4.8: Summary of Detection of Malicious Files (UTF-7) 

Filter No. of files tested No. of files stopped for uploading 

Our filter 5 5
Barth et al. [64] 5 0
Gebre et al. [71] 5 0

 

4.2.5 Overhead 

We evaluate the overhead imposed by our filter during the file upload operation. We 

measure the overhead in terms of response page generation delay. We compute the delay 

from the server-side while uploading the benign and malicious files separately. We 

upload files without and with the filter embedded on the server-side, and compute the 

increased time delay (i.e., (delay with filter - delay without filter) / delay without filter).  

     Table 4.9 shows a summary of delay increment for benign and malicious files. We 

notice that the delay increment for benign files ranges between 3.5 and 30.3 times. The 

large portion of delay increment incurs due to the uploaded file size. The Jericho parser 

takes longer times to process larger files. Moreover, HTMLUnit takes longer time to 

download larger files and rendering them as HTMLs. We notice similar observations for 

malicious files which range between 3.6 and 32.7 times. Since injected attack payloads 

are small, the delay increments between malicious and benign files are found to be 

negligible. Our filter poses high delay overhead for larger files which may be tolerated 

for very high security critical websites.  
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Table 4.9: Summary of Overhead 

Name Size 
(KB) 

Benign file Malicious file 

Resp. w.o. 
filter (ms) 

Resp.w. 
filter (ms)

Delay 
(%) 

Response 
w.o. filter 

Response 
with filter 

Delay 
(%) 

docx1 78.7 162 2,643 1,531 167 2,825 1,592 
gif1 7.6 98 2,264 2,210 103 2,470 2,298 
gif2 58.9 133 2,436 1,732 139 2,540 1,727 
gif3 55.3 127 2,349 1,750 137 2,363 1,625 
gif4 10.1 101 2,359 2,236 109 2,360 2,065 
gif5 114.0 224 2,644 1,080 230 2,750 1,096 
jpeg1 116.3 244 2,578 957 250 2,584 934 
jpeg2 31.3 78 2,214 2,738 74 2,306 3,016 
jpeg3 29.4 75 2,344 3,025 70 2,359 3,270 
jpeg4 25.8 89 2,388 2,583 86 2,398 2,688 
jpeg5 43.9 76 2,379 3,030 76 2,375 3,025 
pdf1 212.9 251 2,897 1,054 258 2,990 1,059 
pdf2 130.8 203 2,261 1,014 213 2,360 1,008 
pdf3 220.9 245 2,806 1,045 254 2,817 1,009 
pdf4 152.6 198 2,535 1,180 205 2,740 1,237 
pdf5 426.3 397 4,014 911 407 4,039 892 
ps1 155.7 214 1,405 557 223 1,517 580 
ps2 485.7 512 4,465 772 519 4,677 801 
ps3 2,341.9 1,523 7,388 385 1,533 7,392 382 
ps4 144.8 212 1,696 700 221 1,815 721 
ps5 1,124.2 1,411 6,392 353 1,419 6,613 366 
text1 0.02 42 446 962 50 555 1,010 
zip1 229.9 237 4,147 1,650 246 4,360 1,672 
zip2 229.9 241 3,796 1,475 248 4,002 1,514 
zip3 241.7 262 3,811 1,355 269 3,828 1,323 
zip4 837.8 605 9,129 1,409 612 9,445 1,443 
zip5 612.5 478 6,294 1,217 487 6,599 1,255 

 

4.3 Summary 

This chapter introduces a server-side content sniffing attack detection approach. The 

approach checks the MIME information, white listed MIME type, and the presence of 

malicious contents based on parser and browser emulator tools at the server-side. A 

malicious file is identified based on malformed MIME information or JavaScript 
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payloads. In contrast, a benign file is allowed to upload in our approach. We also 

implement a prototype filter and evaluate our approach based on three real-world 

vulnerable PHP programs. The obtained results indicate that our approach performs better 

than other existing approaches, in particular, for encoded attack payloads that reside in 

the middle or end location of malicious files. In the next chapter, we discuss our proposed 

approach of detecting cross-site request forgery attacks from the client-side. 
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Chapter 5 

Cross-Site Request Forgery Attack Detection 

In this chapter, we develop a cross-site request forgery (CSRF) attack detection 

mechanism based on the notions of “visibility” and “content” checking. The visibility 

notion is motivated by the fact that if a request supplies information to a trusted website 

(e.g., a form submission), one of the open windows in the browser must relate to the 

request. The content notion is based on the observation that a response page of a sensitive 

request should be visible to a user as an acknowledgement to his or her request. In 

contrast, an attack request is hidden (e.g., URL attributes of HTML tags) and does not 

result in any visible response. As a result, the expected content type does not match with 

the actual content type returned by a server program for a suspected request. For 

example, an attack request can be set as the source URL of an image and the response 

should be an image file (e.g., image/jpeg). However, the response content type of an 

attack request might be text/html, which does not match with the expected content. 

     The rest of the chapter is organized as follows: Section 5.1 discusses our proposed 

CSRF attack detection approach. Sections 5.2 provides the implementation details and 

the evaluation results. Finally, Section 5.3 summarizes the chapter. 

5.1 Overview of CSRF Attack Detection Technique 

We first discuss the proposed attack detection framework in Section 5.1.1. We then 

provide the details on the visibility checking in Section 5.1.2 and some issues that might 

result in false positive warnings. Section 5.1.3 discusses how we overcome the challenges 

by checking the response content type. Finally, we map between various attack types and 

the proposed checking methods in Section 5.1.4. 
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5.1.1 CSRF Attack Detection Framework  

An overview of the CSRF attack detection framework is shown in Figure 5.1. We 

describe different modules of the framework in the following paragraphs. We assume that 

a browser can have multiple windows. A trusted website is viewed by a user in a window 

after performing an authentication (or log on) process, and the session information is 

saved in the browser. Moreover, a user does not close a window while being logged in a 

trusted website. 

 

 

Figure 5.1: The Proposed Framework for CSRF Attack Detection 

(i) Request checker: This module intercepts a request launched by one of the pages 

present in a browser. It checks the request type by examining the header. If a request is a 

GET type, the destination URL is identified, and the query string is tokenized to obtain 

request parameters and values. If a request is a POST type, the header is examined to 
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obtain the posted parameters and values as a string, which is tokenized further. For 

example, a request http://www.xyz.com/add.php?name=attacker&pwd=attacker 

&action=addname contains the destination domain http://www.xyz.com, target resource 

add.php, and the query string name=attacker&pwd= attacker&action=addname. The 

tokenization results in the following pairs: (name, attacker), (pwd, attacker), and (action, 

addname). Here, name, pwd, and action are the parameters that have the values attacker, 

attacker, and addname, respectively. If a GET or POST request contains parameters and 

values, then it is considered as suspected and forwarded to the window and form checker 

module. Otherwise, it is forwarded to the destination website. 

(ii) Window and form checker: This module first examines all the open windows and 

identifies whether one of the open windows is displaying a page downloaded from the 

destination domain. If no window relates to the destination domain, we consider the 

request as an attack and move program control to the attack handler module. Moreover, it 

checks if the page contains a form. If there is no match or presence of a form, program 

control is transferred to an attack handler module to generate a warning. If there is a 

match, we further examine the window and the form which is discussed in details in 

Section 5.1.2. 

(iii) Request differentiator: This module is responsible for modifying an original 

request by removing either all or hidden parameters and values. It also examines the 

DOM of a page that initiates the request. It identifies the HTML tag that contains the 

requested domain and target resource. The tag attributes are checked based on the attack 

detection policy to know the expected response content type. The modified request is 

launched to the destination website. The actual response content type is matched with the 

expected response content type. If they are different, program control is transferred to an 

attack handler module. Otherwise, the request is considered as benign, and the initial 

intercepted request is allowed to the remote website.  
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     If there is no policy specified for an HTML tag related to a suspected request, then 

program control is transferred to an attack handler module. The user is warned and a 

decision is made whether to allow or disallow the request. We adopt this approach for the 

sake of reducing false negatives even though it might incur performance penalties by 

stopping all suspected requests. We argue that a user might not provide all possible tags, 

attributes, and expected content types. This situation should not allow an attacker to take 

advantage of the non-specified tag type. 

     Note that we assume that a server-side program correctly sets a response content type. 

If they are set incorrectly or not set at all, then our approach would generate false positive 

warnings. Our understanding is that trusted web programs are developed in a manner 

where content types for response pages are set by programmers. We provide a detailed 

discussion on the response content type checking in Section 5.1.3. 

(iv) Attack detection policy: It consists of the mapping between expected HTML tag 

attributes containing requests and the list of expected content types and their related URL 

attributes (detailed discussion is provided in Section 5.1.3). It also includes how to 

modify a request to make it benign such as removing all parameters and values from a 

request. 

(v) Attack handler module: It stops a suspected request and generates a warning to the 

browser to inform the user about the deviation identified such as mismatch between the 

supplied parameters of a request and the actual parameters present in a form. Moreover, it 

also reports expected and actual content type mismatch. A user can allow or disallow a 

request. 

5.1.2 Visibility Checking  

Our proposed notion of visibility relies on examining windows containing web pages and 

forms present in a browser. If a request is GET type, we check whether it contains any 

query string or not. If no query string is present, we do not examine it further. However, 

if a query string is present, we tokenize the string to identify the set of parameters and 
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values. We then relate the extracted parameters and values with a web page containing 

forms with similar fields and values. Note that the form action or target field value should 

match with the resource file of the suspected request. While examining a webpage, two 

possible scenarios might arise. We discuss them in the followings paragraphs. 

(i) Window and no form: This situation relates to the presence of a window that is 

displaying a webpage from the destination domain. The displayed page contains no form. 

We can conclude that the request is either a reflected or stored CSRF attack. 

(ii) Window and form: In this case, a window is displaying a webpage from the 

destination domain. Moreover, the page contains one or more forms. We first check form 

actions followed by fields to match with the parameters of a suspected request. Note that 

a form’s action field might contain parameters and values. For example, the code snippet 

of an HTML form is shown in Table 5.1 (taken from the DotProject program [106]).  

Table 5.1: A Form with a Query String in Action Attribute 

<form action = “?m=companies&a=addedit” method = “post”> 
<td align  = “right” nowrap = “nowrap”> 
     <input type = “submit” class = “button” value = “new company” /> 
</td> 
</form> 

 

     The form allows a user to show the interface for adding a new company. Here, the 

action field contains a query string (m=companies&a=addedit), where m relates to the 

list of companies and a represents an add/edit action. There is no input field present. 

Thus, we analyze the action field string to extract any parameters and values. This 

reduces potential false positives.  

     Detecting an attack solely by comparing the form fields with the requested parameters 

might result in a false negative. For example, let us consider a snapshot of a webpage 

rendered by a program shown in Figure 5.2 (LinPHA [107], a photo album generator). 

Here, an administrator is viewing a user management page. The page displays personal 

information of three registered users: admin, user, and user2. There are four forms: three 
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for modifying the information of the existing users and one for adding a new user. The 

buttons present in the action column (i.e., Modify user, Add user) allow an administrator 

to change either personal information or add a new user by providing “User name”, “Full 

name”, “New password”, and “Email”. If an attack request is related to the modification 

of user information, then the parameters supplied in the request always matches with the 

form field names of the first three forms. Thus, we also need to compare the current form 

field values with the values present in the suspected request to relate the visibility. In this 

example, we compare the field values of all the three forms with the input values present 

in a suspected request. If no exact match is found, we conclude that the request is not 

associated to a visible form located in a trusted web page. Thus, the request can be 

suspected as an attack. 

 

 

Figure 5.2: A Snapshot of the LinPHA Program 

     If there is an exact match found, we can consider two possible ways for ending up the 

matching: (i) the user actually fills the form with inputs and submits, or (ii) the user fills 

form with inputs, and before posting the form, he/she decides to visit another website that 
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contains the malicious request. In the worst case, the request might reside in the same 

page where the form is located. 

     An attacker might inject a JavaScript code that accesses form fields, grabs supplied 

values, identifies target domain, constructs a valid request, and sends to the destination 

domain. From this discussion, it is obvious that identifying a visible relationship is not 

enough to correctly detect an attack request. Thus, we need to differentiate a user initiated 

request from an attacker request based on additional checking. To do so, we introduce the 

notion of content checking, which we discuss in the next section. 

5.1.3 Content Checking 

Content checking relies on the matching of the response of a suspected request with the 

expected response. We leverage the assumption that an attacker rarely makes the 

outcome of an attack request visible to a user. Let us assume that the responsible HTML 

tags containing the suspected request can be identified.  

     A suspected request often resides as part of an HTML tag attribute values (in 

particular, the value of URL attributes). Moreover, a request can be launched through 

JavaScript code located in a script tag. A response page may contain various types of 

elements (e.g., static HTML, JavaScript, Style sheets), and it is extremely challenging to 

predict the response. As a result, we rely on the content type of a webpage to differentiate 

an attack request from a user initiated request based on the identified tag that contains the 

request. The content type is often specified in the META tag of a page and accessible 

from the response header. We now discuss the comparison of the expected and the actual 

content types and how to launch a suspected request in the next two subsections. 

 

Comparison Between an Expected and an Actual Response Content Type  

Based on an identified HTML tag that contains the suspected request, we relate the 

expected response type. For example, a URL that is present as the source (src) of an 
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image tag, should result in a content of an image file. However, if the source is set to a 

CSRF request, a new HTML page is returned whose content type is text/html, and it does 

not match with the expected content type (i.e., image/gif). We examine the HTML 

specification [18] and content types (known as MIME data types) [17] to relate HTML 

tags, attributes that might contain URLs, and expected content type. To facilitate the 

CSRF detection, we apply the mapping between HTML tags, expected content types, and 

URL attributes.  

Table 5.2: Examples of Content Type Checking 

HTML 
tag 

Expected 
content  

URL 
attribute 

Dep. 
attribute

Benign request example Attack request example 

body image/* background url <body {background: 
url(‘http://www.xyz.com/be
nign.gif’)}> 

<body {background: 
url(‘attack_request’)}> 

img image/* src N/A <img src= “benign.gif ” /> <img src = “attack_request” />
input image/* src N/A <input type = “image” src = 

“benign.gif” alt = “Submit” 
/> 

<input type = “image” src = “ 
attack_request” alt = “Submit” 
/> 

link text/css href rel <link rel = “stylesheet” 
type = “text/css” href = 
“benign.css” /> 

<link rel = “stylesheet” type = 
“text/css” href = 
“attack_request” /> 

script text/javas
cript 

src N/A <script type = 
“text/javascript” src = 
“benignscript.js”> </script>

<script type = “text/javascript” 
src = “attack_request” > 
</script> 

table image/* background N/A <table background = 
“table.gif” > 

<table background = 
“attack_request” > 

td image/* background N/A <td background = 
“benign.gif”> 

<td background = 
“attack_request”> 

th image/* background N/A <th background = 
“benign.gif”> 

<th background = 
“attack_request”> 

input image/* type N/A <input type = “image” src = 
“benign.gif”> 

<input type = “image” src = 
“attack_request”> 

attack_request: The URL of an attack request. *: valid image file type such as image/gif, image/jpeg, 
and image/png. 

 

     We provide some examples in Table 5.2 which shows HTML tags, expected content 

types, attributes of tags that include URLs, dependent attributes, and examples of benign 
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and attack requests using these tags. Note that a dependent attribute appears in 

conjunction with a URL attribute specified in the first column. Let us consider the fourth 

example of Table 5.2. Here, the link tag is used to relate the current webpage and the 

linked document (specified through href attribute), and the rel attribute mentions that the 

content type of the linked document is a style sheet. As a result, the page is rendered with 

the specified style sheet. In contrast, a malicious request results in an HTML document 

whose content type (text/html) does not match with the expected content type of a style 

sheet (text/css).  

     Based on the specified CSRF attack detection policy and the identified deviation 

between an expected and actual response content types, we can conclude whether a 

request is an attack or not. If a request passes all the checks, we allow the original request 

to the trusted website. 

 

Suspected Request Modification  

To compare an actual response content type with an expected content, we need to launch 

the suspected request to the destination domain. However, allowing a suspected request 

to the destination domain without modification can potentially change server-side 

program states such as adding, modifying, or deleting user information. Thus, the 

suspected request is modified to make it benign or meaningless for a server-side program. 

Several approaches can be applied to modify a request. These include removing (i) the 

value of a parameter chosen randomly, (ii) a parameter and its associated value randomly, 

(iii) all the parameters and their associated values, and (iv) all the parameters and their 

associated values that correspond to the hidden form fields. 

     It is difficult to assume how sensitive a parameter and its value is for a server program 

solely based on the displayed HTML page. Moreover, it could be the case that a request 

without specific parameters and values still results in a change of a server-side program 

state based on default values set in the implementation. Thus, we choose the last two 
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approaches for modifying a suspected request. We believe that removing all the 

parameters and values might result in a request that does not affect a server-side program 

state. Similarly, removing all parameters and values related to hidden form fields and 

values prohibit a request to perform any sensitive operation. 

5.1.4 Attack Detection Coverage and Attribute Checks 

The proposed approach can detect a variety of CSRF attacks. We highlight some non-

exhaustive CSRF attack examples in the following and relate those with the required 

checkings to detect them. Table 5.3 relates attack examples with attack types, and the 

related visibility and content type checks. 

Table 5.3: Relationship Between CSRF Attack, Type, and Necessary Check 

Name Attack example Type Check 
a1 Visible form  Stored Window and form 
a2 Invisible form  Stored, reflected Content type 
a3 Static/dynamic HTML tags Stored, reflected Window and form, content type 
a4 Program state retrieval or modification Stored, reflected Content type 
a5 Before or after rendering Stored Window and form, content type 
 

Visible form with field and no value (a1): An attacker might generate a visible form 

(through JavaScript code) with similar field names, and provide a link of an initial attack 

request in the same page (i.e., a stored CSRF attack). However, an attacker would not 

provide the values to get noticed by a user. Window and form checking can detect the 

attack based on the deviation of supplied values of the attack request and the form field 

values. 

Invisible form with field and value (a2): To circumvent the detection approach, an 

attacker might inject a suspected request and generate an invisible form with similar field 

names and values (applicable for both stored and reflected CSRF attacks). This attack can 

be detected by the actual and expected response content type comparison. 
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Static/dynamic HTML tag and URL attribute (a3): An attacker can rely on static 

HTML tags and their URL attributes for an attack request. Moreover, JavaScript code (in 

script tag) can be used to generate tags to launch attack requests (stored and reflected 

CSRF attacks). These can be detected by window and form checking, and the comparison 

of actual and expected content type. 

Program state retrieval or modification (a4): An attack request might be related to 

viewing the status of a server-side program (stored and reflected CSRF attacks). 

Moreover, a malicious request might be intended to add, delete, and update a program 

state at the server-side. The request can be detected by checking response content type. 

Before or after rendering (a5): A webpage (located in a trusted or a third party domain) 

might contain an attack request (i.e., a stored CSRF) while being rendered by a browser. 

A webpage might contain the links of suspected requests that need to be triggered by a 

user. In other words, attack requests are launched after the page is rendered by a browser. 

However, these requests are detected by both window and form and response content 

type check. 

5.2 Experimental Evaluation 

We implement a prototype of our proposed CSRF attack detection approach as a plug-in 

for the Firefox browser of Mozilla. A user needs to enable the plug-in from the tools 

menu of a browser after loading a page that needs to be monitored for attack detection. 

Note that the plug-in needs to know the domain of a website that needs to be checked for 

CSRF attacks. Thus, a user needs to enable the plug-in once after downloading an initial 

page.  

     The Firefox browser behavior can be modified by creating appropriate XPCOM 

(Cross Platform Component Object Model) objects and implementing a set of APIs 

[110]. A request or a response is described as a “channel”, and it is accessible through the 

nsIHttpChannel. A request and a response interception requires observing specific topics 
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(or events) known as “http-on-modify-request” and “http-on-examine-response”, 

respectively. An observer implementing the nsIObserver interface needs to be created 

followed by registering these topics along with event or topic handlers. The handler 

functions are implemented to perform the detailed examination of requests and responses. 

Mozilla also supports the global browser object (gBrowser) to access all open windows 

and examine their DOM contents through properties (e.g., contentDocument). As a result, 

forms, field names, field types, and supplied values can be identified automatically. To 

stop a suspected request, a channel needs to be closed. 

 

var tagJSON = { 
  totalTag: 3, 
  tagList: [ 
   {name:“img”, dAtt:“false”, tContent:2, content: [ 
       {name:“image/gif”}, {name:“image/jpeg”}] 
   }, 
   {name:“link”, dAtt:“true”, dAttName:“rel”, tContent:1, content:[ 
       {name:“text/css”}] 
   }, 
   {name:“script”, dAtt:“false”, tContent:1, content:[ 
       {name:“text/javascript”}] 
   }], 
   remove:“hidden” 
}; 

Figure 5.3: Example JSON Containing Tags and Response Types 

 

     The parameters and values that are supplied as part of a GET request are accessed by 

the originalURI attribute of the nsIHttpChannel object. However, to extract the data 

submitted as part of a POST request, we need to access the channel through 

nsIUploadChannel followed by reading the data from the channel using an object 

implementing the nsIScriptableInputStream interface. To launch a modified request and 

observe the response, we use the sandbox connection mechanism supported in Mozilla 

[109]. In this case, an HTTP channel (known as the nsIChannel object) is created 
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followed by asynchronously sending the request to a remote website. The response is 

examined by implementing an event listener having necessary methods such as 

onDataAvailable and onStopRequest. They are invoked upon the occurrence of partial 

data availability and the receiving of the entire response, respectively. 

     The attack detection policy containing HTML tags, attributes, and expected content 

types are saved in a JavaScript Object Notation (JSON) object. JSON is a lightweight 

format for accessing and converting data into native JavaScript object [111]. In brief, a 

data is encoded with braces and a field and its corresponding value is separated by a 

semicolon. Moreover, a field can be either an Array object or JSON object that can 

contain multiple elements. Currently, every browser supports the JSON object (i.e., data 

access can be done similar to accessing object field and values of native JavaScript 

objects) that makes them preferable to XML where a programmer requires to implement 

a customized parser for accessing XML data field and values.  

     We assume that the JSON file is saved in the local disk of a user who needs guard 

against the CSRF attack. An example snapshot of a JSON object containing three HTML 

tags (specified by a JavaScript variable tagJSON) is shown in Figure 5.3. The object 

stores expected content types for the image, link, and script tags. Here, the totalTag stores 

the total number of tags and the list of tags can be accessed by the tagList field (an array 

containing three objects). The dAtt is used to indicate if any dependent attribute is 

applicable for the tag (specified by the name field). The total number of valid content 

type is specified by tContent field and types can be accessed by the content array. The 

remove field is set to “hidden”, which means that only hidden parameters and values are 

to be removed. 

     We now discuss the subject programs that we use during the evaluation in Section 

5.2.1. We then discuss how we develop a test suite in Section 5.2.2. Finally, we describe 

the evaluation results of reflected and stored CSRF attack detection in Sections 5.2.3 and 

5.2.4, respectively. 
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5.2.1 Benchmark Programs  

We perform an experimental evaluation using our prototype tool on three real-world 

programs implemented in PHP language. These programs have been reported to contain 

both CSRF and XSS vulnerabilities in the Open Source Vulnerability Database (OSVDB) 

[23].  

Table 5.4: Summary Characteristics of Vulnerable Programs 

Program name Brief description Vulnerability ID Vulnerable file LOC 
DotProject-2.1.2 Web-based project management OSVDB-52919 index.php 95643 
LinPHA-1.3.4 Photo gallery generator OSVDB-53417 admin.php 66791 
WebCollab-2.40 Web-based project management 

for workgroup 
OSVDB-53781 tasks.php 24047 

 

     Table 5.4 shows a summary of these applications including the vulnerable version, 

brief description of the program, vulnerability ID, the files containing the vulnerabilities, 

and total lines of code (LOC)6. Note that our evaluation examines not only the vulnerable 

files, but also other files that perform sensitive operations. The programs are deployed in 

an Apache web server (version 2.0) running on Windows 7 operating system. All 

programs require MySQL database (version 5.1) to store and retrieve information. They 

all have explicit login mechanisms through username/id and password. Moreover, active 

sessions and cookies are maintained to avoid unauthorized accesses in different pages of 

these programs. 

5.2.2 Development of Test Suite  

Unfortunately, there is no publicly available test suite for CSRF attack detection 

evaluation [51, 57]. Thus, we develop a benchmark test suite with these vulnerable 

programs. We first insert dummy values to enable all the available operations such as 

adding a user and project, and uploading a file. We then traverse each of the functionality 

                                                      
6 LOC is measured by the SLOCCount tool available at http://www.dwheeler.com/sloccount/ 
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by logging a program and identify all the URLs representing requests related to 

functionalities (i.e., information view or modification). Moreover, we identify the forms 

present in a page and extract the corresponding URLs. Each URL includes an application 

domain, a target resource file, hidden and non-hidden field names and their values. Our 

developed test cases are based on these URLs. Each test case is a script file written in 

PHP. A request that retrieves information from a program is launched through a static 

HTML content (e.g., the src attribute of the image tag). However, a request that modifies 

a program state is launched through the XMLHTTPRequest object and the JavaScript 

code. Note that the developed test suite is intended to evaluate CSRF attack detection 

capabilities of the tool in presence of requests performed through both static HTML 

content and JavaScript code.  

Table 5.5: Characteristics of the Test Suite 

Program name Total request GET POST Ret. Mod. Avg. hidden Avg. non-hidden
DotProject-
2.1.2 

46 36 10 35 11 4 9 

LinPHA-1.3.4 39 0 39 23 16 2 4 
WebCollab-
2.40 

49 0 49 31 18 4 7 

 

     Table 5.5 shows a summary of the total number of requests extracted for each of the 

programs, the number of GET and POST requests, the number of requests that retrieve 

(Ret.) information from program session or database, the number of requests that modify 

(Mod.) program session (e.g., logout) or database (e.g., add a project), and the average 

number of hidden and non-hidden parameters. We notice both GET and POST types of 

requests are present in the DotProject program. However, all the requests of LinPHA and 

WebCollab are of POST types. Moreover, in the DotProject program, many GET 

requests are used to modify program state (e.g., deleting an entity such as a file). In 

contrast, for the other two programs, we note that all the program modifications are 

performed by POST requests. 
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5.2.3 Experimental Setup and Results for Reflected CSRF  

To evaluate the attack detection effectiveness, we launch a program in a browser, 

perform login, enable the plug-in, launch attack test cases, and observe for any warning 

message related to attack by the plug-in. Then, we compute the false negative rate as 1- 

(# of detected attack by the plug-in / # of attack test case). We also compute the false 

positive rate simultaneously, which is the ratio of the number of false warning to the total 

number of legitimate requests. We perform the evaluation under three test modes for 

reflected CSRF attack detection that we discuss next before discussing the evaluation 

results.  

 

Window and No Form 

We keep a webpage of a program under test that has no input form (e.g., pages shown 

after successful logins). To emulate reflected CSRF attacks, all test scripts (or attack web 

pages) are placed in a separate web server. We visit attack web pages in a different 

window and observe whether the plug-in generates any warning or not.  

 

Window and Form Without Value 

In this mode, we traverse a program to reach a randomly chosen page having a form. We 

do not provide any input to form fields. Similar to the previous mode, we emulate 

reflected CSRF attacks by visiting the attack web pages from a different window.  

 

Window and Form With Value 

In this mode, we first visit pages that contain forms. Moreover, these pages provide the 

options to add, edit, or remove information. We provide inputs in the forms for the 

modification of related operations (e.g., add) that match with attack requests 

appropriately. Note that this test mode excludes all the retrieval related requests. 
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Table 5.6: Reflected CSRF Attack Detection Summary 

Program name Window and no 
form 

Window and form 
without value 

Window and form 
with value 

Ret. Mod. Ret. Mod. Ret. Mod. 
DotProject-2.1.2 35/35 11/11 35/35 11/11 N/A 11/11 
LinPHA-1.3.4 23/23 16/16 23/23 16/16 N/A 16/16 
WebCollab-2.40 31/31 18/18 31/31 18/18 N/A 18/18 

 

Results 

Table 5.6 shows the summary of the test attacks for the three programs. Columns 2-7 

show the detection result for the three test modes (window and no form, window and 

form without value, and window and form with value). For each test mode, we note that 

our approach generates warnings and stops all the attacks (denoted as x/y, where x is the 

number of attack test cases and y is the number of test cases detected) for program state 

retrieval (ret.) and modification (mod.) related URLs. Moreover, no false warning 

message is observed for all the test modes while visiting web pages with legitimate 

requests.  

5.2.4 Experimental Setup and Results for Stored CSRF  

To evaluate the detection effectiveness for stored CSRF attacks, we inject attack payloads 

in vulnerable programs. To do so, we first visit the pages that have forms. We examine 

server-side scripts and remove input filtering related APIs so that the injected payloads 

are not checked for XSS. Note that we could have injected attack payload for the reported 

XSS vulnerabilities from Open Source Vulnerability Database (OSVDB). However, we 

notice that by doing so we cannot emulate all the three test modes for stored CSRF 

attacks. We visit the related web pages that contain and execute the injected payloads. 

During our evaluation, we enable the tool after logging a program. We then observe 

whether the tool generates any warning or not. We now discuss the three mode of 

evaluation for stored CSRF attacks before we discuss the evaluation results. 
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Window and No Form 

This mode represents a page downloaded from a website that contains no form. At the 

same time an injected payload gets executed (i.e., an attack request is launched) during 

the page loading. We observe that for all the three programs, such pages can be found.  

 

Window and Form Without Value 

In this mode, we visit a page that contains form and attack payloads are executed during 

page loading. Few program operations match with this requirement such as adding a 

project or a user. Thus, only a subset of program modification related test cases is applied 

in this test mode for all the three programs. Note that this test mode excludes all the 

retrieval related requests for all the programs. 

 

Window and Form With Value 

This mode is similar to the previous mode, except we provide similar inputs in the forms 

that match with attack query strings. We also inject an input button as part of an attack 

payload (i.e., onclick event handler launches an attack request). This setup allows us to 

fill up forms before triggering attack requests. 

 

Results 

Columns 2-7 of Table 5.7 show attack detection summary for the requests related to 

program state retrieval (ret.) and modifications (mod.) for all the three programs under 

the three test modes. Similar to the reflected CSRF attack requests, we observe that our 

approach successfully detects all stored CSRF requests for the three test modes. 

Moreover, none of the warning is related to false positive warnings for all test modes. 
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Thus, we can conclude that the notion of visibility and content checking can be an 

effective CSRF attack detection technique at the browser. 

Table 5.7: Stored CSRF Attack Detection Summary 

Program name Window and no form Window and form 
without value 

Window and form 
with value 

Ret. Mod. Ret. Mod. Ret. Mod. 
DotProject-2.1.2 33/33 11/11 N/A 6/6 N/A 6/6 
LinPHA-1.3.4 23/23 16/16 N/A 5/5 N/A 5/5 
WebCollab-2.40 31/31 18/18 N/A 7/7 N/A 7/7 

 

5.3 Summary 

In this chapter, we describe the detection of CSRF attacks based on the notion of 

visibility and content checking of suspected requests. We intercept suspected requests 

containing parameters and values and relate them with one of the visible forms and the 

corresponding fields and values, present in an open window. If there is an exact match, 

the original suspected request is considered benign, launched to the remote website, and 

the actual content type is matched with the expected content type. Any mismatch between 

requested attribute values or content type results in a warning. We implement a prototype 

Firefox plug-in tool and evaluated our approach for three real-world PHP programs 

vulnerable to both CSRF and XSS attacks. The experimental results show that the 

approach suffers from zero false positive and negative rates. In the next chapter, we 

present our proposed client-side approach for detecting phishing attacks.  
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Chapter 6 

Phishing Attack Detection  

We detect phishing websites based on a testing approach. Traditionally, testing is 

intended to compare an actual output with the expected output for a given input under the 

assumption that inputs and (or) expected outputs are known in advance. Most of the 

existing work addresses achieving program code coverage and fault detection capabilities 

of test suites when the assumptions hold true [113, 114]. However, there exist unique 

circumstances where the inputs or expected outputs are not known in advance. Testing is 

challenging for these “non-testable” programs [37].  

     In testing literature, a number of papers address these situations through 

trustworthiness testing of programs instead of testing program correctness (i.e., providing 

known inputs and matching with known outputs) [16, 31, 32]. Here, trustworthiness 

testing assesses whether program outputs conform to desired behavior or not. The 

checking can be used as a basis to conclude whether a program is implemented based on 

what it is intended to perform. 

     Unfortunately, testing of a suspected phishing website is a challenging task. First, we 

have no clue on the expected response of a form submission unless we provide inputs to a 

website. Second, due to the lack of specification or program code, we do not know what 

should be test coverage criteria to detect phishing or legitimate websites. We believe that 

these features of suspected phishing websites match with the notion of trustworthiness 

testing. Thus, we are motivated to address the testing of suspected websites through 

trustworthiness testing. Our objective is not to test suspected websites with known and 

valid inputs to verify expected outputs. Rather, we test websites with random inputs 

whether the behavior of suspected websites match with known symptoms of phishing or 

legitimate websites. The process can assist a tester to decide whether a suspected website 
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is phishing or legitimate. Nevertheless, two major subsequent issues still remain: (i) how 

can we match observed behaviors with known behaviors? (ii) what features of website 

behaviors (responses) should we consider as the basis of conclusion that a suspected 

website is either phishing or legitimate?  

     We apply the trustworthiness testing of suspected phishing websites to answer these 

issues. We first develop a Finite State Machine (FSM) model based on known phishing 

and legitimate website behaviors. The model is developed in a manner so that it can 

distinguish between phishing and legitimate websites with respect to form submissions 

with random inputs. We then develop a number of heuristics based on the FSM model 

states as well as response page features (e.g., presence of a common form that has been 

submitted before, display of supplied inputs in response pages). We also develop a set of 

heuristic combinations that captures the most up-to-date behaviors of suspected websites. 

These combinations can be used to test both phishing and legitimate websites. If no 

known combination of heuristic is satisfied, a manual checking is required for the final 

decision. Note that heuristics and heuristic combinations are dynamically determined, and 

they cannot be compared to the meaning of traditional test coverage criteria. 

     This chapter is organized as follows. In section 6.1, we describe the proposed behavior 

model along with the developed heuristics. Section 6.2 discusses the implementation and 

evaluation results of our approach. Finally, Section 6.3 summarizes the chapter. 

6.1  Website’s Behavior Model and Testing 

We first introduce the proposed behavior model of web-based programs (or websites) in 

Section 6.1.1. We then define some heuristic criteria to verify phishing and legitimate 

websites in Sections 6.1.2-6.1.4. Section 6.1.5 shows a relationship between a number of 

phishing attack types and the heuristics. 
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6.1.1 Behavior Model 

We apply Finite State Machine (FSM) notion to describe a program’s behavior. We 

develop it based on known symptoms of phishing and legitimate websites with respect to 

form submissions with random inputs. We first describe the assumptions of the FSM. A 

phishing website often contains pages that may have forms. However, if a page does not 

contain any form, it might have HTML elements such as buttons, which allows reaching 

another page containing a form. Submitting a form requires not only filling data, but also 

clicking a button to post the form. Any information provided through a form as part of a 

phishing attack is usually accepted. 

 

 

Figure 6.1: FSM Model Representing Behaviors of Phishing and Legitimate 

Websites 

     The FSM is denoted by <S, s0, I, δ, F>, where S is a finite set of states, s0 is the initial 

state, I is a finite set of inputs, δ is the state transition function, and F is a set of final 
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states. Figure 6.1 shows the state transition diagram of the FSM model that contains the 

states from s0 to s10. s0 is the initial state. If a downloaded page from a given URL 

contains no form, then the next state is considered as s1. However, if the downloaded 

page contains a form, then the next state is considered as s2. F is the final state which 

belongs to {s3, s4, s6, s7, s8, s9, s10}. Here, a state implies a web page rendered by the 

browser. To avoid the state explosion problem, we consider the content of a web page as 

a single state. 

     We denote inputs of the FSM as a pair of requests (denoted as x0 to x2) and 

corresponding responses (denoted as y1 to y9), which are discussed in details in the 

following paragraphs. A website is phishing or legitimate, if it can reach from an initial 

state to one of the final states. Some of the final states are legitimate (s4, s6, s9), whereas 

some of the final states are phishing (s3, s7, s8, s10). Infeasible states are not included in 

the figure. 

      A state transition occurs for a given request and the corresponding response. A 

transition is labeled as <request, response> pair in the figure. For example, <x1, y1> 

implies that given the request x1, the response is y1. We summarize interesting requests 

and responses in Table 6.1. There are three kinds of requests: a page downloaded from an 

initial URL (symbol i), a button click (symbol c) which might generate a new page 

(denoted as x1), and a form submission that comprises of filling data form (symbol d) and 

clicking a button (denoted as x2). We describe eight interesting response features that 

differentiate between phishing and legitimate websites. We identify these features by 

examining real-world phishing [115] and legitimate [122] websites. The features are 

described as follows:  

(i) f: It indicates that an input form is present in a downloaded page.  

(ii) e: An error message is present in a page, which is due to a form submission. 

(iii) s: A downloaded page contains different SSL signature attributes (e.g., issuer and 

expiry date) compared to the previous page. 
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Table 6.1: List of Requests and Responses 

Name Symbol Description 
x0 i Web page downloaded from an initial URL. 
x1 c Button click. 
x2 d, c Form filling and button click. 
y1 !f, !e, !(s, r, p), 

!Emax, !Fmax, !t 
No form, no error message, no occurrence of certificate attribute change, 
redirection, or posting information to third party, # of error message is not 
maximum, # of form submission is not maximum, input is not present in 
the response.  

y2 f, !e, !(s, r, p), 
!Emax, !Fmax, !t 

Form present, no error message, no occurrence of certificate attribute 
change, redirection, or posting information to third party, # of error 
message is not maximum, # of form submission is not maximum, input is 
not present in the response. 

y3 f, e, !(s, r, p), 
Emax, !Fmax, !t 

Form present, error message, no occurrence of certificate attribute change, 
redirection, or posting information to third party, # of error message is 
maximum, # of form submission is not maximum, input is not present in 
the response. 

y4 !f, !e, (s, r, p), 
!Emax, !Fmax, !t 

No form, no error message, occurrence of certificate attribute change, 
redirection, or posting information to third party, # of error message is not 
maximum, # of form submission is not maximum, input is not present in 
the response. 

y5 !f, !e, !(s, r, p), 
!Emax, !Fmax, t 

No form, no error message, no occurrence of certificate attribute change, 
redirection, or posting information to third party, # of error message is not 
maximum, # of form submission is not maximum, input is present in the 
response. 

y6 f, !e, !(s, r, p), 
!Emax,, Fmax, !t 

Form present, no error message, no occurrence of certificate attribute 
change, redirection, or posting information to third party, # of error 
message is not maximum, # of form submission is maximum, input is not 
present in the response. 

y7 f, !e, !(s, r, p), 
!Emax,, !Fmax, t 

Form present, no error message, no occurrence of certificate attribute 
change, redirection, or posting information to third party, # of error 
message is not maximum, # of form submission is not maximum, input is 
present in the response. 

y8 f, !e, (s, r, p), 
!Emax,, !Fmax, !t 

Form present, no error message, occurrence of certificate attribute change, 
redirection, or posting information to third party, # of error message is not 
maximum, # of form submission is not maximum, input is not present in 
the response. 

y9 f, e, !(s, r, p), 
!Emax,, !Fmax, !t 

Form present, error message, no occurrence of certificate attribute change, 
redirection, or posting information to third party, # of error message is not 
maximum, # of form submission is not maximum, input is not present in 
the response. 
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(iv) r: It indicates that a page is downloaded due to a redirection from the previous page. 

Moreover, in the new page there is no hyperlink to visit to the previous suspected 

domain.  

(v) p: This feature indicates that information supplied to a form is submitted to a different 

domain (or third party) with respect to the current suspected domain. 

(vi) Emax: A form submission might result in an error message provided that the supplied 

inputs are random. Legitimate websites allow a limited number of attempts for submitting 

wrong credentials. Thus, we choose a limit on error message count (three) due to the 

form submission. 

(vii) Fmax: The maximum number of form to be submitted for performing a functionality 

is finite for a legitimate website. In contrast, a phishing website might be designed to 

repeat the submission of the same form(s) by a victim. Thus, we choose a maximum limit 

on the number of form submission for a suspected website which can be set to 6. 

(viii) t: A phishing website usually does not replay any supplied input in a response page 

(e.g., user id or email). In contrast, a legitimate website often shows the supplied inputs 

(e.g., a greeting message with provided email or user id). This feature allows us to 

differentiate between a legitimate and a phishing website. 

     For simplicity, we group s, r, and p as one observation, which is denoted as (s, r, p). 

This also means that a change of any of these features is treated as one observation to 

identify a website to be phishing. !(s, r, p) indicates that there is no occurrence of changes 

of the corresponding features in a response. Here, the symbol ! represents that a feature is 

not present in a page. For example, !f indicates that there is no form present. Thus, we 

might observe a possible of 64 possible responses with respect to the features. However, 

in Figure 6.1, we only use nine interesting responses (denoted as y1-y9). The rest of the 

combinations (e.g., f, e, (s, r, p), Emax, Fmax, t) are either infeasible or not related to attack 

cases and we do not include them in the FSM. 
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     The model provides us the flexibility to detect phishing websites that might steal 

information through an arbitrary number of pages containing forms and employ various 

types of form generation techniques (e.g., non XSS-based, XSS-based). A phishing 

website might follow only a subset of the diagram. Moreover, the model differentiates 

between phishing and legitimate websites. We apply an offline analysis approach to 

navigate and download all the accessible pages by submitting random inputs and observe 

interesting responses. To facilitate testing, we check several heuristics based on the 

model to identify whether a website is phishing or legitimate. We first develop some 

heuristics based on the states of FSM which are discussed next. 

6.1.2 State-based Heuristics and Their Limitations 

We define three state-based heuristics based on the FSM model. They are no loop, single 

loop, and multiple loops. In the remaining of this sub-section, we first introduce them 

followed by the discussion on their limitations to distinguish between phishing and 

legitimate websites. 

 

No Loop (H1)  

If a website traverses more than one state, it indicates that the website is phishing or 

legitimate. For example, if a website reaches the state sequence (s0, s1, s2, s3) in Figure 

6.1, it indicates a phishing attack that contains two pages. The second page has the form, 

whereas the first page contains no form. In contrast, a website having the state sequence 

(s0, s1, s2) indicates a legitimate website.  

 

Single Loop (H2)  

If requests and the corresponding responses result in a website to remain the same state 

more than once, a loop is formed. A test case having a loop with respect to a state can 

represent either a phishing or a legitimate website. For example, a website might traverse 
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the state sequence s0, s1, s2, s2, and s3. Thus, it forms a loop around s2. Note that satisfying 

a single loop heuristic might not always indicate that a website is phishing. For example, 

a loop around state s5 (e.g., s0, s2, s5, s5) indicates that the website is legitimate. In this 

case, the maximum number of error message heuristic (described later in this section) 

also needs to be satisfied. Note that the transition from s2 to s5 relates to a form 

submission response page that contains an error message related to the previous form 

submission. s5 is an intermediate state that intends to capture legitimate websites which 

do not accept random inputs. 

 

Multiple Loops (H3)  

If requests and the corresponding responses result in the formation of more than one loop, 

then multiple loops heuristic is satisfied. The heuristic might reveal advanced attacks that 

might force a victim to go through several pages where some pages may not contain 

forms. For example, the state sequence s0, s1, s1, s2, s2, and s8 represent a phishing attack 

having loops at states s1 and s2.  

     We now show that solely depending on state-based heuristics for testing suspected 

phishing websites with random inputs might result in false positive (i.e., a legitimate 

website is identified as phishing) or negative (i.e., a phishing website is identified as 

legitimate) conclusions. To demonstrate, we consider two most common functionalities 

namely “login” and “registration” that are present in legitimate websites. These 

functionalities are mimicked by most of the phishing websites. We assume that these 

functionalities require one or more form submissions, respectively. Note that our 

discussion is applicable for other common functionalities such as “update” and “delete”.  

     Let us assume that a registration requires visiting two web pages, whereas the login 

requires visiting one webpage only. We also assume that a website generate a response 

page that may or may not contain a form. Based on these, we identify ten examples of 
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performing these functionalities and observation of response pages. We denote these 

examples as test scenarios.  

Table 6.2: Functionalities and Example Test Scenarios 

Functionality Example Scenario Description 
 
 
 
 
 
 
 
Registration 

1 ph -> ph  
(no form) 

Registration data is provided to a phishing website, the 
response page has no form and resides in the same 
website. 

2 ph -> ph (form) Registration data is provided to a phishing website, the 
response page has a form and resides in the same 
website. 

3 ph -> re 
(no form) 

Registration data is provided to a phishing website and 
the response page has no form and resides in a 
legitimate website. 

4 ph -> re 
(form) 

Registration data is provided to a phishing website and 
the response page has a form and resides in a 
legitimate website. 

5 re -> re 
(no form) 

Registration data is provided to a legitimate website, 
the final response page contains no form and resides in 
the same website. 

 
 
 
 
 
 
Login 

6 ph -> ph 
(no form) 

Login data is provided to a phishing website, the 
response page has no form and resides in the same 
website. 

7 ph -> ph 
(form) 

Login data is provided to a phishing website, the 
response page has a form and resides in the same 
website. 

8 ph -> re 
(no form) 

Login data is provided to a phishing website, and the 
response page has no form and resides in a legitimate 
website. 

9 ph -> re 
(form) 

Login data is provided to a phishing website, and the 
response page has a form and resides in a legitimate 
website. 

10 re -> re 
(form) 

Login data is provided to a legitimate website, the 
final response has a form and resides in the same 
website. 

 

     The third and fourth columns of Table 6.2 show test scenarios and corresponding 

descriptions for these functionalities. For example, in the first row, a phishing website 

(denoted as ph) gathers information for registration purpose, and at the end of 
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information collection, a victim remains in the same phishing website. Moreover, the 

response page has no form. We denote this testing scenario as ph-> ph (no form). 

However, in the second row (ph-> ph (form)), a victim observes a response page that has 

a form and is downloaded from the same phishing website after a successful attack. 

Similarly, in the third row, we use the notation ph-> re (form) to represent an attack 

scenario where a phishing website grabs information and generates a response page that 

contains a form. Moreover, the page is downloaded from a legitimate (denoted as re) 

website. 

Table 6.3: Test Scenarios and State-based Heuristics 

Functionality Example Scenario State sequence State-based heuristic
 
 
Registration 

1 ph -> ph (no form) s0, s2
+, s10 H1, H2 

2 ph -> ph (form) s0, s2
+, s7 H1, H2 

3 ph -> re (no form) s0, s2
+, s8 H1, H2 

4 ph -> re (form) s0, s2
+, s3 H1, H2 

5 re -> re (no form) s0, s2
+, s4 H1, H2 

 
Login 

6 ph -> ph (no form) s0, s2, s10 H1 
7 ph -> ph (form) s0, s2

+, s7 H1, H2 
8 ph -> re (no form) s0, s2, s8 H1 
9 ph -> re (form) s0, s2, s3 H1 
10 re -> re (form) s0, s2, s5

+, s6 H1, H2 
 

     Table 6.3 shows examples of state sequences (based on Figure 6.1) for these 

functionalities and corresponding satisfied state-based heuristics. For example, in the 

third row, the registration information collection in a phishing website followed by 

redirecting a victim to a legitimate website containing no form results in the state 

sequence s0, s2
+, s8. Here, s2 creates a loop, and the resulting state sequence satisfies the 

single loop heuristic. Thus, the state sequence satisfies both H1 and H2 criteria. Let us 

assume that satisfying H1 and H2 implies that a website is phishing. Unfortunately, this 

would result in false positive conclusions for legitimate websites (Examples 5 and 10). 

On the other hand, if we decide that satisfying H1 and H2 indicates a website is 

legitimate, the testing would suffer from false negative conclusions. In that case, many 



 

 

103 

 

phishing websites cannot be detected (Example 1). Thus, it is obvious that state-based 

heuristics are not enough to precisely testing phishing and legitimate websites. This 

motivates us to develop additional heuristics that are based on form submission responses 

and form features to reduce false positives and negatives. We discuss these heuristics and 

their application to develop a number of heuristic combinations in Subsections 6.1.3 and 

6.1.4, respectively. 

6.1.3 Response and Form-based Heuristics 

We define heuristics that are related to the response of form submissions and the features 

of input forms for both login and registration functionalities. We define three heuristics 

that relate the response of form submissions. These include maximum number of form 

submissions, maximum number of error messages, and the presence of any supplied 

input. We also define two form feature-based heuristics namely no form and common 

form. We discuss the five heuristics below. 

 

Maximum Number of Form Submissions (H4)  

A website can provide login functionalities that can accept either random or legitimate 

inputs. In any case, a legitimate website often provides a limited number of form 

submissions. In contrast, a phishing website might be designed to accept unlimited 

number of form submissions. Thus, we need a heuristic that checks the maximum number 

of form submission during testing (H4). If a website exceeds the maximum number of 

form submissions with random inputs during testing, it is most likely to be a phishing 

website as opposed to a legitimate site. We consider the maximum number of form 

submission value as six in this work. 
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Maximum Number of Error Messages (H5)  

Phishing websites rarely verify the provided information for login functionality. On the 

other hand, a legitimate website rejects random inputs and generates an error messages in 

response pages. Moreover, a legitimate website might block a user for providing further 

random inputs. This observation leads to the development of a heuristic based on the 

maximum number of error messages observed during form submissions. If providing 

random inputs result in the maximum number of error messages, it indicates that a 

website is likely to be a legitimate one as opposed to a phishing one. We consider the 

maximum number of error message as three. 

 

Presence of Any Supplied Input (H6)  

This criterion is satisfied, if the response of a form submission contains part of the 

random inputs that are provided. A legitimate website often greets a user after a 

successful login or registration with the supplied name, user id, or email. On the other 

hand, a phishing website does not generate a response page that contains the supplied 

inputs. This observation motivates us to define a heuristic based on the presence of 

supplied inputs in a response page. 

  

No Form (H7)  

It is one of the two form feature-based heuristics. This heuristic criterion checks whether 

a form submission results in a page that has no input form (or no hyperlink to proceed 

further). In other words, there is no way to proceed further from the response page. Note 

that if a response page is non-existent, we consider it as an example of no form (i.e., the 

heuristic is satisfied). This feature is useful to detect phishing websites that result in 

response pages with no further forms to perform functionalities. 
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Common Form (H8)  

It is a form feature-based heuristic. This criterion is satisfied, if a form submitted with 

random inputs matches with any of the previously submitted forms. Two forms are 

considered as common form, if their field names and types are similar. 

6.1.4 Heuristic Combinations  

Table 6.4 shows the mapping of test scenarios (discussed in Table 6.2), state, form 

submission response, and form-based heuristics. We observe that using state, response, 

and form-based heuristics allow us to distinguish all the phishing websites from 

legitimate websites. Moreover, specific combinations of heuristics can be identified from 

the table. For example, a legitimate website can be detected by checking two different 

combinations of heuristics: (i) H1, H2, H6, and H7, or (ii) H1, H2, H5, and H8. On the 

other hand, if a website behavior satisfies H1, H2, and H7 (the first row), then it can be 

concluded as phishing. 

Table 6.4: Test Scenarios, State and Response-based Heuristics 

Functionality No Scenario State sequence State Response Form 
 
 
 
Registration 

1 ph -> ph (no form) s0, s2
+, s10 H1, H2  H7 

2 ph -> ph (form) s0, s2
+, s7 H1, H2 H4 H8 

3 ph -> re (no form) s0, s2
+, s8 H1, H2  H7 

4 ph -> re (form) s0, s2
+, s3 H1, H2  H8 

5 re -> re (no form) s0, s2
+, s4 H1, H2 H6 H7 

 
 
Login 

6 ph -> ph (no form) s0, s2, s10 H1  H7 
7 ph -> ph (form) s0, s2

+, s7 H1, H2 H4 H8 
8 ph -> re (no form) s0, s2, s8 H1  H7 
9 ph -> re (form) s0, s2, s3 H1  H8 
10 re -> re (form) s0, s2, s5

+, s6 H1, H2 H5 H8 
 

     Table 6.5 shows the summary of the combinations of heuristics that need to be 

satisfied to detect a website as phishing or legitimate. Note that we ignore the presence of 

a form in the response page after an attack. The first row (ph-> ph) shows that three 
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combinations of heuristics can be tested for detecting phishing websites where after an 

attack a victim resides in phishing websites. Similarly, for ph->re and re-> re, we 

identify four and two combinations of heuristics, respectively. The third column of Table 

6.5 shows the derived generalized heuristic combinations. Here, we eliminate the 

duplicate combination of heuristics that are present in the test scenarios of ph->ph and 

ph->re (e.g., H1, H2, and H6). 

Table 6.5: Test Scenarios and Heuristic Combinations 

Scenario Heuristic combination Generalized heuristic combination 

ph -> ph H1, H2, H7  
H1, H2, H4, H8 
H1, H7 

C1: {H1, H2, H3}, H7 
C2: {H1, H2, H3}, H8 
C3: {H1, H2, H3}, H4, H8 

ph -> re H1, H2, H7 
H1, H2, H8 
H1, H7 
H1, H8 

re -> re H1, H2, H6, H7 
H1, H2, H5, H8 

C4: {H1, H2, H3}, H6 
C5: {H1, H2, H3}, H6, H7 
C6: {H1, H2, H3}, H6, H8 
C7: {H1, H2, H3}, H5, H8 

 

    Since we have not considered H3 in testing scenarios, we can generalize state-based 

heuristics by the notation {H1, H2, H3}. This implies that a website might satisfy one or 

more state-based heuristics. However, the form submission response-based heuristics are 

specific towards phishing (H4) and legitimate websites (H5 and H6). Moreover, form 

feature-based heuristics are satisfied in combination of state and specific response-based 

heuristics. These lead to the development of three (denoted as C1-C3) and four general 

heuristic combinations (denoted as C4-C7) to test phishing and legitimate websites, 

respectively. The other combination of heuristics (e.g., {H1, H2, H3}, H5, H6 for testing 

legitimate websites) are not meaningful or invalid based on the assumptions. 

     A tester can track the heuristic combinations while testing suspected websites and 

decide if a website is phishing or legitimate. Another advantage of having heuristic 
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combination-based detection is that phishing attacks mounted on top of XSS-based forms 

satisfy the identified heuristic combination. However, if a website does not satisfy any of 

the combinations of heuristics, then a manual checking is required to decide further. This 

would be possible, if a website violates any of the assumption behind the FSM-based 

behavior model. 

6.1.5 Relationship Between Attacks and Heuristic Combinations 

In this section, we describe how FSM-based heuristics can be applied to discover 

phishing attacks. A summary of some example attack types and corresponding heuristics 

(state, response, and form) is shown in Table 6.6. We divide phishing attack types into 

eight categories (a1 to a8). 

(i) Redirecting to legitimate website (a1): Most phishing attacks redirect users to 

legitimate websites after collecting personal information. More interestingly, this happens 

in the same browser window where a victim opens the phishing site. The state (H1, H2, 

or H3) and form-based (H7 or H8) heuristics can detect the attack.  

Table 6.6: Phishing Attack Types and Heuristics 

Name Attack type State Response Form 
a1 Redirecting to a legitimate website H1, H2, H3 N/A H7/H8
a2 SSL-based attack  H1, H2, H3 N/A H7/H8
a3 Information sent to third party H1, H2, H3 N/A H7/H8
a4 No form in the beginning H1, H2, H3 N/A H7/H8
a5 Variable error message H1, H2, H3 N/A H7/H8
a6 Similar form pattern H1, H2, H3 H4 H8 
a7 Isolated page H1, H2, H3 N/A H7 
a8 Non-existent page H1, H2, H3 N/A H7 

 

(ii) Secure Sockets Layer (SSL)-based attack (a2): Most phishing sites do not employ 

any SSL certificate-based communication. However, phishing sites might redirect users 

to legitimate websites having SSL certificates (e.g., Ebay and Paypal). Thus, state (H1, 

H2, or H3) and form-based (H7 or H8) heuristics can detect the attack. Note that for a1 
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attack type, we assume that both phishing and legitimate sites have no SSL certificate-

based encryption mechanism employed.  

(iii) Information sent to third party (a3): A phishing website might collect information 

and send it to a different domain to avoid user suspicion. In this case, a phisher’s data 

repository remains in a different location from the site where web pages are located. 

Often an email address is used instead of a domain. Thus, state (H1, H2, or H3) and 

form-based (H7 or H8) heuristics allow discovering the attack. 

(iv) No form in the beginning (a4): To circumvent heuristics for detecting phishing web 

pages, a phisher might develop a website where the first page contains no form. 

However, it is common to have a button and clicking the button generates a new page 

that may contain an HTML form. In other words, phishers might try to position the form 

page further than usual to avoid anti-phishing tools. This attack type can be discovered by 

state (H1, H2, or H3) and form-based (H7 or H8) heuristic criteria.  

(v) Variable error message (a5): As phishing websites cannot validate submitted 

information, a typical mechanism employed by a phisher is to generate an error message 

regardless of inputs to confuse victims so that victims become more careful in providing 

right information. If the form is submitted with another random input, then the previous 

error message disappears. In contrast, a legitimate site might show similar error message 

with random input submission and might log the IP address of a user to block submitting 

further information. Thus, any attack related to variable error message can be detected 

with state (H1, H2, or H3) and form-based (H7 or H8) criteria.  

(vi) Similar form pattern (a6): An attack might result in generation of one or more input 

forms cyclically to users without any error message while submitting those forms. Thus, 

a user might experience in feeding information to the same form repeatedly. The attack 

can be detected by state (H1, H2, or H3), response (H4), and form-based (H8) criteria.  
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(vii) Isolated page (a7): An attack might grab user information and generate a page, 

which has no more hyperlink to visit another page. It can be detected by state (H1, H2, or 

H3) and form-based (H7) criteria. 

(viii) Non-existent page (a8): A form submission might result in an error message in the 

browser due to a non-existent page. This is common when a phishing site fails to redirect 

a victim to a legitimate site. The attack can be detected by state (H1, H2, or H3) and 

form-based (H7) criteria.  

6.2 Experimental Evaluation  

Given a URL of a website, we need to decide whether it is phishing or legitimate. The 

testing could be performed by leveraging a crawler which can download static pages. The 

HTML code is scanned for the presence of form or clickable buttons. However, crawlers 

have limitations when comes to form submission with random inputs as well as 

discovering clickable elements that might generate new pages. Thus, we implement a 

prototype tool in Java named PhishTester to download pages from URLs, analyze 

HTML code to identify form fields, construct URLs corresponding to form submissions, 

and fetch subsequent pages. While doing so, the response features are observed by 

analyzing HTTP responses (e.g., status code) and contents of new pages (e.g., analyzing 

META tags to identify the URL of the redirected website). To analyze HTML pages, we 

employ the Jericho HTML parser [20] that provides necessary APIs for Java. The 

submitted inputs are drawn from a test suite repository which contains random inputs of 

different types such as name, address, and date of birth. We also gather inputs 

corresponding to bank information for the testing purpose [108] that include random 

credit card numbers, expiry dates of credit cards, pin numbers, bank account numbers etc. 

     We perform experiments to identify two issues: (1) How well the proposed approach 

can detect phishing websites (i.e., evaluation of false negative rate)? (2) Can the approach 

distinguish between phishing and legitimate websites (i.e., evaluation of false positive 
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rate)? and (3) Does the approach perform better or worse compared to other anti-phishing 

tools? We provide the details of these three evaluations in Subsections 6.2.1-6.2.3. 

6.2.1 Evaluation of False Negative Rate  

We show the effectiveness of our approach by testing the reported URLs of PhishTank 

[115], which is free and widely used data source among anti-phishing researchers [29, 35, 

67, 77, 116, 117]. One important point about the PhishTank data is that they are reported 

by volunteers. Thus, it might be possible that some reported sites are actually not 

phishing. To avoid any confusion, we only evaluate the sites that are confirmed as 

phishing. Moreover, some reported URLs are not accessible at a later time as these 

websites are taken down by the administrators. Thus, we test the URLs that are accessible 

at the time of the evaluation. 

     We chose 33 phishing URLs during the last week of July of 2010. Note that there are 

actually more than 33 URLs that have been reported to be phishing during this time 

period. Since we are interested to examine unique phishing websites, it prevents us 

including a large portion of the reported URLs. Many reported URLs are actually just one 

unique program or website (e.g., a common set of web pages). However, they are hosted 

in different domains and hence, different URLs are reported in the PhishTank repository. 

We randomly consider one URL when multiple URLs represent the same website 

(program). Nevertheless, the chosen websites might not be complete as we sometimes 

found websites inaccessible (i.e., taken down by a website administrator). 

     Our chosen URLs belong to 26 organizations whose names and business types are 

shown in the first and second columns of Table 6.7. These include renowned banks such 

as Bank of America, HSBC, and Abbey, as well as e-commerce-based organizations such 

as Ebay and Paypal. Several websites are implemented in the languages other than 

English such as French and German. The third and fourth columns of Table 6.7 show the 

number of websites mimicking login and registration functionalities, respectively. We 
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note that most phishing websites collect registration (e.g., personal profile, banking 

profile) related information as opposed to login information. 

Table 6.7: Summary Characteristics of Phishing Websites 

Name Type Login Registration 
Abbey Bank (Santander) Bank 1 0 
ABN AMRO Bank 0 1 
Alliance & Leicester Bank 0 1 
ASB Bank NewZealand Bank 0 1 
Bank of America Bank 0 1 
BattleNet Game 0 1 
BBVA Net Office Bank 1 0 
Chase Bank 1 1 
Citi Bank Bank 0 1 
Ebay Ecommerce 1 0 
Halifax Bank Bank 0 1 
Hotmail Email 1 0 
HSBC Bank 0 1 
ING Direct Bank 0 1 
Internal Revenue Service (IRS) Tax 0 1 
KeyBank Bank 0 1 
Lloyds TSB Bank 0 1 
Mashreq Bank 0 1 
National City Bank 0 2 
NatWest Bank Bank 0 1 
Northern Trust Bank 0 1 
Paypal Ecommerce 2 4 
Royal Bank of Scotland (RBS) Bank 0 1 
USAA Bank 0 1 
Wells Fargo Bank 0 1 
WT Direct Bank 1 0 

Total 8 25 
 

     Table 6.8 shows the evaluation results of suspected phishing websites. The second and 

third columns show the total number of phishing websites that are tested with random 

inputs and the number of websites that are detected as phishing, respectively. Our 

approach detects all the 33 suspected websites as phishing (i.e., zero false negative rates). 
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Table 6.8: Evaluation Results of Phishing Websites 

Name # of website 
tested 

# of website 
detected 

ph->ph 
(no form)

ph->ph 
(form) 

ph->re 
(no form)

ph->re 
(form)

Abbey Bank  1 1 0 0 1 0 
ABN AMRO 1 1 0 0 0 1 
Alliance & Leicester 1 1 1 0 0 0 
ASB Bank NewZealand 1 1 1 0 0 0 
Bank of America 1 1 0 1 0 0 
BattleNet 1 1 1 0 0 0 
BBVA Net Office 1 1 0 0 0 1 
Chase 2 2 0 1 0 1 
Citi Bank 1 1 0 0 0 1 
Ebay 1 1 0 1 0 0 
Halifax Bank 1 1 0 0 0 1 
Hotmail 1 1 0 1 0 0 
HSBC 1 1 0 0 0 1 
ING Direct 1 1 0 0 0 1 
IRS 1 1 0 0 1 0 
KeyBank 1 1 1 0 0 0 
Lloyds TSB 1 1 1 0 0 0 
Mashreq 1 1 0 0 0 1 
National City 2 2 1 0 1 0 
NatWest Bank 1 1 1 0 0 0 
Northern Trust 1 1 0 0 0 1 
Paypal 6 6 2 0 1 3 
RBS 1 1 0 0 1 0 
USAA 1 1 1 0 0 0 
Wells Fargo  1 1 1 0 0 0 
WT Direct 1 1 1 0 0 0 
Total 33 33 12 4 5 12 
 

     The fourth and fifth columns show the number of phishing websites that result in 

response pages with no form and forms after collecting information, respectively. Note 

that these response pages are generated from the same phishing websites. We observe 

that most of the phishing websites that allow victims to stay in the same website generate 

response pages with no form after grabbing the information. The sixth and seventh 

columns show the number of phishing sites that result in response pages from legitimate 
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websites containing no form and forms, respectively. Most of the phishing websites that 

redirect victims to legitimate websites point to the web pages that contain forms. 

Table 6.9: Summary of Heuristics and Their Combinations 

Name H1 H2 H3 H4 H5 H6 H7 H8 C1 C2 C3 
Abbey Bank 1 0 0 0 0 0 1 0 1 0 0 
ABN AMRO 1 1 0 0 0 0 0 1 0 1 0 
Alliance & Leicester 1 1 0 0 0 0 1 0 1 0 0 
ASB Bank NewZealand 1 1 0 0 0 0 1 0 1 0 0 
Bank of America 1 1 0 1 0 0 0 1 0 0 1 
BattleNet 1 1 0 0 0 0 1 0 1 0 0 
BBVA Net Office 1 0 0 0 0 0 0 1 0 1 0 
Chase 2 1 0 1 0 0 0 2 0 1 1 
Citi Bank 1 1 0 0 0 0 0 1 0 1 0 
Ebay 1 1 0 1 0 0 0 1 0 0 1 
Halifax Bank 1 1 0 0 0 0 0 1 0 1 0 
Hotmail 1 1 0 1 0 0 0 1 0 0 1 
HSBC 1 1 0 0 0 0 0 1 0 1 0 
ING Direct 1 0 0 0 0 0 0 1 0 1 0 
IRS 1 1 0 0 0 0 1 0 1 0 0 
KeyBank 1 1 0 0 0 0 1 0 1 0 0 
Lloyds TSB 1 1 0 0 0 0 1 0 1 0 0 
Mashreq 1 1 0 0 0 0 0 1 0 1 0 
National City 2 2 0 0 0 0 2 0 2 0 0 
NatWest Bank 1 1 0 0 0 0 1 0 1 0 0 
Northern Trust 1 0 0 0 0 0 0 1 0 1 0 
Paypal 6 4 1 0 0 0 2 4 2 4 0 
RBS 1 1 0 0 0 0 1 0 1 0 0 
USAA 1 1 0 0 0 0 1 0 1 0 0 
Wells Fargo 1 1 0 0 0 0 1 0 1 0 0 
WT Direct 1 0 0 0 0 0 1 0 1 0 0 
Average (%) 100 75.8 3.0 12.0 0 0 48.5 51.5 48.5 39.4 12.1

 

     Table 6.9 shows the heuristic summary for all the phishing websites. Columns 2-9 

show state (H1-H3), form submission response (H4-H6), and form-based (H7, H8) 

heuristics that are satisfied during testing. The last row of the table shows the average 

number of websites that satisfy each of the heuristics. We observe that most of the 

phishing websites satisfy no loop (H1) and single loop (H2) heuristics. Moreover, many 
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phishing websites satisfy no form (H7) and common form (H8) heuristics. In contrast, 

very few phishing websites satisfy multiple loops (H3) and the maximum number of form 

submission (H4) heuristics. No phishing websites satisfy the maximum number of error 

message heuristic (H5) or generate response pages with supplied inputs (i.e., heuristic H6 

is not satisfied). 

Table 6.10: Summary of Attack Types for Phishing Websites 

Name a1 a2 a4 a6 a7 a8 
Abbey Bank (Santander) 1 0 0 0 0 0 
ABN AMRO 1 1 0 0 0 0 
Alliance & Leicester 1 1 0 0 1 0 
ASB Bank NewZealand 0 0 0 0 0 1 
Bank of America 0 0 0 1 0 0 
BattleNet 0 0 0 0 1 0 
BBVA Net Office 1 1 0 0 0 0 
Chase 1 0 1 1 0 0 
Citi Bank 1 1 0 0 0 0 
Ebay 0 0 0 1 0 0 
Halifax Bank 1 1 0 0 0 0 
Hotmail 0 0 0 1 0 0 
HSBC 1 1 0 0 0 0 
ING Direct 1 1 1 0 0 0 
IRS 1 1 0 0 0 0 
KeyBank 0 0 0 0 1 0 
Lloyds TSB 0 0 0 0 0 1 
Mashreq 1 1 0 0 0 0 
National City 2 2 0 0 0 0 
NatWest Bank 0 0 0 0 1 0 
Northern Trust 1 1 0 0 0 0 
Paypal 5 5 0 0 0 1 
RBS(Royal Bank of Scotland) 0 0 0 0 1 0 
USAA 1 1 0 0 0 0 
Wells Fargo  0 0 1 0 1 0 
WT Direct 1 1 0 0 0 0 
Average (%) 63.6 57.8 9.1 12.1 18.2 9.1 

      

     The phishing websites that satisfy C1, C2, and C3 are shown in columns 10, 11, and 

12 respectively. The last row of the table shows the average number of websites that 



 

 

115 

 

satisfy these heuristic combinations. We observe that most phishing websites satisfy C1 

and C2. However, very few websites satisfy the C3 combination. Thus, we can conclude 

that C1, C2, and C3 can be applied to test phishing websites that mimic functionalities 

such as login and registration. 

     We map the phishing websites with attack types (a1-a8) that have been defined in 

Section 6.1.5. Table 6.10 shows attack type detection summary for the phishing websites. 

The last row shows the average number of phishing websites related to each attack type. 

From the last row, we observe that most phishing websites redirect victims to legitimate 

websites (a1) and SSL-base attacks are common (a2). Few phishing websites have the 

beginning pages with no form (a4) and some websites end up in pages that contain no 

further links to proceed forward (a7) or do not exist (a8). Moreover, many phishing 

websites are developed with only one form that is always provided to users even after 

providing random inputs (a6).  

6.2.2 Evaluation of False Positive Rate  

We now evaluate whether our approach can detect legitimate websites based on the 

proposed heuristic combination or not. We select 19 white listed websites that are most 

popular and widely visited by users. They are chosen based on the ranking of white listed 

websites from Alexa [122]. We choose the websites that provide both login and 

registration functionalities. The selected websites represent internet service provider, 

online shopping, email and file storage services, etc.  

     We show the summary of the evaluation for legitimate websites in Table 6.11 for 

login functionality. The first and second columns show the name and business type of the 

legitimate websites. Columns 3-10 show the heuristics that are satisfied by the legitimate 

websites while testing login functionalities with random inputs. We note that all the 

websites satisfy H1 (no loop), H2 (single loop), H5 (maximum # of error message), and 

H8 (common form) simultaneously. This also implies that C7 is satisfied by all the 

legitimate websites. However, none of the legitimate websites with login functionality 
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satisfy H3 (multiple loops), H4 (the maximum # of form submission), H6 (random inputs 

present in response pages), and H7 (no form). 

Table 6.11: Evaluation of Legitimate Websites for the Login Functionality 

Name  Type H1 H2 H3 H4 H5 H6 H7 H8 C4 C5 C6 C7
Amazon Online shopping 1 1 0 0 1 0 0 1 0 0 0 1 
AOL Internet  1 1 0 0 1 0 0 1 0 0 0 1 
BestBuy Electronic vendor 1 1 0 0 1 0 0 1 0 0 0 1 
Craigslist Classified ads 1 1 0 0 1 0 0 1 0 0 0 1 
Ebay Online shopping 1 1 0 0 1 0 0 1 0 0 0 1 
Flickr Picture gallery generator 1 1 0 0 1 0 0 1 0 0 0 1 
Future shop Ecommerce 1 1 0 0 1 0 0 1 0 0 0 1 
Gmail Email  1 1 0 0 1 0 0 1 0 0 0 1 
Hotmail Email  1 1 0 0 1 0 0 1 0 0 0 1 
Kijiji Classified ads 1 1 0 0 1 0 0 1 0 0 0 1 
Linked in Professional forum 1 1 0 0 1 0 0 1 0 0 0 1 
Megaupload File storage service 1 1 0 0 1 0 0 1 0 0 0 1 
Myspace Social network 1 1 0 0 1 0 0 1 0 0 0 1 
Paypal Ecommerce 1 1 0 0 1 0 0 1 0 0 0 1 
The Globe and Mail News 1 1 0 0 1 0 0 1 0 0 0 1 
Twitter Instant information 1 1 0 0 1 0 0 1 0 0 0 1 
Wordpress Online blog generator 1 1 0 0 1 0 0 1 0 0 0 1 
Yahoo Email  1 1 0 0 1 0 0 1 0 0 0 1 
Youtube Video  1 1 0 0 1 0 0 1 0 0 0 1 
Average (%) 100 100 0 0 100 0 0 100 0 0 0 100

 

     Table 6.12 shows the evaluation results of legitimate websites for registration 

functionalities. Columns 2-9 show the heuristics (H1-H8) that are satisfied for each of the 

websites. The last four columns show the four heuristic combinations (C4-C7) that are 

satisfied. The last row shows the average number of websites that satisfy each of the 

heuristics and their combinations. We observe that most of the legitimate websites satisfy 

H1, H2, H6, and H7 heuristics. Very few websites satisfy H3 and H8 heuristics. None of 

the websites satisfy H4 and H5 heuristics. Moreover, most of the legitimate websites 

satisfy C5. Several websites satisfy C4 and C6 combinations. However, none of the 

websites satisfy the C7 combination. 
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Table 6.12: Evaluation of Legitimate Websites for the Registration Functionality 

Name H1 H2 H3 H4 H5 H6 H7 H8 C4 C5 C6 C7
Amazon 1 1 0 0 0 1 1 0 0 1 0 0 
AOL 1 0 0 0 0 1 1 0 0 1 0 0 
BestBuy 1 0 0 0 0 1 1 0 0 1 0 0 
Craigslist 1 1 0 0 0 1 1 0 0 1 0 0 
Ebay 1 0 0 0 0 1 1 0 0 1 0 0 
Flickr 1 1 0 0 0 1 1 0 0 1 0 0 
Future shop 1 0 0 0 0 1 1 0 0 1 0 0 
Gmail 1 1 0 0 0 1 1 0 0 1 0 0 
Hotmail 1 0 0 0 0 1 1 0 0 1 0 0 
Kijiji 1 0 0 0 0 0 1 0 0 0 0 0 
Linked in 1 1 1 0 0 1 1 0 0 1 0 0 
Megaupload 1 0 0 0 0 1 0 1 0 0 1 0 
Myspace 1 1 0 0 0 1 1 0 0 1 0 0 
Paypal 1 1 0 0 0 1 1 0 0 1 0 0 
The Globe and Mail 1 0 0 0 0 1 1 0 0 1 0 0 
Twitter 1 0 0 0 0 0 1 0 1 0 0 0 
Wordpress 1 1 0 0 0 1 0 0 1 0 0 0 
Yahoo 1 1 0 0 0 1 1 0 0 1 0 0 
Youtube 1 1 0 0 0 1 1 0 0 1 0 0 
Average (%) 100 55 5 0 0 90 85 5 10 75 5 0 

 

      Based on the results, we can conclude that C4, C5, and C6 can be applied to test 

legitimate websites for registration related functionality. Moreover, C7 can be used to test 

a legitimate website for login related functionality. 

6.2.3 Comparative Evaluation  

Since we intend to validate our approach for detecting phishing attacks that might be 

launched through cross-site scripting (XSS)-based forms in trusted websites, we are 

motivated to perform a third evaluation. At the same time, we assess whether XSS-based 

phishing attacks are detected by some other anti-phishing tools or not. All of the phishing 

websites evaluated and discussed in Subsection 6.3.1 do not represent attacks that are due 

to the exploitation of XSS vulnerabilities. Thus, we choose the related benchmark 

programs and develop an experimental setup before performing the comparative 
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evaluation. In the remaining of this section, we first discuss XSS vulnerable programs 

that are used in the evaluation followed by the attack injection method. Then, we discuss 

the tools used for the comparative assessment followed by the obtained results.  

 

Vulnerable Programs and Attack Injection  

We choose three programs that are contain XSS vulnerabilities based on Open Source 

Vulnerability Databases [23]. The vulnerable programs are guestbook, blog, and message 

board. Table 6.13 shows some characteristics of the programs that include vulnerability 

ID and file name. All programs are implemented in PHP.  

Table 6.13: Characteristics of XSS Vulnerable Programs 

Name Type OSVDB ID Vulnerable file 
MaxGuestbook-0.9.3 A simple guestbook 50654 maxGuestbook.class.php
Insanely SimpleBlog-0.5 A simple user blog 38210 index.php 
MercuryBoard 1.1.5 A message board 41479 index.php 

 

     A simple form of phishing attack can be performed by injecting an HTML form 

(instead of writing non-malicious message to a blog or a guestbook) and asking a victim 

to provide information. We randomly choose a phishing (e.g., Hotmail) website and 

extract the HTML code related to input form. We then modify the form action URL to 

emulate an attacker controlled repository. The form target is modified to emulate 

different attack types (defined in Subsection 6.1.5). For example, a form submission 

results in redirecting to a legitimate website is considered the attack type a1. The form is 

injected by providing HTML code through inputs to these programs. We deploy all the 

vulnerable programs in an Apache web server (version 2.0). The server resides in a host 

running Windows XP. 
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Tools Chosen for Comparative Evaluation 

We evaluate PhishTester against heuristic-based tools for login functionality. The 

primary reason for choosing heuristic-based tools is that our testing approach is based on 

heuristics that are related to program behaviors. We choose two heuristic-based anti-

phishing tools: Netcraft [112] and SpoofGuard [34]. They are free to download and 

widely used. The Netcraft is chosen as it not only detects phishing attacks, but also 

prevents XSS attacks. We believe that the tool closely matches with the objective of our 

approach. The SpoofGuard tool is chosen as it is a representative tool for all the heuristic-

based phishing attack detection techniques. The NetCraft and SpoofGuard are installed in 

an IE browser and we do not modify the default settings of these tools after installation. 

Both tools generate warning dialogues, if a website is suspected as phishing.  

     We first train these tools by visiting a trusted web page (e.g., an email login page) and 

perform log in followed by log out functionalities. Next, we launch the IE browser and 

traverse the vulnerable programs to reach the pages displaying the injected messages. 

While enabling the NetCraft and SpoofGuard tools, we record if any of the tools detect 

the web page as phishing while submitting forms. We then provide the website URLs that 

render webpages generating injected forms, perform testing with the PhishTester, and 

observe the detection results.  

 

Evaluation Results 

Table 6.14 shows the comparison summary of the detection of attack types, where “Y” 

indicates that an attack injected page results in a warning, and “N” implies that an attack 

injected page generates no warning. We observe that NetCraft cannot detect XSS attacks 

that transfer user name and password information to third parties (i.e., a3). Moreover, it 

cannot detect any of the other seven attacks. SpoofGuard detects phishing attacks based 

on heuristics and a predefined number of warning signs such as matching current URL 
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with previously visited URLs, presence of password field in HTML form, current image 

with previously visited sites image, and email referral. 

 

Table 6.14: Comparison of PhishTester with NetCraft and SpoofGuard 

Attack type NetCraft SpoofGuard PhishTester 
a1 N N Y 
a2 N N Y 
a3 N N Y 
a4 N N Y 
a5 N N Y 
a6 N N Y 
a7 N N Y 
a8 N N Y 

 

     We note that phishing techniques can easily skip these heuristics. We found that these 

tools do not warn, if a form is filled out and sent to an attacker server. In contrast, 

PhishTester discovers the websites suspected to be phishing. Therefore, PhishTester can 

detect advanced phishing attacks and play a complementary role, if it is used with the 

other anti-phishing techniques. 

6.3 Summary 

Testing of phishing websites is challenging due to uncertainty of website behaviors for 

random inputs and naturally fits well with the notion of trustworthiness testing. In this 

chapter, we develop a Finite State Machine-based program behavior model along with 

the heuristics criteria to distinguish between phishing and legitimate websites during 

testing with random inputs. We implement a prototype tool in Java. The approach has 

been evaluated with 33 unique phishing websites and 19 legitimate websites that belong 

to 45 organizations. These websites are related to login and registration functionalities. 

The results show that our proposed combination of heuristics can accurately detect all 

phishing (i.e., zero false negative) and legitimate websites (i.e., zero false positive). We 
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further compare PhishTester with two popular heuristic-based anti-phishing tools and 

notice that the proposed approach can warn about potential phishing sites residing in 

trusted websites.   
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Chapter 7 

Conclusions, Limitations, and Future Work 

7.1 Conclusions 

Web-based attacks due to program security vulnerabilities are huge concerns for users. 

While performing seemingly benign functionalities at the browser-level, users might 

become victims without their knowledge. These might lead to unwanted malicious effects 

such as the execution of JavaScript code that accesses and transfers credential 

information to unwanted websites and the filling of forms that result in stealing login 

credentials. In this thesis, we address the mitigation of some of these exploitations by 

developing automatic attack detection approaches at both server and client-sides. We 

choose to address some common program security vulnerabilities that contribute to the 

highest number of exploitations: cross-site scripting, content sniffing, cross-site request 

forgery, and phishing. We provide necessary tool support for not only users and website 

administrators (e.g., client-side attack detection frameworks), but also program 

developers who may not be knowledgeable enough about filtering malicious inputs 

properly (e.g., server-side attack detection frameworks). Our developed benchmarks can 

be applied to evaluate attack detection techniques by other researchers. 

7.1.1 Cross-Site Scripting (XSS) 

Our extensive survey on XSS attack detection indicates that existing server-side 

approaches require the modification of both server and client-side execution 

environments, the exchange of sensitive information between the two sides, and rarely 

rely on legitimate HTML and JavaScript code present on the server-side. Moreover, these 

server-side detection approaches can be circumvented by injecting legitimate JavaScript 

code. As a result, many sophisticated XSS attacks may remain undetected. We propose a 
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server-side XSS attack detection approach based on the concept of boundary injection 

and automatic policy generation. The policies specify the intended output features at 

specific program locations and are encoded within boundaries. XSS attack inputs violate 

these policies during response page generation and these violations are detected and 

removed from the server-side to mitigate vulnerability exploitations early. The proposed 

approach makes it difficult to inject arbitrary and legitimate JavaScript code. Moreover, it 

detects a wide range of attacks including arbitrary and legitimate method call injection 

and overriding legitimate method definition. The approach can be useful for programs 

that might suffer from incorrect input filtering. We evaluate the proposed approach with 

four real-world JSP programs. The results are promising with respect to false negative 

rate, false positive rate, and overhead. The approach detects advanced XSS attacks, which 

other existing approaches fail to detect. 

7.1.2 Content Sniffing 

Content sniffing attacks pose real security threats for millions of benign website users 

who might frequently download and render files in their browsers on a daily basis. Even 

though most up-to-date browsers are used to view files, users are still vulnerable to 

attacks. Server-side mitigation of content sniffing attacks is a complementary approach to 

safeguard users. Unfortunately, existing server-side approaches can be thwarted by 

crafting malicious file types where attack payloads might reside anywhere in files. 

Moreover, these approaches do not examine the effect on downloading suspected files 

from the server-side. We develop a server-side attack detection approach based on robust 

content parsers and browser emulators to address these limitations. Our approach 

includes the analysis of malicious contents for benign MIMEs followed by mock 

download testing to confirm whether it contains malicious contents or not. Our approach 

can handle many popular encodings widely used in files. We implement a prototype filter 

and evaluate our approach on three real-world PHP programs vulnerable to content 

sniffing attacks. By integrating our filter in vulnerable programs, we make them safe 
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against attacks. We develop a benchmark test suite that contains both benign and 

malicious files with injected attack payloads located at different locations in files. Our 

evaluation indicates that a parser itself might also contribute to the generation of false 

positive warnings as non-HTML files often contain subset of HTML contents. Thus, 

mock download testing and checking of JavaScript engine invocation provide us a more 

realistic approach to distinguish benign files from malicious ones. Our approach 

performed better than other existing approaches. 

7.1.3 Cross-Site Request Forgery (CSRF) 

Current defense mechanisms for mitigating CSRF vulnerabilities mainly rely on cross-

origin policies that are often specified at a browser incorrectly. Moreover, they do not 

focus on the detection of reflected CSRF attacks. We develop a CSRF attack detection 

framework based on the notion of visibility and content checking. It intercepts a 

suspected request containing parameters and values and relates them with one of the 

visible forms present in an open window. If there is an exact match, we modify the 

suspected request to make it benign, launch it to the remote website, and identify the 

content type, and match with the expected content type. Any mismatch between the 

requested attribute values or content types results in a warning. Our proposed approach 

does not rely on cross-origin policy or server-side program states. Moreover, it does not 

require storing URLs or tokens to be matched for attack detection. The proposed 

approach can detect attack requests that are initiated from both trusted and third party 

websites. Moreover, the approach can detect attacks where requests contain partial 

information and are intended to change server-side program states. The proposed 

approach is implemented as a Firefox plug-in and evaluated for three real-world 

programs vulnerable to CSRF attacks. The experimental results show that the approach 

generates zero false positive and negative rates for various types of malicious requests 

that retrieve or modify program states. Moreover, our approach enables a user to specify 
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detection policy based on his/her needs. We also contribute to the development of a test 

suite to perform the evaluation using several real-world vulnerable programs. 

7.1.4 Phishing 

Phishing is a growing problem for website users. Unfortunately, most of the current anti-

phishing tools are geared towards end users, and there exists a lack of effort to automate 

the task of anti-phishing professionals who manually verify a reported website. 

Moreover, current detection tools do not address phishing attacks that exploit cross-site 

scripting vulnerabilities in trusted websites. We detect suspected phishing websites by 

considering them as web-based programs. These programs should demonstrate different 

behaviors or responses with respect to random inputs. However, the source of phishing 

websites is not accessible. Thus, we adopt the notion of trustworthiness testing approach. 

We model well-known behaviors of phishing and legitimate websites using finite state 

machines. We then develop heuristics based on state, submission response, and form-

based features. To facilitate the testing, we further develop heuristic combinations to 

distinguish between phishing and legitimate websites. Our developed client-side phishing 

website testing technique does not depend on any black or white listed website 

repositories. Previous research has shown that timely detection of phishing websites is a 

challenging task due to the lack of updating necessary information source repositories 

such as black listed websites [8]. Moreover, the developed phishing website detection 

approach is independent of contents of websites. 

We implement a prototype tool named PhishTester and evaluate our approach with real-

world phishing and legitimate websites that belong to well-known e-commerce and 

business organizations. The results show that our developed heuristic combinations detect 

most of the common phishing websites. Moreover, we compare PhishTester with two 

popular existing heuristic-based tools and notice that our approach can warn potential 

phishing attacks residing in trusted websites. Thus, our approach is complementary to 

traditional anti-phishing tools that are targeted to save victims. 
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7.2 Limitations and Future work 

7.2.1 Cross-Site Scripting (XSS) 

In the XSS attack detection prototype tool, some tasks require manual pre-processing of 

JavaScript code such as removal of programmer written comments and “return” keyword 

in event handler method calls. These are due to the limited capability of the JavaScript 

parser Rhino. Our future work includes finding automated ways to perform these tasks. 

We also plan reducing policy checks without affecting attack detection capability (e.g., 

applying static slicing).  

7.2.2 Content Sniffing 

Our future work on content sniffing attack detection includes identifying ways to reduce 

the overhead for large files. We plan to evaluate our approach for some other file types 

such as flash. We convert the MIME type of any file into HTML manually. We plan to 

find an automated way to perform the MIME type conversion. The future work also 

includes the automated identification of file upload procedures to integrate our filter. 

7.2.3 Cross-Site Request Forgery (CSRF) 

The current CSRF attack detection approach considers HTML form submissions as the 

primary source of state modification or retrieval to server-side programs. We plan to 

detect CSRF attacks through other source of requests that might cause program state 

retrieval or modification. We assume that a server sets the MIME type of responses in 

headers. Thus, we plan to investigate how to adjust policy to correctly detect CSRF 

attacks that exploit the cases where the servers incorrectly set response types or do not set 

the response types at all. We also plan to extend this work for detecting CSRF attacks 

that might not have any parameter or value (e.g., a logout request with no parameter and 

a value that changes a server program state). Our future work includes the detection of 
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complex multi-step attacks and the evaluation of performance penalties in case of 

legitimate requests. 

7.2.4 Phishing 

Our future work for phishing website detection involves developing further heuristics to 

detect attacks in the presence of embedded objects (e.g., flash). We plan to automatically 

report suspected websites to anti-phishing communities and notify ISP administrators by 

extending the PhishTester tool. Our current implementation does not handle random input 

submissions to the forms that contain captchas (i.e., a distorted image containing 

characters and numbers to disallow automatic form submission by programs). We notice 

that phishing websites do not contain any captcha and most legitimate websites still do 

not generate captchas during login or registration functionalities. However, we suspect 

that phishers might employ captchas into their websites soon. Thus, we plan to 

investigate automatic testing of phishing websites in the presence of captchas. 
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