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ABSTRACT 

Load testing remains the most integral part of testing and measuring the performance 

of Large Scale Software Systems (LSS). During the course of a load test, a system 

under test is closely monitored, resulting in an extremely large amount of logging 

data, e.g., Performance counters logs. The performance counter log captures run-time 

system properties such as CPU utilization, disk I/O, queues, and network traffic. Such 

information is of vital interest to performance analysts. The information helps them to 

observe the system’s behavior under load by comparing it against the documented 

behavior of a system or with expected behavior. In practice, for LSS, it is impossible 

for an analyst to skim through the large amount of performance counters to find the 

required information. Instead, analysts often use ‘rules of thumb’. In a LSS, there is 

no single person with complete system knowledge. In this thesis, we present 

methodologies to help performance analysts to 1) more effectively compare load tests 

to detect performance deviations, which may, lead to Service Level Agreement (SLA) 

violations and 2) provide them with a smaller and manageable set of important 

performance counters to assist in the root cause analysis of the detected deviations. 

We demonstrate our methodologies through case studies based on load test data 

obtained from both a large scale industrial system and an open source benchmark 

system. Our proposed methodologies can provide up to 89% reduction in the set of 

performance counters while detecting performance deviations with few false positives 

(i.e., 95% average precision). 
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CHAPTER 1 

INTRODUCTION 

 Motivation 1.1

Today’s large scale systems (LSS) consisting of data centers and server farms have experienced 

extraordinary explosion in size and complexity.  For example, Google the fifth largest data center 

alone maintains a pool of more than one million servers [1]. Facebook has doubled the size of its 

data center within a year from 60,000 to 120,000 servers and continues to grow [2, 3]. Similarly, 

the collective server count of Microsoft, eBay, Yahoo and Amazon is over 550,000 servers [4-6]. 

These LSS need to be monitored around the clock for high availability and peak performance. The 

LSS are large capital investments for the service providers.  Any discrepancy in their performance 

can result into large monetary losses. For example, an hour-long PayPal outage prevented up to 

$7.2 million in customer transactions [7]. Therefore, operators closely monitor their LSS in order 

to anticipate and identify performance problem before a violation of service level agreements 

(SLAs) and unplanned system downtime that can cost as much as $550,000 per hour in lost 

revenues [8]. 

 Monitoring 1.2

If you cannot measure something, you cannot understand it. If you cannot understand it, you 

cannot control it. If you cannot control it, you cannot improve it [9]. Measurement is the first step 

that leads to control and eventually to improvement.  

Monitoring is defined as repeated observation (measurement), organized storage of information, 

and periodic evaluation of the time-series of data [9]. This evaluation can be used for 

management, policy change, or to satisfy any of the enterprise objective.  

CHAPTER 1 
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 System Monitoring 1.2.1

The thesis perceives a ‘system’ as a collection of hardware, software and IT infrastructure for 

rendering services to a large user base. System monitoring enables operators and end-users to 

characterize the behavior of the software system. This characterization allows the identification of 

normal run-time conditions and the detection of unexpected or undesirable events/attacks, 

configuration mistakes, security vulnerabilities, CPU overloads and memory leaks before a 

serious harm is done to the system. Therefore, system monitoring is a critical part for 

infrastructures, ranging from large networks [10-14], financial systems [15], resource scheduling  

[16][17], efficient multicast [18], sensor networks [16-20], storage systems [21] to performance 

management [22].  

In essence, system monitoring is an activity for collecting the state data of a system for analysis. 

System monitoring involves tracking millions of dynamic attributes (e.g., per machine or per-

object state) spanning over thousands of nodes [22-23]). The choice of the attributes to monitor 

greatly depends on the monitoring objective. For example, if the monitoring objective is intrusion 

detection, than monitoring attributes of interest are modifications of system files, access to the 

user file space, modifications of tables or other system information in network components, and 

use of computing resources. If the main concern of monitoring is system reliability than 

monitoring attributes includes system errors, error rates, and software/hardware failures. For 

resource management, attributes such as resource states (idle, busy & waiting), Queue lengths, 

swap spaces and consumable resources (disk utilization and memory consumption) are critical to 

monitor. 

 Performance Monitoring 1.2.2

Performance Monitoring (PM) ensures resources, such as applications and systems, are 

performing at acceptable levels to satisfy the high constraints of customers and stakeholders on 
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system availability and performance. PM also helps to detect and diagnose performance problems 

in order to maintain an expected service level objectives (SLO) [24]. 

Performance problems include an application or a system not responding fast enough, taking too 

much of an important resources, crashing and/or hanging under heavy load [25]. Performance 

problems in large scale systems (LSS) typically exhibit symptoms such as high response time, 

increased latency, and low throughput under load. 

SLO are measurements to ensure that enterprises are meeting defined service level 

commitments. For example, if an enterprise has a group of servers running instances of Microsoft 

Exchange Server, which are critical to their internal e-mail network, the enterprise can define a 

service level objective that states that 95% of the servers must be available at all times and CPU 

utilization of the servers should not exceed above 80%. Performance monitoring enables 

enterprise to identify any shortfalls between the SLO and the actual system performance. 

There are two main methods by which the performance of the system is assessed. The first 

method is monitoring the attributes that capture the computational resources used by the system, 

i.e., performance counters. The performance counters capture the performance properties of the 

system, e.g., CPU utilization, disk I/O, queues and network traffic, at run-time. Such information 

is of vital interest to performance analysts. The information helps them to observe the system’s 

behavior and to compare against already-documented or known behavior. The observed 

performance counter values are recorded into Counter logs. 

 The second method is monitoring the performance attributes perceived by a user of the 

application such as latency, response time and throughput. The monitoring method has two steps. 

The first step includes observing and recording step-by-step user interactions with the software 

system using debug statements that developers insert into the source code or events logged by 

operating system components. For example, for an ecommerce system, when a user updates the 
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shopping cart, an event is recorded in the execution log. Similarly, if a driver fails to load during 

start-up, an event is recorded in the execution log. Second step of monitoring involves deriving 

customer perceived attributes from the operational logs by mining customer’s transactions as they 

flow across different subsystems. Measurement of the performance attributes establishes an 

empirical performance baseline of the application in use. The baseline can then be used to detect 

changes in performance. 

 Performance Monitoring Process for LSS 1.3

There is no fixed guideline for a typical performance monitoring process for LSS. In our opinion 

(based on piecing together the knowledge extracted from systematic literature review), a typical 

performance monitoring process for LSS consists of the four major steps outlined in Figure 1.1. 

 Data Source(s) Identification 1.3.1

The date source(s) are entities that export performance statistics that could (and should) be 

monitored for a system. For LSS, such as modern data centers, the data source beside IT 

components (applications, hosts and network devices) include Infrastructure Components (ICs), 

such as wireless sensors that report temperature, electrical surge and vibrations. According to 

Munawar et al., collecting detailed performance data from all possible data sources is not free 

[26]. The cost varies with the amount of data and the rate at which the data is collected. The 

overhead caused by continuous collection of all the performance data can reach up to 25% of total 

execution time [27-29]. This is unacceptable on a permanent basis in a production environment.   

Therefore, adaptive and automatic data source identification is a vital step for the PM of LSS.  

In modern large scale centers such as telecom systems and data centers, it is impractical to 

manually identify (select and deselect) performance data sources as the number of hosts range 
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from hundreds to thousands. Therefore, data sources to be monitored are automatically 

determined based on either a business rule or a technical rule.  

(i). Business rules are based on SLAs. For example, if the performance objective of an LSS 

is solely to control the latency of the network traffic; the routers, switches and link 

connectivity are the important data sources rather than data sources, like the wireless 

sensors or the database servers. 

(ii). Similarly, technical rules for monitoring the data source (selection and deselection) are 

mostly resource-centric. For example, nodes running experimental tasks or nodes 

engaged in running task that do not impact SLA are often stopped from monitoring at 

peak business hours.  

 Data Collection  1.3.2

Data collection is the core step of performance monitoring of LSS. During the data collection 

step, the important sources of data exposed by the system, i.e., performance metrics are collected. 

These metrics include numerical measurements related to the system’s state and performance 

(e.g., CPU, memory utilization and network usage). These are called performance counters. A 

key aspect in performance monitoring of LSS is that the collection of performance metrics should 

be supported in a timely manner and with minimum overhead [30]. The data collection for   LSS 

has two dimensions; a collection mechanism and a collection technique 

 

 

 

 

Figure 1.1: Performance Monitoring Steps for LSSs 
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. 

 Collection Mechanism  1.3.2.1

The collection mechanism decides upon how the statistics and data that is embedded in the LSS 

infrastructure are drawn out. The collection mechanism exploits the logical topology for 

constructing the path on which performance data flows from the LSS rapidly with minimal 

performance overhead. We identify four collection mechanisms for LSS: 

(i). Static Centralized (SC): There is a single monitoring station with which all the monitored 

systems/nodes communicate directly. The monitoring station is in-charge of collecting, 

processing (logs/alarms and threshold verifications) and in cases, aggregating the 

performance data [31]. 

(ii). Static Decentralized (SD): A hierarchical monitoring method, which uses multiple systems 

with one system acting as a main monitoring station and other systems working as area 

monitors. The area monitors operate in predefined network locations to collect rudimentary 

performance information. In many cases, the SD monitoring methods are responsible for the 

low-level filtering of collected performance data to generate alarms on basis of simple rules 

[32]. 

(iii). Programmable Decentralized (PD): The underlying principle of programmable 

decentralized collection mechanism is that new performance data collection routines and its 

management functions can be dynamically introduced to a management node as required [33-

35]. The analyst/manager can push the new code down to the managed node using the mobile 

agent (MA) paradigm. MAs are special software objects that are autonomous and have the 

ability to migrate from one node to another node, carrying logic and data, and performing 

actions on behalf of the user. Collection routines are executed locally rather than centrally at 
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the management station. Performance metrics collected via PD method are more accurate 

since no delays are involved. Therefore, this is a mechanism to: 

(a) Decentralize the collection of performance data and its management and  

(b) Re-program the managed node capability for performance monitoring of LSS [36].  

(iv).  Active Distributed (AD): This collection mechanism exploits agent multi-hop mobility to 

build a distributed monitoring system that reconfigures itself as the status of the monitored 

LSS changes [31-32]. The AD collection method reduces the network traffic, thereby 

increasing the responsiveness and robustness of LSS which have dynamic and transient 

topologies. The collection is decentralized because the monitored system is partitioned and 

separate agents are dynamically assigned to disjoint partitions. LSS partitioning is computed 

in a distributed fashion by the agent system. Finally, the AD method is active because 

(a) Agents are capable of sensing and adapting to the network status by migrating at 

runtime to maintain location optimality and  

(b) The AD mechanism follows the aggregate change in LSS reasonably quickly; due to 

network dynamism or because of various values being aggregated rationally quickly 

[37]. Aggregation is the building block for performance monitoring in large distributed 

system especially P2P, overlay and wireless sensor networks [38]. Aggregation is a 

collective name given to a set of functions that provides statistical information about the 

system performance and behavior. 

 The Collection Technique 1.3.2.2

The collection technique binds logical system nomenclature to physical environments for 

perceiving performance data. The collection techniques include protocols, services and platforms 

that enable the reliable collection of performance data for LSS.  
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A Performance monitoring system that only provides data on SNA or TCP is no longer 

acceptable for LSS [50] . There is no canned solution to use a particular technique for a 

successful data collection as different techniques (i.e., centralized, decentralized, and 

hierarchical) make it difficult to impose a common measurement infrastructure for protocols. 

Table 1.1 lists performance tools and prior studies along with their collection techniques and 

mechanisms for LSS. 

 Performance Analysis  1.3.2.3

In this step of performance monitoring, the performance data collected from production 

environment and performance tests is analyzed to spot any performance violations or 

performance problems. A typical performance analysis process starts with a performance analyst 

selecting appropriate performance counter logs.  

Table 1.1: PM Data Collection Mechanisms and Techniques for LSS 

  Tool/Work Ref Techniques Mechanisms 

HP Open View [39]
 

SNMP/RMON SC 

CiscoWorks [40]
 

TCP/UDP SD 

IBM Tivoli [41]
 

SNMP/SMTP SC 

Alberto et al. [42]
 

A-GAP SD 

Robert et al. [43]
 

Gossip[44]
 
[39] AD 

Ganglia [45]
 

TCP/IP & Push-n-Pull [46] SD 

Astrolabe [18]
 

Gossip/HTTP PD 

Watch Tower [47]
 

TCP/IP /SNMP SC 

Chukwa 
[48]

 

HTTP, HDFS, Agents and Thrift RPC [49] PD 
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Based on his experience and domain knowledge, a performance analyst usually compares the 

selected performance counters (using rules of thumb) manually with those collected in past for a 

stable and healthy system or with baselines to look for evidence of performance deviations. For 

example, using plots and performing correlations tests [51]. Customized scripts are used to 

extract ‘derived variables’ from execution logs such as throughput, latency and average response 

time to check for SLA violations [52]. 

The typical performance analysis process cannot fulfill the contemporary analysis demands for 

LSSs. Firstly, the amount of performance data produced by LSS surpasses the human ability to 

manually analyze it. Secondly, LSS are always evolving and ‘rules of thumb’ and baselines rarely 

hold (or are continuously changing) in production LSS environments [53]. Thirdly, with new 

services and features added continuously to LSS, there exists no single person with complete 

knowledge of LSS [52]. Hence, analyst can easily overlook performance problem  

A number of performance analysis approaches for LSS have been proposed. These include 

machine learning [54-57], model based [27][48][49][58] [59] and statistical [52][60-63] 

techniques. 

   Reporting 1.3.2.4

Reporting is the last step of performance monitoring. A performance report summarizes the 

health of the system for a particular duration or as a result of a performance test. A performance 

report for LSS requires multiple dynamic views to satisfy its large audience ranging for managers 

to its hundreds of stakeholders. The LSS analysts use a performance report not only to identify if 

their performance concerns on system quality, availability and responsiveness are met but also to 

rectify performance problems, if they exist.  

If a performance problem is identified during the analysis process, a trouble ticket indicating the 

nature of the problem and the effected subsystem is filed. In most cases, the information filed in a 
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trouble ticket/report is verified by an experienced analyst. Based on the type, nature and severity 

of performance problem listed in a trouble ticket, the trouble ticket is escalated or assigned to the 

appropriate department for rectification. For example, if a performance report indicates a problem 

in committing transactions under load or an authentication of a user is denied by system under 

heavy load, then the performance report may be assigned to department dealing with policy 

management of databases. Once the performance problem is rectified, the performance test is 

repeated to ensure the underlying system is meeting its performance objectives.  

 Importance of Performance Monitoring for LSS 1.4

The occurrence of failures in ever-growing LSS due to performance bugs has become the norm, 

rather than the exception [55]. Problems after deployment/expansion of LSS are seldom due to 

feature errors; rather they are often due to systems not scaling to field workloads. LSS experts 

from companies like AT&T and BlackBerry also report their concerns about performance 

degradation and resource saturation as one of the fundamental post-release problems [64]. In the 

growing market of Software as a Service (SaaS), competitors can quickly build up competing 

services and lure unsatisfied customers away. Situations in which availability or performance are 

compromised can cause severe damage to business-customer relationships. For example, a robust 

performance monitoring could have alerted the operators of Skype of the system overload that 

resulted in a service disruption for 48 hours, leaving millions of users without service [65]. 

Similarly, Facebook faced serious performance issues in 2009[66-67]. Facebook ranked the 

lowest among the 104 social networking sites, when gauged for waiting time experienced by site 

visitors. Facebook’s performance issues have led to over three million user accounts being 

inaccessible for several days and worst, some of the contents of 150,000 users were lost   [66-67]. 

Similarly, an unnoticed overloading of Google’s servers resulted in the disabling of 150,000 users 

accounts [68]. 
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In extreme cases, costly law suits, e.g., for unmatched SLAs or even the breakdown of the whole 

business model, can be the consequence. In order to gain and keep the user’s trust, these large 

production systems have to be under continuous monitoring and actions have to be taken 

immediately whenever low availability or bad performance could compromise the quality of 

service (QoS). 

 Performance Monitoring of LSS is Challenging 1.5

In line with Lehman’s Laws of continuing change and increase in complexity [69], the 

performance monitoring of such LSS has become more critical and challenging than before, since 

processing is spread across thousands of subsystems (and hardware nodes), and millions of users. 

Despite the fact that research on automatic performance monitoring and analysis have not kept 

pace with the rapid growth in size, complexity and demand for practical performance monitoring 

solutions of LSS [70], load testing still remains the most integral part of monitoring the 

performance of LSSs.  

 Research on large industrial projects shows that the primary problems observed in the field are 

performance related. Performance analysts use load testing to detect early performance problems 

in the system before they become critical field problems. During a load test, which may span over 

many days, usually one or more load generators simulate thousands or millions of concurrent 

transactions [4]. The system under test is closely monitored and a large volume of performance 

counter data is logged. These performance counters capture the performance properties of the 

system, e.g., CPU utilization, disk I/O, queues and network traffic, at run-time. Such information 

is of vital interest to performance analysts. The information helps them to observe the system’s 

behavior under load by comparing against already-documented behavior from past similar tests. 

In cases where such documented behavior does not exist, e.g., for a new component, product or a 
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major release under test, performance analysts use their domain knowledge and experience to 

decide about the expected behavior. 

 Thesis Statement 1.6

 

 

 

 

Unfortunately, current load test analysis practices are laborious, time consuming and error prone. 

Existing research on load testing focuses primarily on the automatic generation of load test suites 

[5-9]. However, little research has been done on how to effectively analyze the results of a LSS 

load tests that generate terabytes of performance related data. 

 Thesis Overview 1.7

This thesis presents methodologies to help performance analysts to analyze the results of a load 

test by automatically comparing it with a baseline load test. The proposed methodologies do not 

require any domain knowledge. We present two methodologies in support of our research 

statement: 

I. Automated comparison of load tests to detect performance deviations: Load tests 

generate vast amounts of performance data, which needs to be compared and analyzed 

within a limited time. Such comparisons help performance analysts to understand the 

resource usage of a system and to find out if the system is meeting its performance goals. 

We proposed supervised and unsupervised our methodologies to: 

Performance analysts face many challenges in the analysis of performance counter logs. 

Automated techniques/tools are needed to help them to analyze performance logs in limited 

time and to understand the cause of load test failure. 
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a. reduce the large volume of performance counter data of a load test, to a smaller, 

more meaningful and manageable set of important counters called as 

‘performance signature’. 

b. Use the performance signature to compare load tests with a baseline test and 

detect performance deviation (if any occurs) quickly. 

II. Pinpointing the subsystems responsible for the performance deviations in a load 

test: LSS contain multiple subsystems that interact across multiple nodes in sometimes 

unforeseen and complicated ways. As a result, pinpointing the subsystems that are the 

source of performance degradation for a load test in LSS can be frustrating, and might 

take several hours or even days. The delay incurred is due to the large volume of 

performance counter data collected such as CPU utilization, Disk I/O, Memory 

consumption, Network traffic, limited operational knowledge of analysts about all the 

subsystems of an LSS, and the unavailability of up-to-date documentation about a LSS.  

We have developed methodologies that pinpoint the subsystems of LSS that are likely the 

cause of starting a performance deviation cascade during a load test. Our methodologies 

automatically rank the subsystems according to the extent of their performance deviation 

in a load test. The methodologies use performance counter data of a load test to craft 

performance signatures for the LSS subsystems. Pair-wise correlations among the 

performance signatures of subsystems within a load test are compared with the 

corresponding correlations in a baseline test to pinpoint the subsystems that are likely 

responsible for the performance deviations.   

 Major Thesis Contributions 1.8

This thesis presents support for the research statement as listed below: 
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I. Dimension Reduction of Counters: We present multiple methodologies to reduce the 

dimensionally of observed performance counter set ( up to 82% reduction of performance 

counter log data) 

II. Automated Detection of Performance Deviations: We provide methodologies for 

automatically detecting performance deviations in a load test, with minimum domain 

knowledge and high accuracy. 

III. Pinpointing Performance Deviated Subsystems: We present a simple technique to 

automate the ranking of performance counter (in a performance signature) according to 

their importance for load test. The simplicity of the technique presented, eliminates the 

need of employing sophisticated mathematical models and domain intensive knowledge. 

All the thesis contributions are verified using an industrial and an open-source software system. 

We empirically evaluate and compare the effectiveness (i.e., in terms of precision and recall) of 

our proposed methodologies and show that we can achieve up to 95% average precision and 94% 

average recall for detecting performance deviations for a load test.  

 Thesis Organization 1.9

This thesis is organized as follows: Chapter 2 provides an overview of load testing. The load 

testing process, current practices of analyzing the results of a load test and the challenges 

associated with the current practices are highlighted. Chapter 3 presents related work on load 

testing large software system. Chapter 4 describes our automated methodologies for detecting 

performance deviations in load tests. Chapter 5 investigates the effectiveness of our 

methodologies through a case study. Chapter 6 demonstrates the ability of our proposed 

methodologies to pinpoint the subsystems that are likely the cause of performance deviations for 
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a load test. Chapter 7 digs deep into the inner working our black box methodology (i.e., PCA) 

using a case study. Finally, Chapter 8 summarizes this thesis and present avenues for future work.   
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CHAPTER 2 

BACKGROUND AND DEFINITIONS 

We now provide an overview of load testing. The following questions are addressed in this 

chapter: 

Q1 What is load testing? 

 We define the term load testing and its role in the performance monitoring of large scale 

systems. 

Q2 What is a load testing process? 

 We list and explain the typical steps involved in load testing. 

Q3 What are the current practices of analyzing the results of a load test? 

 We provide an overview of the state-of-art in load testing. In particular, we detail the 

following aids used by analysts for analysis of load test(s): 

(a) Rules of Thumb 

(b) Historical Information 

(c) Self-Judgment 

Q4 What are the challenges associated with the analysis of a load test? 

 We list and explain several challenges that hinder the current practice of analyzing load 

tests. These challenges include: 

(a) Large Volume of Performance Data 

(b) Information Extraction Challenges 

(c) Biased Judgment 
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 What is Load Testing? 2.1

 Load Testing assesses how a system performs under a given load [2]. Load is the rate at which 

transactions are submitted to a system [1]. Once maintenance activities (corrective, perfective and 

adaptive) are completed, load testing helps to uncover performance problems under load. 

Performance problems manifest themselves as system freezes, crashes and becoming 

unresponsive during the course of a load test or not meeting the desired SLAs. The performance 

problems are related to symptoms such as high response time and low throughput under load. 

Deadlocks and memory management bugs are also examples of performance problems. 

Performance analysts and developers of LSS spend considerable time dealing with performance 

problems. Problems after the release of an application are seldom due to feature errors, but are 

rather due to systems not scaling to field workloads [2][9][34]. Companies like ‘AT&T’ and 

‘Research In Motion’ also report their concerns about performance degradation and resource 

saturation as fundamental post-release problems [3][ 4].  

As a result of performance problems, it is increasingly likely, that a given subsystem of an LSS 

might fail, potentially propagating to the entire system and resulting in large monetary losses. For 

example, an hour-long PayPal outage may have prevented up to $7.2 million in customer 

transactions [5]. Load testing is an important step in LSS development to uncover performance 

problems of a system under load [6]. One or more load generators are used to simulate millions of 

concurrent transactions [7]. During the course of a load test (which may span over several days), 

the system under test (SUT) is closely monitored and a very large volume of performance counter 

data is logged.  

The performance counter log captures the run-time performance properties of the SUT such as 

CPU utilization, disk I/O, queues and network traffic. Such information of the system is of vital 
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interest to performance analysts, as it helps them observe the system’s behavior under load by 

comparing against the documented-behavior of the system or with an expected behavior. 

 What is Load Testing Process? 2.2

The typical process of load testing involves four phases, as shown in Figure. 2.1. 

I. Environment setup is the most important phase of load testing. Load test failures 

often occur due to improper environment setup for a load test. The environment setup 

includes installing the SUT and the load testing tools possibly on different operating 

platforms. Load generators, which emulate the interaction of users with the SUT, 

need to be carefully configured to match the real world field configurations and 

workloads. 

II. Load test execution involves starting the components of the SUT, i.e., starting the 

required services, hardware resources and tools (load generators and performance 

monitors). During the execution of a load test, the SUT is strictly monitored and 

performance counters are recorded in performance logs. 

III. The performance analyst several important performance counters among the 

thousands collected. Based on his experience and domain knowledge, a performance 

analyst manually studies these collected counters using plots and correlation tests to 

look for evidence of performance deviation relative to prior runs. 

IV. Report generation includes filing the performance deviations, if found, based on the 

load test analysis. In most cases the results filed in a performance report are verified 

by an experienced analyst and a bug report is filed. Based on the extent of each 

performance deviation mentioned in a performance report and its relevance to a team 

responsible for handling the subsystems, i.e., database, application and web system, 
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the bug report is escalate/assigned to respective team for the fix of performance 

problems. 

 What is the Current Practice of Load Test? 2.3

For LSS, the person analyzing the load test might not be the person who conducted the load test 

nor the person who has complete knowledge of all the subsystems involved in the test. 

Knowledge of the subsystems is required to thoroughly analyze the performance counter data and 

to timely isolate performance problems. In reality, it is hard to find a person, who has complete 

and up-to-date knowledge about the underlying systems in particular for LSS [70].  In practice, 

analysts use the following aids to assist them in a timely analysis of a load test.  

 Rules of Thumb 2.3.1

One of the preferred options exercised by analyst to quickly uncover a performance problems is to 

only use the  important performance counters (i.e., rules of thumb [71]) recommended by domain 

experts and gurus. However, in large projects gurus rarely exist [72-73] or they are usually too 

busy to provide ‘rules of thumbs’ for every type of load test conducted. 

 Historical Information 2.3.2

In the absence of domain gurus and experts, performance analysts rely on historical information 

stored in performance test repositories. The test reports of pervious similar tests help analysts to 

quickly uncover important performance counters for conducting a quick load test analysis. 

 

 

 

 

Figure 2.1: Steps Involved in Load Testing 
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Indeed, the test report of previously conducted load tests case can even help an analyst to quickly 

zero-in on the root cause [52]. Despite using the ‘historical information’ option, in order to save 

time; its exercise is capped by some constraints such as, the limited availability of  well-

maintained performance repositories, and the lack of systematic retrieval techniques and well-

established traceability between bugs and test cases. Mostly test analysts start the manual 

extraction of similar past test by placing a search on the previous test case folder names to find 

similar test. This is because, in practice, when creating test cases, testers mostly group similar test 

cases (based on operational profiles) together under a common test case folder [74].  Typically, 

test case folder names contain information about the structure of the test case area. The analysts 

further streamline the test selection by quickly reading through the test reports of extracted tests 

to discover the mention of the performance signatures used to analyze the test. In cases, if the 

tester observes an unusual behavior during the load test such as heavy memory usage, he may 

‘grep’ keywords related to its symptom such as “memory leak”, “memory bug” or “out of 

memory” from the selected test reports to further streamline the tests that can provide him 

information on similar problems to assist in conducting root cause analysis. 

 Self-Judgment  2.3.3

 The only option left and commonly exercised by performance analysts to analyze the load tests 

(mostly baseline load tests) is the use of their personal judgments. Depending on the individual 

judgments, a performance analyst would decide whether the changes compared to baseline or past 

runs are significant to include in a performance report.  

 What are the Challenges of the Current Practices for Analyzing Load Tests? 2.4

The current practices for analyzing load tests face several challenges due to: 

 



CHAPTER-2                              BACKGROUND AND DEFINITIONS                                                          21 

 

 Large Volume of Data 2.4.1

The load test results for LSS contain plethora of performance data collected from the 

heterogeneous subsystems under test (i.e., multiplicity of applications, databases, web servers and 

variety of network components such as routers, switches, firewalls and multiple interface 

controllers and adapters) posing methodical, presentation and time pressure challenges 

 Methodical Challenge 2.4.1.1

In the load testing domain, the performance data obtained during the course of a load test is large. 

It can range from a few hundred megabytes during the course of load testing to terabytes. Such 

was the case with logs obtained during the testing of Yahoo: 5 Petabytes and twitter: over 12 TB 

spanning over several days [75]. Reading such large data repeatedly for every load test for 

evaluating it against a model, i.e., baseline load test is not often viable. 

 Presentation Challenge 2.4.1.2

A load test can last from few hours to several days and a large volume of performance counter 

data (terabytes in size) is often logged. Performance analysts often plot the performance counters 

to see if they exhibit large fluctuations, to find performance deviations/anomalies. For example, 

an up-trend of memory usage through a load test is a good indicator of a memory leak. Too many 

performance counters produce overlapping, crowded and hard to examine graphs. Analysis of 

such large volume of performance data is a major challenge in load testing [23].   

 Time Pressure 2.4.1.3

Load testing in general is performed at the end of a development cycle [76]. It is usually the last 

step in an already delayed release schedule. So load testers are usually under a tremendous 

pressure to finish testing and certify the software for release. Load tests last for many hours or 

days, however the time allocated for analysis is limited. Considering the large volume of 
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performance counter data and little amount of time testers and analysts have in practice to report 

the findings for a load test conducted, a comprehensive analysis of a load test (to find 

performance deviations) can be a challenge even for an experienced analyst. 

 Information Extraction Challenge 2.4.2

To quickly analyze a load test, practitioners look for load tests conducted in the past with similar 

workloads to that of the current load test. Similar historic load tests can help practitioner to 1) 

quickly uncover performance counters used in the past, 2) provide them with pointers to look for 

potential performance problems. e.g., performance problem experienced in past, 3) assist in 

understating the root cause and 4) sometime provide a fix, thereby saving the effort and time 

needed to analyze a load test. However there are several challenges associated with extracting the 

required information from the results of past test due to: 

 Unstructured Performance Repositories 2.4.2.1

Unfortunately, performance repositories are designed mostly to archive performance tests for 

bookkeeping purposes, rather than being used for conducting analysis [53]. Hence, retrieval of 

relevant information with respect to similar load test operations and signature profile is not well 

explored. The process of finding the most relevant test case is manual and tedious since there 

exists no systematic techniques to retrieve and use information stored in performance repositories 

for analyzing the results of future tests [64]. 

 Consistency Challenge 2.4.2.2

Vocabulary used to describe a performance problem in a performance report for a load test varies 

by analyst/tester. For example, heavy utilization of memory may be reported as ‘memory bug’ or 

‘memory leak’ or ‘memory overload’ or ‘out of memory’ or ‘low mem’. Analysts mostly perform 

string search as to find past similar tests with the same performance problems as observed in the 
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current load test. For example, an analyst may ‘grep’ keywords related to performance problem 

symptom, such as “memory leak”, from past test reports in hope of finding related test reports.  

However, the inconsistency in the documentation of performance problems may results in large 

number of false positives [77], thereby, leading to wasting time and effort of analysts. 

 Inadequate Test Report Information 2.4.2.3

The granularity at which an analyst reports the finding of a load test analysis varies by analyst. 

Mostly, analysts in LSS are very busy. They report bare minimum findings in their reports; 

enough for a test report to be deemed complete and fit to be placed in a performance repository, 

but often inadequate for conducting root cause analysis.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.2: An Exemplary Test Report 
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Figure 2.2 is an example of a performance report obtained from the performance repository of a 

large LSS. We masked the original descriptors and actual machine and counter names due to 

Non-Disclosure Agreement (NDA). All the mandatory attributes/fields (shown in bold) of the 

performance report are inputted by an analyst, hence the report is deemed to be complete. 

However, the provided information is inadequate to help towards conducting a root case analysis. 

For example, looking at the result description section of the performance report in Figure 2.2, we 

noticed that the analyst reported that a few performance counters ‘Trans committed/min’, ‘Trans 

Roll_Back/min’, ‘Response time’ and ‘Database spool agent private bytes growth’ to be 

significantly higher as compared to the baseline test which is a similar test conducted on the 

previous bundle of the enterprise software. Yet, the analyst does not provide any rationale behind 

passing the load test despite of such deviations between the values of the baseline and the new 

load test. It is not clear whether: 

I. Such differences were expected/normal from the new version under test  

II. The SLA were maintained or satisfied even though the reported performance counters 

did fluctuate.  

III. These were the only four performance counters collected and analyzed for this load test 

or whether these are the only counters that showed deviations.  

 Traceability of a Performance Fix Challenge 2.4.2.4

The load test analysis activity is not centered on just detecting performance problems during the 

course of a load test. Indeed, the load test analysis activity also includes the identification of the 

observed problem. If the identified performance problems are similar to previously seen 

problems, hence, a known remedy to the identified problems can be applied; avoiding escalations 

that are mostly notorious on time consumptions. However, performance test reports of the 

previously solved problems rarely reflect the fix, since in LSS, there exists a traceability gap 
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between the performance problem identified by analysts in a performance report  and the fix of 

the problem (as a result of escalation) documented in  the bug or defect repositories[74]. Hence, 

even past tests with a similar problem in hand may not be helpful towards speeding up the fixing 

of a problem.   

 Biased Judgment 2.4.3

 The current practice of personal judgment is also error prone as the personal judgment highly 

dependent upon the knowledge and past experience of an analyst. For example, for a load test, an 

analyst might note in his test analysis that a 5% increase in the number of database transactions 

per second to be worrisome, while another analyst would ignore the increase because he attributes 

the increase to experimental measurement error.  
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CHAPTER 3 

RELATED WORK 

Most of the existing methodologies to monitor and/or analyze the performance of large scale 

systems make use of three sources of historical data that are readily available: 

I. System Trace logs are generated by instrumenting or monitoring a system using a 

variety of technologies such as the Java Virtual Machine Profiler interface (JVMPI).   

II. Execution logs are inserted by developers during the development of a system. 

Execution logs are at a higher level of abstraction than tracing logs. Developers use 

execution logs to track domain level events (e.g., ‘Login Verified’), instead of tracking 

implementation level events (e.g., ‘Function CheckPassword() Called’). Execution logs 

are widely available and are often used for remote issue resolution and for legal 

compliance purposes (e.g., ‘Sarbanes-Oxley Act of 2002’   [3]). 

III. Performance Counter logs capture the run-time system’s performance properties such 

as CPU utilization, disk I/O, queues and network traffic. Such information is of vital 

interest to performance analysts, as it helps them to observe the system’s current behavior 

and to compare it against documented or expected behavior. 

In this chapter, we present a survey of prior performance monitoring and analysis techniques of 

production system with respect to the above three topics. 

 System Trace Logs 3.1

To help analysts isolate performance problems in distributed systems,  Aguilera et al. [78-79] 

used message-level traces of system activity, as passively as possible and without any knowledge 

of node internal or message semantics. Their approach relies on tracing the messages between the 
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nodes, and using two offline algorithms to infer causality from these traces. One algorithm, i.e., 

‘nesting algorithm’, depends on the use of RPC-style communication and operates on individual 

messages in the trace. The other algorithm, i.e., ‘convolution algorithm’ is able to handle 

freeform message-based communication and uses signal-processing techniques to extract causal 

information from traces. Both algorithms infer multi-hop causal path patterns, and provide 

statistics about latency, for each pattern and for each node traversal as it occurs in a particular 

pattern. The authors first gather a complete trace of all inter-node messages for an operational 

system, under real or synthetic load. Next, in an offline phase, they post-process a trace using one 

of the two aforementioned algorithms. The algorithms can cope with traces that are potentially 

quite large and noisy (e.g., with missing entries, extraneous calls, timeouts and retries, and 

unsynchronized clocks). Although their offline phase does not meet real-time performance goals, 

their proposed algorithm are reasonably efficient in time and space. Unfortunately, the accuracy 

of the inferred causal paths decreases as the degree of parallelism increases, leading to low 

precision in identifying problematic components. This is not ideal for load testing analysis as 

there are many message exchanges occurring simultaneously. Our proposed methodologies are 

different from Aguilera et al.  in that, we identify general performance issues rather than system 

components that only contribute significantly to system latency. 

Hrischuk et al. [80] obtain causal traces of distributed computations, including various resource 

demands (not just latency), by labeling each end-to-end activity using an object-oriented 

prototyping language, called Mlog. Although this approach did not require modification of the 

prototype application, their approach is not applicable outside this prototyping system, and in 

particular would not be useful for systems built from legacy components. 

Isaacs et al. [81] developed a performance monitoring tool for Microsoft Windows called 

Magpie. The tool is applicable to a typical e-commerce system, and can automatically 
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characterize the workload induced on the system. Like Aguilera et al. [78-79], Magpie treats 

components/subsystems as black boxes. However, Magpie works by tagging incoming requests 

with a unique identifier and associating system’s resource usage with that identifier, until the 

request leaves the system. Magpie subsequently applies machine learning techniques to the 

information gathered in order to construct a probabilistic model which captures the typical 

behavior of each type of transaction. In this way, Magpie ties high-level events, such as the 

arrival of an HTTP request in the web server, or the processing of an SQL request at the database, 

with very low-level resource usage information, such as context switches, disk IO and network 

packets sent and received. In short, a more sophisticated tracing infrastructure than in Aguilera et 

al. [78-79] approach, but perhaps, Magpie had less need for complex post-processing. 

Magpie characterizes the footprint of transactions on system resource in fine detail but requires 

that the system logic be meticulously encoded in an “event schema”. Unlike Magpie, our 

methodologies do not require any system knowledge. 

Similarly, Chen [5] developed Pinpoint, a prototype monitor for quickly detecting failures in 

component-based Internet services, without requiring a priori information about the correct 

behavior of a system.  Pinpoint aims to detect system-level performance problems that change the 

user-visible functionality of a service, but do not cause obvious lower level failures that are 

detectable by service operators. For example, for e-commerce websites, user-visible performance 

problems include items not being added to a shopping cart or an error message being displayed. 

These failures do not usually disable the whole site, but instead cause brown-outs, where parts of 

the site functionality of a system is disabled or only some users are unable to access the 

system/site. 

Pinpoint’s insight is that user-visible failures that affect a system’s user-visible behavior are 

likely to also affect a system’s internally visible behaviors. Monitoring those behaviors that are 
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closely tied to service functionality, Pinpoint develops a model of the normal patterns of behavior 

inside a system. When these patterns change, Pinpoint has high confidence that the service’s 

functionality has also changed, indicating a possible failure. Specifically, Pinpoint monitors inter-

component interactions and the shapes of paths (traces of client requests that traverse several 

components) to quickly build a dynamic and self-adapting model of the “normal” behavior of the 

system. Once it notices an anomaly, Pinpoint correlates it to its probable cause in the system, a set 

of likely faulty component 

Patric et al. [82] developed Pip, an infrastructure for comparing actual behavior and expected 

behavior to expose structural errors and performance problems in distributed systems. Pip allows 

programmers to express, in a declarative language, expectations about the communications 

structure, timing, and resource consumption of a system. Pip includes system instrumentation and 

annotation tools to log actual behavior of a system, visualization and query tools for exploring 

expected and unexpected behavior. Pip allows a developer to quickly understand and debug both 

familiar and unfamiliar systems. The basic unit of application behavior in Pip is a path instance. 

Path instances are often causal and are often in response to an outside input such as a user 

request. A path instance includes events on one or more hosts and can include events that occur in 

parallel. In a distributed file system, a path instance might be a block read, a write, or a data 

migration. In a three-tier web service, path instances might occur in response to user requests. Pip 

allows the programmer to define paths in whatever way is appropriate for the system being 

debugged. Pip aims to uncover both structural and performance bugs.  A structural bug results in 

processing or communication happening at the wrong place or in the wrong order. A performance 

bug results in processing taking too much or too little of any important resource. For example, a 

request that takes too long may indicate a bottleneck, while a request that finishes too quickly 
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may indicate truncated processing or some other error. Pip supports expressing expectations 

about both structure and performance and so can find a wide variety of bugs. 

Pip aims to infer paths and requires an explicit specification of the expected behavior of a system. 

Whereas, our methodologies do not require such explicit specifications of the expected behavior. 

Our methodologies depend heavily on statistical methods to automatically extract the expected 

behavior for baseline tests. 

Brown et al. [83] also describe a technique aimed at performance problem (fault) determination 

based on characterizing dynamic dependencies between components. However, rather than using 

traces (as in Pinpoint), they perturb system components (for example, by temporarily locking a 

database table to prevent a component from making progress). Their technique consists of four 

major steps:  In the first step, they identify the nodes in the operational dependency graph. In 

essence, this step boils down to enumerating the hardware and software components in the 

system, excluding only those components whose qualities of service or potential for failure are 

irrelevant to the system.   

The second step involves establishing monitors for performance, availability, and any other 

relevant metrics. The instrumentation can be at the level of end-user-visible metrics, or can be 

placed throughout the various levels of the system. The third step involves apply active 

perturbation to the system in order to unveil its dependencies. This step begins by applying a 

workload to the system; the workload can either be a representative mix of what would be seen in 

production operation, or a targeted workload designed to explore dependencies corresponding to 

one component of the production workload. As the workload is applied, components of the 

system are perturbed at varying levels of intensity while the system instrumentation is used to 

record the behavior, performance, and availability of the SUT. The last step involves analyzing 
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the perturbation data and extracting dependency information. This last step is done using a 

combination of standard statistical modeling/regression techniques and simple graph operations. 

Bagchi et al. [84] describe a similar approach to Brown et al. [83] based on fault injection. Note 

that the resulting pair-wise dependencies are less specific than end-to-end causal paths would be, 

and the perturbation approach, which is definitely not passive, requires considerable knowledge 

of the system design 

 Execution Logs 3.2

The closest work to ours is that of Jiang et al. [7] who automate the performance analysis of a 

load test as well. Unlike our work, they rely on executions logs. Though the execution logs 

capture the detailed event information and provide finer granularities than that of the performance 

counter logs, however, they are vendor and application specific. This means, that the different 

subsystems in an LSS (web servers, databases and mail servers) produce a variety of execution 

logs, each with different levels of information and formats. There is no single person of an LSS 

that has knowledge of all its subsystems. Analogous to performance counter logs, which provide 

a greater level of unification across subsystems in an LSS; it is impractical for an analyst to skim 

through a wide variety of detailed information of executions logs with limited knowledge. Jiang 

et al. work is the only work that has been incorporated into the load testing domain to detect 

automatic performance problems in a load test. However their work does not explicitly pinpoint 

the subsystems that are the cause of performance problems in a load test. 

 Performance Counter 3.3

Bondi [85] presented a technique to automatically identify warm-up and cool-down measurement 

periods in a load test. While Bondi’s technique can be used to determine if a system ever reaches 

a stable state during a test, our approach can detect performance problems at the metric level. 
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Cohen et al. [70-71] applied supervised machine learning techniques to induce models on 

performance metrics that are likely to correlate with observed faults. Bodik et al. [8] improved 

Cohen’s work by using logistic regression. Our work is different from the Cohen’s and Bodik’s 

works since our proposed methodologies do not require specific knowledge about SLO 

violations.  

Sandeep et al. [54] work is second closest to ours. They used principal feature analysis (PFA) to 

achieve data reduction. The main difference between their approach and ours is that they use 

machine learning to distil the large counter set into a smaller set to describe the workload. In 

addition, their work is partially automated and requires continuous training to produce accurate 

results.  

Jiang et al. [62] proposed an approach for fault detection using correlations of two system 

metrics. A fault is suspected when the portion of all derived models that reports outliers exceeds a 

predefined threshold. Our Unsupervised approach can output correlations of more than two 

metrics. Performance analysts can leverage these metric correlations to better understand the 

cause of a fault.  

Jiang et al. [63] proposed a methodology to identify clusters of correlated metrics using 

Normalized Mutual Information as a similarity measure. Then they used Wilcoxon Rank-Sum 

test on the metrics to identify faulty components. They were able to detect 77% of the injected 

faults and the faulty subsystems, without any false positives. While Jiang et al. [63]  methodology 

can output only the faulty subsystems; our methodology can detect and report details about 

performance problems, including metrics that deviate from the expected behaviors. 

Foo et al. [53-86] detected the change in behavior among the performance counters using 

association rules. If the differences between the two load tests are higher than a threshold, the run 

is marked as problematic. For example, in a good run the front end CPU usage is low and the 
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back end CPU usage is low. If a new run has a low CPU front end but a high CPU backend, then 

there might be a problem. The limitation of this methodology is it needs a large set of test runs to 

extract the rules hence; the large amount of learning is required. 

Barna et al. [126] proposed an autonomic load-testing framework that finds the software and 

hardware bottlenecks in the system under test and generate the workloads that saturate them. The 

underlying method uses an analytical representation for the software system, a two layer queuing 

model that captures the hardware and software contention for resources. The performance counter 

data such as CPU utilization, CPU time, disk utilization, disk time, waiting time (which includes 

time waiting in critical sections, thread pools and connection polls) is used by their analytical 

model made of two queuing network layers to identify a resource bottleneck. One drawback of 

using queuing models is the need for system-specific domain knowledge. Also, such models 

cannot be seamlessly ported to new versions of the system, let alone to other systems. Whereas 

our proposed methodologies do not require any domain specific knowledge to operate and can be 

easily ported to new version of the systems 
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CHAPTER 4 

AUTOMATED METHODOLOGIES FOR LOAD TEST ANALYSIS 

An ideal performance monitoring tool would collect only measurements pertinent to system’s 

performance to support rapid performance analysis. Such an ideal tool does not exist because tool 

developers often do not know a priori which data are pertinent.  

Thus, to help practitioners proceed with a speedy load test analysis; in this thesis, we present 

automated methodologies, which use minimal data (application and operating system 

performance counters) to achieve maximum accuracy for detecting performance deviation in a 

load test. The automated methodologies use the performance counters of a baseline load test and a 

new load test to quickly identify performance deviations. 

In this chapter of the thesis, we introduce three unsupervised and one supervised methodology to 

automate the load test analysis. All four methodologies use performance counter data obtained 

from a load test to construct performance signatures. These performance signatures are minimal 

sets of performance counters that describe the essential characteristics of a SUT for a given load 

test. Analyzing the signatures rather than the entire data helps to:  

I. Quickly compare a load test with baseline tests in order to detect performance deviations, 

and  

II. Provide the analyst with a manageable set of performance counters for root cause 

analysis. 

 Overview of Our Methodologies 4.1

Our goal is to provide automated methodologies for the detection of performance deviations in a 

load test. Our high-level methodology, shown in Figure 4.1, is based on reducing the size of the 
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performance counter data to a small signature and comparing the signature of a load test with the 

signature of baseline load test. The signature-based methodologies are chosen to help the analyst 

for further root cause analysis. It is much easier to inspect a few performance counters than to 

inspect the entire set of hundreds or thousands counters recorded during a test. The two major 

steps of our signature-based methodologies as shown in Figure 4.1 are: 

I. Performance Signature Generation  

The process starts with preparing performance data of the load test and the baseline test. We 

sanitize the performance counter logs for missing values of performance counters. To shrink 

the data to the important counters, a performance counter signature is generated from the 

list of performance counters of the baseline test, which can be seen as a dimension 

reduction problem. The performance signature for a load test, i.e., baseline test is a distilled 

set of performance counters that captures the dynamics and essential characteristics of a 

SUT. Simply, the signature acts as a unique fingerprint for a particular load test run. 

Next, a similar set of counters is extracted from the new load test run. In case, a 

performance counter that is part of the baseline load test signature cannot be extracted from 

the new load test run, the respective performance counter is eliminated from the baseline 

signature. A counter might be missing from a new load test due to numerous reasons such 

as: 

            

            

            

    

Figure 4.1: Major Steps Involved in Performance Deviation Detection Process for a Load 
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a) Its removal from counter data during data preparation,  

b) Its failed logging; as performance counter resource may become unavailable 

during the course of load test (unreachable due to bandwidth saturation or 

network problem), and  

c) The monitoring agent is unable to start a thread at a monitoring station to sample 

the resource. 

II. Performance Deviation Detection 

Finally, the values of the signature (selected performance counters) of the current load test 

are compared with the baseline test data. The deviation is reported. The signature is further 

used for root cause analysis of the observed deviation.  

 Proposed Methodologies 4.2

The performance deviation detection methodologies in literature can be broadly categorized into 

two main categories, i.e., supervised and unsupervised performance deviation detection. For 

supervised performance deviation detection, the performance data needs to be labeled and 

problematic counters and periods clearly identified. Such performance data for load tests is 

available from the past load test stored in performance repositories that have been thoroughly 

analyzed and marked by testers and analyst. Table 4.1 summarizes our proposed supervised and 

unsupervised methodologies.  

We use two basic dimension reduction algorithms, Random Sampling and Clustering as a 

baseline of comparison for our performance signature generation. We also introduce two 

advanced signature generation techniques, one supervised (WRAPPER) and one unsupervised, 

i.e., Principal Component Analysis (PCA), to explore the possibilities of improving the baselines. 

In the performance deviation detection phase, we keep the baseline methodologies as simple as 

possible by using the simple and yet effective technique called Control Charts [76].  
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Table 4.1:   Our Signature Based Deviation Detection Methodology 

Type 

Signature Generation 

Techniques 

Deviation Detection 

Techniques 

Unsupervised 

Methodology 

Random sampling 

Control Chart Clustering  

(K-Means) &(CLARA) 

PCA PCA Weights (loadings) 

Supervised 

Methodology 

WRAPPER Logistic Regression 

 

For our advanced methodologies, we make the use of readily available information per 

methodology and use PCA weights from the PCA methodology and a Logistic Regression for the 

WRAPPER methodology. In the next sections, we explain our proposed methodologies in more 

detail. 

 Random Sampling (Unsupervised) 4.2.1

 Motivation 4.2.1.1

The simplest and conventional method to automate the performance deviation detection in a load 

test is Random Sampling. The motivation behind the use of Random Sampling is to have it as a 

baseline for comparing the performance of our other proposed deviation detection methodologies.  

A simple random sample can be obtained sequentially by randomly drawing elements from the 

population one at a time, without replacement, i.e., once chosen; an element is removed from 

subsequent drawings [87]. We detail in the following subsections the steps required to detect 

performance deviations using the Random Sampling methodology. 
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 Data Preparation 4.2.1.2

 One of the main reasons for data preparation is the ‘missing data’. Due to the distributed nature 

of LSS, performance counter variable may either miss some of the counter data or it can be 

empty. A performance counter data is missing when performance monitors fail to record some 

observations of a performance counter variable, e.g., % CPU Utilization, due to reasons such as 

bandwidth congestion, system freeze and overflow of I/O buffers.  

A performance counter variable is empty when a resource under monitoring cannot start the 

required service for collecting counter values. We sanitize the performance counter data by 

removing empty counter variables. The missing performance counter data is dealt by the use of 

list-wise deletion, i.e., excluding the entire record if any single performance counter value is 

missing in the record [61]. 

 Data Reduction 4.2.1.3

Random samples are drawn from the large pool of performance counters collected during the 

monitoring of a baseline load test thereby reducing the volume of performance counters for 

analysis. There exist several criteria to decide upon the accurate and representative random 

samples required for a give size of a dataset [88]. However, we limited the random sample size to 

20 performance counters for any give size of performance counter data set. Our rationale behind 

such as strict random selection criteria is based on our experience of working with practitioners of 

a LSS while conducting load test experiments for our industrial case study presented in Chapter 5.  

Count more than 20 performance counters makes load test analysis difficult, unmanageable and 

prevent analysts from performing root cause analysis efficiently for a detected performance 

deviation. 
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 Performance Signature Extraction 4.2.1.4

These randomly selected counters form the signature of the respected load test. A baseline load 

test is used to generate a performance signature. Another set of signature is extracted from a new 

load test run. In case, a performance counter that is part of baseline load test signature cannot be 

extracted from the new load test run, the respective performance counter is eliminated from the 

baseline signature. The signature cannot be extracted from the new load test due to numerous 

reasons explained earlier in Section 4.1. 

 Performance Deviation Detection 4.2.1.5

 Automatic identification of performance deviation between a baseline load test and new load test 

is determined by comparing the performance signatures based on a statistical quality control 

technique called Control Chart [24]. The aim of control charts is to automatically determine if 

fluctuation in performance is caused by common causes, e.g., fluctuation of the input, or by 

special causes, e.g., anomalies or defect.  Control Charts use control limits to represent the limits 

of variation that should be expected from a process in a state of statistical control. When a process 

is in statistical control, any variation is the result of common causes that effect the entire 

production in a similar way. We used a Control Chart due to its previous successful use in 

analyzing load tests [25]. We drive the control limits of a control charts from a baseline load test 

counters readings. If any reading of the signature counters of a new load test violates the control 

limits, the test is marked as deviated. 

Central Limit (CL) is a median of all readings, i.e., instances of a baseline performance counter 

for a Control Chart. The Lower Control Limit (LCL) is the lower limit of the normal range of a 

counter under the normal behavior of the system.  
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The Upper Control Limit (UCL) is the upper limit, i.e., maximum fluctuation experienced by a 

system under a given workload under normal behavior and thereby abiding to SLAs.  

A common choice to identify violations in control charts is through the use of the standard 

deviations from CL. We used the 10
th
 and 90

th
 percentiles to identify violations instead; since its 

use has produced promising results for performance counter data [25]. 

We explain our performance deviation detection process for a load test through the use of an 

example. Figure 4.2 shows an example where the performance counter ‘A’ of a baseline load test 

has eleven instances 3, 4, 5, 6, 7, 8, 9, 10, 11, 12 and 13. The LCL (10
th
), CL (median), and UCL 

(90
th
) for the baseline would be 4, 8, and 12 respectively.  

 

Figure 4.2: An Example of a Control Chart   
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Figure 4.3: Our Cluster Based Unsupervised Methodology to Automatically Detect Performance Deviations in a Load Test 
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The baseline readings are shown with ‘□’ dots. The LCL and UCL are the solid lines. The CL is 

dashed line in the middle. The values of performance counter ‘A’ for the new load test are 1, 2, 3, 

4, 5, 6, 7, 8, 9, 10, 12, 13, and 14  and are shown in Figure 4.2 as ‘×’ dots. The violations are 

calculated as the values for new load test’s signature counter ‘A’ that are greater than the UCL or 

smaller than the LCL of the baseline load test. In this example, the readings of 1, 2, 13 and 14 are 

outside the limits set by the baseline hence the new load test is marked as deviated 

 Clustering Methodology (Unsupervised) 4.2.2

Performance counter data for a load test is highly correlated. There are many counters that are 

essentially measuring the same performance characteristic. For example, counters such as 

‘Processor time’, ‘Total processor time’, ‘Processor total privileged time’ are basically measuring 

the processor utilization. Under normal system behavior, their counter values are correlated for a 

given load. Clustering is another effective way to reduce the dimensionality of the performance 

counter data. Clustering, a statistical classification technique, groups performance counters based 

on a measure of similarities, such that the similarities between the counters in the same groups are 

high while the similarities between counters in different groups are low. We now detail the steps 

involved in automatically detecting performance deviations in a load test using our Clustering 

methodology, as shown in Figure 4.3.  

 Data Preparation 4.2.2.1

The data preparation involved sanitizing the performance counter data for missing performance 

counter values. It also includes standardizing the performance counter data . 
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 Data Reduction 4.2.2.2

There are hundreds of clustering algorithm proposed in literature to exploit different measure of 

similarities/dissimilarities as per need of different scientific discipline. We use K-Means [26] for 

clustering the performance counter data for a load test 

The K-Means clustering takes n objects (performance counters in our case) and k number of 

clusters to find, as input. It groups the objects into k clusters with the objective of minimizing the 

squared error, the sum of squared dissimilarities of each object from the centroid of its cluster.  

We choose K-Means clustering algorithm because of: 

I. Its implementation simplicity,  

II. Wide used in literature for clustering numerical data (especially performance data [28]), 

and  

III. Its observed speed [29] as 

a. It uses Euclidean distance between two objects to calculate the squared error and 

b. It typically converges in a small number of iterations [30]. 

 Signature Generation 4.2.2.3

The representative of each cluster in a K-Mean clustering is its centroid, which is likely not 

identical to any member of the cluster but shares similar variance as that of its members. Hence 

we choose the centroids from the performance counter data of the baseline load test to form its 

respective performance signature. The similar signature is extracted from a new load test run, i.e., 

the same set of performance counters that are the centroid for a baseline load test. 
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Figure 4.4:  Our PCA Methodology to Automatically Detect Performance Deviations in a Load Test 
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 Deviation Detection 4.2.2.4

Automatic identification of performance deviation between a baseline load test and new load test 

is determined by comparing the performance signatures based on the use of control charts [24]. 

K-Means showed a great improvement in performance over Random Sampling in detecting 

performance deviations, i.e., 66% improved precession and 75% recall. However, both precision 

and recall is low to gain the confidence of practitioners. We suspect the low performance in 

detecting deviations by the use of clustering is probably due to the use of K-Means algorithm. 

The K-Means algorithm developed 50 years ago was initially developed for other applications of 

that data mining which involve small data sets. 

We use the CLARA algorithm [27] developed specifically to cluster large data sets in hope to 

further improve the performance of our cluster based deviation detection methodology.  

CLARA begins by selecting s elements of X randomly, and stores these elements in a subset Xꞌ. 

The algorithm then builds a dissimilarity matrix for the subset and invokes Partitioning  Around 

Medoids (PAM) algorithm  [89]  on it, yielding a clustering Cꞌ and a set of medoids M. CLARA 

discards Cꞌ and only uses M to generate a clustering C by assigning each element xi ∈ X to the 

cluster Cj∈ C that minimizes d(mj  ,xi). That is, it assigns each object to its nearest medoid. It then 

computes the total intra-cluster dissimilarity for C by summing the dissimilarity of each xi and the 

medoid of its assigned cluster. CLARA repeats these process S times and then returns the 

clustering with the lowest total dissimilarity. 
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 PCA Methodology (Unsupervised) 4.2.3

 Motivation 4.2.3.1

In this methodology, Principal Component Analysis (PCA) [90], a robust and scalable statistical 

algorithm, is used as a more advanced methodology compared to clustering to reduce the number 

of performance counters. Basically, the high level goal of using PCA in our context is same as 

using clustering, i.e., selecting the least correlated subset of performance counters that can still 

explain the entire variations in the data.  

 The methodology consists of two phases. The first phase consists of generating a performance 

signature for a baseline load test. The second phase identifies performance deviations, between a 

baseline load test and new load test(s) using the generated performance signatures. We motivate 

the use of PCA using a real world performance counter [91] data, consisting of 18 performance 

counters. We choose this small performance counter data for this section, to make the dynamics 

of our unsupervised methodology easier to understand. We show our PCA methodology in action 

on a considerably larger number of performance counters in Chapter 5. 

 The Theory of Principal Component Analysis 4.2.3.2

PCA [90] has been used successfully as a multivariate statistical process control tool for detecting 

outliers in highly correlated variables. PCA reduce the dimensionality of the original data (X) by 

projecting the data set onto a subspace of lower dimensionality including, defining a series of new 

variables to project the main information in the original data. We now detail the steps to generate 

the performance signature by our unsupervised PCA methodology, as shown in Figure 4.4. Note 

that, in the PCA methodology, the signature is separately generated for each of the baseline test 

and the new test data.  
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Table 4.2: Sample of Observations Before Data Preparation 

Observations 

Counter Total Miss Available Mini Max Mean Std. Dev 

Q 599 0 599 246.18 1946.11 754.654 292.00 

R 599 0 599 009.59 0063.46 023.427 011.14 

S 0 0 0 000.00 0000.00 000.000 000.00 

T 599 2 597 001.00 0117.11 0030.90 018.99 

            

Table 4.3: Sample of Observations After Data Preparation 

Observations 

Counter Tot Mis Avail Mini Max Mean Std. Dev 

Q 599 0 597 -13.37 000.07 0.00 1.00 

R 599 0 597 -00.71 006.52 0.00 1.00 

T 597 0 597 -1.694 001.46 0.00 1.00 

 Data Preparation 4.2.3.3

Performance counter log data needs to be prepared to make it suitable for the statistical 

techniques employed by our methodology. The effectiveness of the suggestions generated by our 

methodology greatly depends on the data preparation step. The three sub steps involved in data 

preparation are: 
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4.2.3.3.1 Data Sanitization  

Performance counter logs need to be filtered from noise, i.e., missing counter data or an empty 

performance counter. Table 4.2 shows a sample of our real world performance counters for a load 

test before the data preparation step is applied.  

The performance counter variable ‘T’ belongs to the missing counter data category whereas ‘S’ is 

an empty performance counter variable. A total of 599 observations were required for each 

performance counter variable. A monitoring tool recorded only 597 observations for performance 

counter ‘T’. To deal with the problem of incomplete data, we employed list wise deletion. If the 

i
th
 observation for counter ‘T’ is missing, list wise deletion will delete the corresponding i

th
 

observation for all the counter variables. 

Empty counter for variables such as ‘S’ and counter for variables that have more than 2% of the 

data missing are removed during the sanitization process. Table 4.3 shows the performance 

counters after data sanitization. 

4.2.3.3.2  Pre-Treatment 

Pre-treatment converts the data into a format that is understood by the PCA methodology. PCA is 

a maximum variance projection algorithm [12]. This means that PCA identifies those variables 

that have large data spread (variance), ignoring variables with low variance [3]. Performance 

counters have different ranges of numerical values; they have different variance. To eliminate 

PCA’s bias towards those (performance counter) variables with a larger variance, we 

standardized the performance counters via Unit Variance scaling (UV scaling) [92]. 
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Table 4.4: Principal Component Analysis (PCA) 

No PC Eigen-Value Difference Variability (%) Cumulative Variability (%) 

1 PC1 11.431 8.684 63.506 63.506 

2 PC2 2.747 1.027 15.260 78.765 

3 PC3 1.720 0.794 9.554 88.319 

4 PC4 0.926 0.476 5.143 93.463 

5 PC5 0.449 0.129 2.497 95.960 

6 PC6 0.320 0.160 1.780 97.740 

7 PC7 0.160 0.023 0.890 98.630 

8 PC8 0.138 0.058 0.764 99.394 

9 PC9 0.080 0.052 0.442 99.836 

10 PC10 0.027 0.027 0.153 99.989 

11 PC11 0.001 0.000 0.008 99.997 

12 PC12 0.001 0.000 0.003 100.00 

 

For each performance counter variable, we standardized the performance counter by dividing the 

observations of each counter variable by the variable’s standard deviation. Each scaled variable 

then has equal (unit) variance. 

Table 4.3 shows the variables after pre-treatment. Each variable has a mean of 0 and a standard 

deviation of 1. The unit scaled performance counter data is then further mean centered to reduce 
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the possible risk of collinearity. With mean-centering, the average value of each performance 

counter variable is calculated then subtracted from its respective counter data. 

4.2.3.3.3 Data Verification  

The sub step verifies if there exists enough association among performance counter data to 

proceed with the data reduction. In order to apply PCA, the Kaiser-Meyer-Olkin (KMO) measure 

[13] should be greater than 0.6 [4]. This measure tests the amount of variance within data that can 

be explained by a given measure. The KMO measure for our performance counter data is 0.789, 

which indicates that PCA can be applied successfully. 

 Dimension Reduction 4.2.3.4

We consider the elimination of redundant performance counters as a dimensionality reduction 

problem, where each performance counter corresponds to a dimension. The underlying technique 

used by our unsupervised PCA methodology is a black box technique i.e., PCA. Therefore, we 

explain the dimension reduction step of our unsupervised PCA methodology using a real world 

performance counter log consisting of 18 performance counters. We explicitly choose a small 

performance counter set in this instructive section as the small data size makes it easier to follow 

the black box techniques (PCA). 

We use PCA to reduce the data of 18 performance counters to 12 variables called Principal 

Components (PCs) as shown in Table 4.4 (i.e., PC1, PC2, …, PC12). PCA works by 

decomposing the covariance-matrix of performance counter data as the product of two smaller 

matrices, which are called Loading and Score matrices. The Loading matrix contains information 

about the performance counter variables. It is composed of a few eigenvectors PCs, which are 

(obtained as) linear combinations of the original 18 performance counter variables. The Score 
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matrix contains information about the observations of performance counter variables, i.e. the 

performance data. Each observation is described in terms of its projections onto the PCs, (instead 

of the original observation value of the performance counter variable) [93]. Every PC is 

independent and uncorrelated with other PCs. Table 4.4 shows the results of applying PCA to the 

example performance counter data. The first component, i.e., PC1 has an eigenvalue =11.431, 

which means it accounts for 11.431/18*100=63.60% of the variability of the entire performance 

counter dataset. To aid further reduction, we need to decide on the minimum number of 

components (top- x) among the 12 PCs that capture sufficient variability of our performance 

counter data. Deciding on the top-x PCs is a challenging problem. Unfortunately the methods 

known today do not provide any reliable and automated techniques to identify appropriate top-x 

PC [94-97].  

We use ‘% Cumulative Variability’ for selecting the top-x [98]. Based on [13], using a 90% 

Cumulative Variability is adequate to explain most of the data with minimal loss in information. 

Thus we extract the first four PCs shown in Table 4.4, as the top-x component to represent our 

performance counter data.  Now, the load test data can be represented by relatively few PCs (4 

PCs in this example rather than the original 12 PCs). 

 Identifying Top-k Performance Counters 4.2.3.5

After reducing the dimension of the performance counter dataset, we decompose the top-x PCs, 

i.e. PC1 to PC4 in the above example, using the eigen-vector decomposition technique [99]. We 

decompose the PCs to map them back to the performance counters. Mapping is required because 

performance analysts are interested in performance counters not PCs.  
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Each performance counter is given a weight between 0 and 1, in accordance to its association 

with a component. This measure of association is called as ‘Loadings’ in PCA. Table 4.5 shows 

the measure of association (loadings) for a few of our performance counter variables. The loading 

value ranges from ± (0 to 1).  

Table 4.5: Association Between Counter Variables and Components 

Loadings 

Var PC1 PC2 PC3 PC4 

A 0.399 -0.142 -0.075 0.859 

E 0.933 -0.253 -0.068 -0.145 

F -0.154 0.112 -0.888 0.025 

I 0.000 -0.135 0.912 -0.005 

J 0.623 0.752 0.053 0.050 

K 0.624 0.751 0.066 0.050 

L 0.864 -0.267 0.221 0.154 

M 0.972 0.019 -0.046 -0.134 

N 0.974 0.015 -0.043 -0.130 

O 0.889 -0.245 0.022 0.160 

P 0.944 -0.167 -0.065 -0.164 

Q 0.946 -0.168 -0.064 -0.160 

R 0.966 -0.146 -0.043 -0.047 

 



 CHAPTER-4 AUTOMATED METHODOLOGIES FOR LOAD TEST ANALYSIS 53 

 

 

 

The counter variables ‘N’ and ‘M’ with higher loading values confirm strong association with 

PC1, whereas counter variables like ‘I’ and ‘F’ confirm weak association with component PC1. 

More simply, association of a performance counter with a PC reflects the amount of variance that 

the counter adds to the PC, i.e., the larger the weight of a performance counter the more it 

contributes to a PC. We use these weights to: 

I. Construct a performance signature by selecting the important performance counters from 

the top-x components.  

II. Detect performance deviations by comparing the performance signatures of two or more 

load tests. 

In order to remove weakly-associated variables (adding no significant meaning to the PCs), and 

to identify and rank the top-k counter variables, our methodology performs the following two sub 

steps:                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                                 

I. Counter Elimination: In this step, the counter variables that do not have significant 

association with their respective top-x dimension are removed. A Norman cut-off 

criterion [100] is used to decide on the level of importance of a variable to corresponding 

dimension: 

             [    (   )]⁄ , 

Where the loading value is considered 5.152 only if we have more than 100 samples and 

N represents number of samples. 

II. Variable Ranking: In this step, the important top-k counter variables of top-k PC are 

identified and ranked. Identifying important variables has been made possible in the 

literature by exploiting Loading values in a strict manner.  
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In past literature, a Loading value of 0.7 is used as cutoff criteria to obtain important counter 

variables [101]. Hair et al. call Loading value above 0.6 "high" and those below 0.4 "low" when 

ranking important variables [102]. Raubenheimer pointed out Loading value of 0.4 for the central 

PC and 0.25 for the other PCs [103]. 

We believe the cutoff level to identify the top-k counters should not be fixed. It should be tunable 

on the basis of domain demands. If an analyst is tight on time he/she may want our methodology 

to suggest as few top-k performance counters as possible.  

In a situation where an analyst wants to conduct a more in-depth analysis, the analyst may require 

our methodology to increase the span of top-k counter in its suggestion. To server this purpose, 

we incorporated the PCA loading as a tunable parameter as shown in Figure 4.4.  

This tunable parameter ensures a small signature size consisting of the top-k important 

performance counters that characterize the dynamic of the corresponding load test. In this 

example, we set a low ‘weight’ parameter=0.2.  

Table 4.6  shows seven performance counters out of the 18 that are selected and ranked according 

to their weights and importance, thereby achieving a 61% data reduction. The ‘% importance’ of a 

performance counter is calculated using the following formula: 

 

              
(                  )

               

 

     

Where, i represents the i
th 

performance counter variable in a PC and ‘Total Loadings
2’

 is the sum 

of every variable’s square loadings in the top-x components.  We square the loadings of each 

counter to avoid negative values. The ‘Total Loadings
2
’ for our 18 variables across 4 PC accounts 

to 16.823.  
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Figure 4.5: Our WRAPPER Methodology for Detecting Performance Deviations in a Load Test 
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 Performance Deviation Detection 4.2.3.6

After automatically creating the performance signatures from the performance counter data of a 

baseline load test, our PCA methodology extracts the same set of performance counters from the 

‘new load tests’. Next, the PCA methodology compares both set of signatures. The comparison is 

based on the weights of performance counter. 

If the performance counter weights of the baseline signature are different from the ‘new load 

test’, then the actual distribution(s) of the performance counters values in the two load tests are 

different. Hence, the PCA methodology marks the new load tests as anomalous/deviated and logs 

it into the performance report. 

 

Table 4.6: Top-k Performance Counters 

Rank PC Variables Loadings % Imp 

1 F1 N 0.974 5.636 

2 F1 M 0.972 5.613 

3 F1 R 0.966 5.544 

4 F1 Q 0.946 5.317 

5 F1 P 0.944 5.294 

6 F1 E 0.933 5.172 

7 F2 I 0.912 4.942 
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Our case study (in Chapter 5) shows that PCA, as a variance-based methodology, requires at least 

40 observations of performance counter values to create a performance signature. Therefore, the 

effectiveness of our unsupervised PCA methodology depends on the sampling intervals [23], set 

by the performance analyst. For example, by collecting performance counter samples 

(observations) per minute, our PCA methodology is able to identify performance deviations (if 

any occur) after 40 minutes. However, if the sampling interval is set to every 5 seconds, the 

performance deviations, on average, are detected within a 3.5 minutes time frame. 

 WRAPPER Methodology (Supervised) 4.2.4

Unlike the PCA based unsupervised methodology, our supervised WRAPPER methodology 

detects performance deviations in a load test data as soon as they occur. WRAPPER methodology 

has the same two phases as of our unsupervised methodology but uses different underlying 

techniques for its operation. We now detail the steps of our WRAPPER methodology, as shown 

Figure 4.5.  

 Data Preparation 4.2.4.1

 Similar to the unsupervised methodology, the performance counter data of the supervised 

methodology needs to be sanitized from missing and empty performance counter variables. 

Moreover, specifically for the supervised WRAPPER methodology, the performance counter data 

of the baseline load test needs to be labeled as passed or failed for each normal and deviated 

observation respectively. The data are expected to be labeled once by the load testers, based on 
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their experience and previous load test results. Thus, labeling is done once and it is used several 

times later on.  

Note, that both the baseline test and the new load test undergo the data preparation step as shown 

in Figure 4.5. However, only the baseline load test advances to the signature generation phase and 

results in a performance signature. The new test directly goes to the performance deviation 

detection phase.  

 Attribute Selection 4.2.4.2

 In this step, we use a Wrapper technique for attribute selection, i.e., selecting important 

performance counters [104]. A Wrapper-based attribute selection has shown promising results in 

the software engineering literature [105]. However, as it is concluded in [106] there is no “one 

best attribute selection” technique that works for any type of data. Our WRAPPER methodology 

is the first attempt for applying an attribute selection on performance counters of large scale 

systems, which can be studied more in the future. In a Wrapper-based attribute selection 

technique, a search algorithm, e.g., a greedy or genetic search algorithm optimizes the selection 

process of a subset of attributes. The quality of the selected attributes is evaluated by a prediction 

model, e.g., OneR [107], decision tree [107], or regression model [107]. In this thesis, we use a 

Genetic search implemented in Weka [104] to maximize the performance of a OneR model for 

prediction on subsets of performance counters. OneR is chosen because it showed as good results 

as more complex predication models in our preliminary tuning phase. In this thesis, the Genetic 

search parameters are not tuned and we simply used Weka’s recommended values (crossover 
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probability=0.6 and mutation probability=0.033, maximum generation=20, and population 

size=20). The fitness function of the Genetic search is the accuracy of the prediction model made 

by the selected attributes (Genetic search’s solutions in each iteration). The attribute selection is 

validated by a 10-fold cross validation process, which starts by partitioning the input performance 

counter data into 10 folds. 

The Wrapper-based selection technique takes one partition (fold) at a time as the test set and 

trains on the remaining nine partitions. The output of applying the wrapper-based attribute 

selection on each fold is a Set of Performance Counters (SPC) in Figure 4.5. These SPC are 

essentially the best performance deviation predictors recommended by our WRAPPER 

methodology.  

 Identifying Top-k Performance Counters 4.2.4.3

 In this step, we select the top-k performance counters. These are the performance counters, which 

are selected the most in the SPCs of the 10 folds. These top-k performance counters form the 

performance signature for the corresponding load test. The frequency for each performance 

counter variable is calculated based on the number of times it appears in the folds divided by the 

total number of folds. Selecting the top-k is based on one of the two heuristics: “% Frequency”, 

i.e., the minimum percentage of the times that the performance counter should be appeared in the 

10 SPCs, or “Count”, i.e., the exact number of counters desired. 

 we show two signatures which are generated by a) specifying Count=5, which results in a 

signature consisting of performance counters 1, 2, 5, 7 and 8, and b) specifying frequency as 
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%Frequency>20, which results in the performance counters that appear in at least two folds, out 

of 10 folds, i.e., performance counters 1, 2, 5, 6, 7 and 8.  

wWe choose %Frequency>20 to be consistent with the 80% of top-k performance counter 

selection by setting weight parameter = 0.2 in the unsupervised methodology.  

 Performance Deviation Detection   4.2.4.4

In this phase:  

I. The data (observations) for the performance counters of the signature (generated based on 

the baseline test) is extracted from both the baseline and the new load test.   

II. The extracted signature data (i.e., only the observations of the signature performance 

counters) from the baseline load test is given to the logistic regression [107], as the 

Training (1/3 of the data) and testing data (2/3 of the data), to build a prediction model 

for performance deviation detection.  

III. The extracted data from the new load test is evaluated on the prediction model.  

 

The model determines whether each observation (sample of the performance counter of the 

signature) of the new load test corresponds to a normal load or to performance deviation, based 

on learning from the labeled baseline observations. Finally, any observation that is deviated is 

flagged and logged into a performance report to be later viewed by a performance analyst. 
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Table 4.7: Identifying Top-k Performance Counters 

No Performance Counter Variables 10-Folds Selection Count=5 % Freq>20 

1 % CPU Time 10   

2 % Disk Time 10   

3 Disk sec/Write 1   

4 Available Bytes 2   

5 Pages/sec 5   

6 Database Cache Request/Sec 4   

7 Network Interface Bytes Total/sec 5   

8 % CPU Idle Time 6   

9 Datagram Rec/sec 1   

⁞ ⁞ ⁞ ⁞ ⁞ 

18 Avg. Disk Read Queue Length 0   
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CHAPTER 5 

COMPARISON OF THE PROPOSED METHODOLOGIES 

In this chapter of the thesis, through a case study, we compare the performance of our proposed 

unsupervised methodologies (Clustering, Random Sampling and PCA) and supervised 

methodology (WRAPPER) with each other. The Clustering and Random Sampling 

methodologies were proposed in Chapter 4 of the thesis as comparison baselines against our 

advanced methodologies, i.e., PCA and WRAPPER. 

All four methodologies use performance counter data obtained from a load test to construct 

performance signatures. 

 Case Study 5.1

We conducted a case study to investigate the effectiveness of our methodologies. We shape the 

goals of our case study using following research questions: 

RQ1. How effective are our methodologies in detecting performance deviations in load tests? 

Motivation: A methodology with low recall won’t be adopted in practice, since it fails to detect 

many of existing deviations. A methodology that produces results with high recall and low 

precision is not useful either, since it floods the performance analysts with too many false 

positives. An ideal methodology should identify a minimal and correct set of performance 

deviations. All of our four proposed methodologies use the same data for the same type of 
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analysis. We evaluate the performance of our approaches using the precision, recall and F-

measure definitions explain latter in Section 5.4. 

RQ2. What is the impact of reducing the signature size on the effectiveness of our 
methodologies? 

Motivation: In practice, analyst use/prefer few key performance counters (smaller signature size) 

known to them from past practices and/or other senior performance experts, as ‘rules of thumb’ 

[71]. Therefore, we want to evaluate how the reduced size of performance counters (sizes 

recommended by practitioners) impacts the ability of our methodologies in identifying 

performance deviations in a load test.  

 Subjects of Study and Environment Setup 5.2

Table 5.1 lists the systems studied in this chapter. In this section, we also describe the 

environment of the systems under study. 

Table 5.1: The Systems Under Study 

No System Domain Type of Data 

1 Industrial System Telecom 

Production data 

Data from our experiments on the 

company’s testing platform 

2 Open Source E-commerce 

Data from our experiments with an open 

source benchmark application 
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 The Industrial System 5.2.1

We used a subsystem of a large industrial software system that supports millions of concurrent 

users in the domain of telecom. We used the production data and test bed of the industrial system 

for the case study. 

I. Production data: These performance counter data are obtained from the performance 

repository of the industrial system under study. The load testing is performed by the 

company experts.   

II. Testbed data: These are the performance counter data obtained during a load test 

conducted by us using the company’s testbed. 

 

 

 

 

 

 

 

 

 

 

Figure 5.1: Components of the Test Environment 
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 The Open Source System 5.2.2

The second system under study is Dell DVD Store (DS2) application, which is an open source 

simulation of an online e-commerce website [108]. It is designed for benchmarking Dell 

hardware. It includes basic e-commerce functionalities such as user registrations, user login, 

product search and purchase. DS2 consists of a back-end database component, a web application 

component, and a driver programs (load generator).  

DS2 has multiple distributions to support different languages such as PHP, JSP, or ASP and 

databases such as MySQL, Microsoft SQL server, and Oracle. In this case study, we use the JSP 

distribution and a MySQL database(s). The JSP code runs in a Tomcat container. Our load 

consists of a mix of transactions, including user registration, product search and purchases. We 

created a similar environment as in Figure 5.1 for running load test experiments on the open 

source system.  

The configuration of our DS2 load generator for the baseline load test in our experiments is listed 

in Table 5.2, to enable the replication of the experiments. 

 Fault Injection 5.2.3

To study our methodologies on realistic situations, we must evaluate them in the presence of 

representative faults. To do so, we first need to choose the category of faults, e.g., software 

failures, hardware failures and operator/human errors. Second, we need to decide on the failure 

triggers for each category, e.g., software failures could be triggered by resource exhaustion, 

logical errors or system overload. Pretet et al. [109] performed a detailed study on failure 
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occurrences in an enterprise web service system and concluded that 80% of the failures are due to 

software failures and human errors. Therefore, in this thesis, we use these categories for 

experiments. Pretet et al. [109] have also listed the seven most common triggers for software 

failures and human error failures. Among them, we used four failure triggers that fit into our load 

test experiments, which are listed in Table 5.3 

 Below, we explain why we choose the failure triggers listed in Table 5.3 and their relation to 

load testing.  

Table 5.2: Load Test Configuration for Dell Dvd Store (DS2) 

Parameter Value 

Testing duration 1 hour 

Number of driver (load generator) threads 50 

Startup request rate (load ramp-up rate) 5 

Think time (time it takes a customer to complete an order) 30 sec 

Database size 100MB 

Percentage of new customers 15% 

Average number of searches per order 3 

Average number of items returned in each search 5 

Average number of items per order 5 
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I. System Overload: Performance analysts often have to run numerous tests for every 

release or build of an application for specific workloads under particular hardware and 

software conditions [51]. They have to carefully analyze the test to ensure that the system 

is not overloaded and is meeting its desired SLA, e.g., response time or latency. 

II. Configuration Errors: One of the most common reasons of load test failures is the 

misconfiguration of a system under test or its execution environment. For example, 

databases, web server or load generator may be misconfigured due to time pressure or 

complex configuration. 

III. Procedural Errors: Procedural errors are the second major source of failures in the 

operator error category [109]. Load test procedural errors happen when the analyst/tester 

does not follow guidelines and processes for conducting a load test.  

Table 5.3: Faults Injected In Our Load Test Experiments 

Category Failure Trigger Faults Exp. Id 

Software Failures 

Resource Exhaustion 

1. CPU Stress 1 

2. Memory Stress 2 

System Overload 3. Abnormal Workload 3 

Operator Errors 

Configuration Errors 4. Misconfigured Load Generator 4 

Procedural Errors 

5. Interfering Workload 5 

6. Unscheduled Replication 6 
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For example, the tester forgets to restart a web service or to initialize database tables 

before the start of a load test. Similarly one of the most common causes of triggering 

procedural errors in large scale systems is when a tester forgets to suppress/change the 

schedule of background interfering loads, e.g., the start of the antivirus or a database 

replication during the course of a load test [54].  

 Experiment Design 5.3

We designed seven experiments to answer our research questions. We used the framework of 

Thakkar [64] to automate the load tests and to ensure that the environment remains constant 

throughout the experiments. We used Thakkar framework due to its simplicity and previous 

success in practical performance testing [64].   

Except for experiment 7, which consists of production data obtained from the industrial partner, 

all other load test experiments are repeated 10 times to ensure the consistency among our 

findings. The ramp-up and ramp-down (warm-up and cool-down) periods were excluded from the 

load test analysis, as the system usually is not stable at these periods. We used perfmon, a native 

windows operating system tool to collect the performance data periodically every 10 seconds 

(sampling interval). This means that each industrial experiment conducted on the testbed has 

2,880 observations as these tests lasted for 8 hours. However, all the experiments conducted on 

the DS2 benchmark application are one-hour long tests and contain 360 observations per 

performance counter. We now detail the settings of each experiment for the faults listed in  

Table 5.3. 
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I. Experiment 1 (CPU stress): Experiment 1 investigates the software failure category by 

triggering resource exhaustion. For experiment 1, we ran a load test with a baseline 

workload listed in Table 5.2. Then we slowed down the CPU of the web server using a 

CPU stress tool, known as winThrottle [17]. We choose winThrottle over other CPU 

stress tools because it is an open source tool and we can use features in system hardware 

that directly modify the CPU clock speed, rather than using software ‘delay loops’ or 

‘HLT instructions’ to slow down the machine.  

II. Experiment 2 (Memory stress): For experiment 2, we conducted a load test with the 

same workload as the baseline load test, but injected a memory bug into the webserver 

using a customized open-source memory stress tool called EatMem [18]. The tool 

allocates a random amount of available memory at recurring intervals to mimic a memory 

leak. 

III. Experiment 3 (Abnormal workload): This experiment is conducted using the DS2 

system. We trigger a system overload, the second common failure trigger identified by 

Pretet [109]. This experiment keeps the workload-mix constant and increases the 

execution rate of our workload to 4X, i.e., four times as the baseline configuration listed 

in Table 5.2.  

IV. Experiment 4 (Misconfigured load generator): This experiment uses the testing 

platform to mimic the problems resulting from misconfiguration of the load generator. 
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Therefore, we configure the load generator to push a different workload-mix than the 

baseline workload. 

V. Experiment 5 (Interfering workload): This experiment aims to trigger a procedural 

error for a load test. We created an interfering background workload fault, where the 

tester forgets to reschedule an antivirus scan that conflicts with the timing of the load test. 

We scanned one of the web server machines with an antivirus every 10 minutes for 3 

minutes over the course of one hour to perturb the main workload.   

VI. Experiment 6 (Unscheduled replication): The objective of this experiment is also to 

trigger a procedural error for a load test. We mimic the scenario where the tester forgets 

to reschedule the database replication over the course of a load test. We set the replication 

time to coincide with the start and stop time of the load test.  

VII. Experiment 7 (Production data): This experiment was conducted on the production 

data. Performance analysts gave us two sets of performance counter data, i.e., a baseline 

and a deviated load test, without revealing the type of faults. 

 Measure the Effectiveness of Our Methodologies 5.4

To evaluate the effectiveness of our methodologies, we use the following measures: Precision, 

Recall and F-Measure. Precision is the ratio between correctly detected performance deviations 

and predicted performance deviations between the two load tests. Recall is defined as the ratio 

between the number of correctly detected performance deviations and the number of actual 
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performance deviations for a load test. F-measure is defined as a harmonic means of precision 

and recall.   

          
(    )                  

(                   )
 

(1) 

The value of alpha ( ) ranges between 0 and infinity to give varying weights for recall and 

precision.  

For example, in this thesis, to indicate that recall is as important as precision, alpha has a value of 

1.0. These definitions are directly applied to the output of (WRAPPER methodology), where the 

classifications are labeled per observation (i.e. for each observation, one can define whether the 

prediction is true or false positive). 

For Control Chart (Random Sampling and Clustering methodologies) and Logistic Regression 

(WRAPPER methodology), the classifications are per observation (i.e., for each observation, one 

can define whether the prediction is true or false positive). However, our unsupervised 

methodologies (Random, Clustering and the PCA) cannot predict performance deviations for one 

single observation. Moreover, PCA requires a certain minimum number of observations to 

construct a performance signature [16].  

We use Figure 5.2 as an example to explain how we can measure the precision and recall of our 

unsupervised methodologies. Figure 5.2 show the performance counter logs of the database 

subsystem for the two load tests. These two load tests are conducted under a constant 

environment and with the same workload. For both the load tests, the performance counter logs 

are divided into equal time intervals, i.e., from t1 to t5. For the load test-2, an unexpected network  
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Precision Recall F- Measure Sig. Size Total 

Counters S U R K C S U R K C S U R K C Sup Un-Sup 

1 0.88 0.81 0.27 0.8 0.82 0.87 0.90 0.77 0.85 0.85 0.88 0.84 0.40 0.82 0.83 79 62 220 

2 0.94 0.66 0.29 0.82 0.82 0.91 0.80 0.84 0.8 0.81 0.70 0.62 0.43 0.81 0.81 68 62 220 

3 0.99 0.88 0.35 0.75 0.81 1.00 0.80 0.75 0.79 0.81 0.99 0.85 0.48 0.77 0.81 20 40 220 

4 0.98 0.50 0.3 0.79 0.81 0.92 0.80 0.75 0.78 0.80 0.95 0.63 0.43 0.78 0.80 5 8 18 

5 0.95 1.00 0.37 0.51 0.57 0.92 0.80 0.82 0.8 0.80 0.95 0.85 0.51 0.62 0.66 44 16 110 

6 0.92 0.90 0.4 0.8 0.81 0.95 0.90 0.79 0.84 0.85 0.93 0.90 0.53 0.82 0.82 44 30 110 

7 1.00 0.90 0.3 0.72 0.79 1.00 0.90 0.75 0.85 0.85 0.99 0.99 0.43 0.78 0.81 9 21 92 

Avg. 0.95 0.81 0.33 0.74 0.77 0.94 0.84 0.78 0.82 0.82 0.91 0.81 0.46 0.77 0.79 16 34 141 

Table 5.4: Performance Evaluation of Our Supervised and Unsupervised Deviation Detection Methodologies

LEGEND: S:   Supervised Methodology (WRAPPER) R: Random Sampling 

U: Unsupervised Methodology (PCA) K:  Clustering Methodology (K-Means) C: Clustering Methodology (CLARA) 
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Figure 5.2: Performance Measure of Our Unsupervised Methodologies 

link failure occurred between database and load generator during time interval t3, t4 and t5. On 

careful analysis by performance analysts, both subsystems are found to be identical in 

performance except at time interval t3, t4, t5.  

An ideal methodology should only report the time interval at which the deviations occurred. We 

define the number of time intervals when actual performance deviations occurred as O = 3. We 

applied our unsupervised methodologies on the database subsystem of both load tests and they 

predicted performance deviations between two load tests at time intervals t1, t2 and t3. We define 

the predicted number of time intervals by our methodologies as P = 3. An ideal methodology will 

predict the same deviations P as that of actual deviations occurred, i.e., O in a subsystem. Based 

on these definitions, we define:  Recall = PO/O and Precision = PO/P. 

 Case Study Results 5.5

We now report our findings regarding our research questions: 

RQ1.  How effective are our signature-based approaches in detecting the performance 

deviations in load tests? 

We evaluated the effectiveness (i.e., in terms of precision and recall) of our approaches using 

the method explained earlier in Section 5.4. The results for all the seven experiments are 

reported in Table 5.4 in terms of precision, recall and F-measure (for the first six experiments 

PO = P ∩ O 

Deviations 

Predicted (P) 

Deviations 

Occurred (O) 

DATA-BASE  
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the values are the average of the 10 runs per experiment). The ‘Total Counters’ column in 

Table 5.4 shows the total number of performance counters collected for the corresponding 

load test experiment. The ‘Sig. Size’ column represents the number of performance counters 

in the signature for each methodology. All the methodologies are able to achieve a 64-90 % 

reduction in the size of performance counters.  

Despite such huge reduction in the size of performance counters, they are still large and 

surpass the human’s ability to manually analyze them (i.e., in limited time) to detect 

performance deviations. 

The results listed in Table 5.4 show as expected, Random Sampling methodology has the 

lowest effectiveness (precision, recall, and the F-measure). Among the clustering 

methodologies, the use of CLARA algorithm provides significantly superior performance as 

compared to the use of K-Means as shown in Table 5.4. Comparing among the supervised 

methodologies, PCA methodology always perform better. Comparing the supervised 

methodology (WRAPPER) and the best unsupervised methodology (PCA), we can see that 

the supervised methodology dominates the unsupervised methodology in terms of precision, 

recall and F-measure. 

The next observation from the results reported in Table 5.4 is the excellent balance of high 

precision and recall of both the WRAPPER and PCA methodology (on average 0.92, 0.94 

and 0.81, 0.84 respectively). Such a high precision and recall was expected due to their large 

signature size. However, supervised methodology (WRAPPER) is still more effective than 

the best unsupervised methodology, i.e., PCA. Both methodologies can detect performance 

deviations in a load test with high precision and recall, on average above 0.9.  Overall, the 

effectiveness (precision and recall) of the methodologies is not significantly different. On 
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average, our unsupervised methodology has a higher precision, i.e., 0.98 as compared to the 

supervised methodology. However, recall of the supervised approach is higher than the 

unsupervised methodology. The average signature size of our unsupervised methodology is 

also slightly smaller than that of supervised methodology.  

As described in Chapter 4, Section 4.2.3, we applied the threshold of 0.2 to extract the 

important performance counters from the selected PCs to construct performance signature 

using the unsupervised methodology, i.e., PCA. With such threshold value, we were able to 

extract around 80% of the performance counters suggested by PCA. To have a fair 

performance comparison between the methodologies, we selected the same number of 

performance counters, i.e., 80%, from the total number of performance counters suggested by 

our supervised WRAPPER methodology. We also set the common signature size of the two 

unsupervised methodologies, i.e., Random Sampling and Cluster (K-means and CLARA) as 

that of PCA for all the experiments. From Table 5.4, it is evident that we can get extremely 

high precision and recall from both our PCA and WRAPPER methodologies. Despite, 

practitioner will hesitate to use such big signatures, i.e., up to 79 performance counters, for 

conducting root cause analysis of the reported deviations. In the next research question, we 

want to know how much of the signature size can be reduced further without significantly 

reducing the effectiveness of our methodologies.  

 

 

 

 

 

Our proposed methodologies are effective in detecting performance deviations for 

load tests. The precision and recall values of our PCA and WRAPPER methodologies 

always exceed 0.89 in our experiments, but the signature size is still larger than what 

practitioners would prefer. 
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x
p
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Precision Recall F- Measure 

Sig. Size 
Total 

Counter S U R K C S U R K C S U R K C 

1 0.99 0.88 0.20 0.69 0.75 1.00 0.80 0.77 0.79 0.75 0.99 0.85 0.31 0.73 0.75 20 220 

2 0.88 0.81 0.20 0.70 0.80 0.87 0.90 0.69 0.80 0.80 0.88 0.84 0.31 0.74 0.80 20 220 

3 0.94 0.66 0.27 0.69 0.70 0.91 0.80 0.79 0.75 0.80 0.70 0.62 0.40 0.71 0.74 20 220 

4 0.98 0.50 0.22 0.32 0.40 0.92 0.80 0.74 0.75 0.79 0.95 0.63 0.33 0.44 0.53 5 18 

5 0.95 1.00 0.29 0.70 0.70 0.92 0.80 0.76 0.82 0.88 0.95 0.85 0.41 0.75 0.77 15 110 

6 0.92 0.90 0.18 0.70 0.80 0.95 0.90 0.69 0.82 0.90 0.93 0.90 0.28 0.75 0.84 20 110 

7 1.00 0.90 0.20 0.79 0.82 1.00 0.90 0.72 0.8 0.80 0.99 0.99 0.31 0.79 0.80 9 92 

Avg. 0.95 0.81 0.22 0.65 0.71 0.94 0.84 0.73 0.79 0.81 0.91 0.81 0.33 0.71 0.75 16 141 

 

Table 5.5: The Effectiveness of Our Supervised and Unsupervised Deviation Detection Methodologies Given a Small Fingerprint 

Legend: S:   Supervised Methodology (WRAPPER) R: Random Sampling 

U: Unsupervised Methodology (PCA) K:  Clustering Methodology (K-Means) C: Clustering Methodology (CLARA) 
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RQ2. What is the impact of reducing the signature size on the effectiveness of our 

methodologies? 

The performance analysts of our industrial partner advised us that they consider a set of 20 

performance counters as a manageable set for analyzing a load test. Any increase in the 

number of performance counters beyond 20 negatively affects the human capability to 

effectively conduct root cause analysis in limited time. Based on their input, we limited the 

signature size to a maximum of 20 performance counters. 

Table 5.4 shows that for few experiments such as Exp-4 and Exp-7, the methodologies 

already constructed signatures with less than 20 performance counters. In such cases, we 

compare the effectiveness of all our approaches based on the smallest signature size among 

the supervised and unsupervised approaches in RQ1. For example, in Exp-2 the unsupervised 

methodology (WRAPPER) has a signature size of five counters and the supervised approach 

(PCA) has signature size of eight performance counters. Therefore in RQ2, we use the lower 

bound among them, i.e., five, to create the signatures.  

Table 5.5 summarizes precision, recall, and F-measure for a practical signature size 

(maximum 20 performance counters). The results in Table 5.5 show that even with the 

reduced and practical signature sizes, both PCA and WRAPPER methodologies provide an 

excellent balance of high precision and recall. However, the WRAPPER supervised 

methodology is slightly more effective than our unsupervised methodology. Since the two 

unsupervised methodologies (Random Sampling and Clustering) have not proved to be 

effective, hence we will focus only on the WRAPPER (supervised) and PCA 

(unsupervised) methodologies throughout the rest of the thesis.  
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In the next section, we analyze this difference in more detail between the two methodologies. 

With regard to scalability, in the experiments reported here, i.e., Table 5.5, we used a machine 

equipped with Intel® Core™2 Quad CPU Q6600 @ 2.40 GHz 2.39 GHz, 4 GB of RAM, Seagate 

standard ATA hard drive and Windows 7 (64 bit) operating systems. For all the unsupervised 

methodologies, it took under 7 seconds (on average) to compare two load tests. Our supervised 

methodology, i.e., WRAPPER was implemented using WEKA toolkit [104]. It took 11 seconds 

(on average) to compare two load tests. 

 

 

 

 

 

 

 Discussion on PCA and WRAPPER Methodologies 5.6

Our supervised WRAPPER and unsupervised (PCA) methodologies can detect performance 

deviations in a load test with high precision and recall. Now, we discuss the practical differences 

between our best unsupervised (PCA) and supervised (WRAPPER) methodology. 

 Manual Overhead  5.6.1

The WRAPPER methodology outperforms the PCA methodology in terms of precision/recall. 

However, WRAPPER methodology requires all observations of the baseline performance counter 

data to be labeled as passed/failed. Such labeling is required for the training of WRAPPER 

methodology. In practice, however, this is an overhead for analysts that rarely have time to 

manually mark each observation of the performance counter data. Therefore, tool support is 

With a practical and reduced signature size (20 performance counters), our unsupervised 

(PCA) methodology can achieve up to 0.81/0.84 precision/recall. Whereas, our 

supervised approach (WRAPPER) can achieve up to 0.95/0.94 precision/recall. 
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needed to help analysts partially automate the labeling, whereas, the PCA methodology does not 

require any such human intervention. 

 Real-time analysis  5.6.2

We refer “real-time analysis” as the ability of a methodology to process the performance counter 

data as it arrives, in order to detect performance deviations as soon as possible. The WRAPPER 

methodology is more real-time than the PCA methodology. The WRAPPER methodology detects 

the load test performance deviations on a per-observation basis. Whereas, the PCA methodology 

requires a certain amount of observations (wait time) before it can detect any performance 

deviations for a load test [52].  

 Stability  5.6.3

We refer to stability as the ability of a methodology to remain effective while its signature size is 

reduced. We find that the WRAPPER methodology is more stable than the PCA methodology. 

This means that a slight increase/decrease of its signature size, smoothly increase/decrease the 

effectiveness of the methodology. To investigate the stability of both methodologies, we plotted 

the F-measure over signature size, from size 1 to the size selected by each approach, covering 

80% of the variation (0.2 for the PCA variation threshold and 80% for the WRAPPER frequency 

threshold). As shown in Figure 5.3, the WRAPPER methodology exhibits a very smooth decrease 

(stable), when reducing the signature size, for most of the experiments. However, the PCA 

methodology has drastically sharp drops in effectiveness as the signature size is reduced. In 

addition, unlike the WRAPPER methodology, in many cases (circles in Figure 5.3), decreasing 

the signature size(s) results in an increase of its effectiveness, followed by a sudden drop  
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(unpredictable trend). Instability of the PCA methodology with respect to reducing the signature 

size is a potential threat to its practicality (i.e., adoptability by practitioners). 

As a first step to explore the stability differences between both methodologies, we looked into the 

selected performance counters of the signatures provided by the WRAPPER and PCA 

methodologies. We compared the signatures of the WRAPPER and PCA methodologies for all 

seven experiments (with signature sizes generated by the 0.2 and 80% thresholds for the PCA and 

WRAPPER methodology respectively). 

On average (for seven experiments), the performance signatures of both methodologies share 

80% common performance counters. On a closer look, we found that 20% of the performance 

counters were different because each methodology picked up the important performance counters 

at different granularities within the same category (i.e., correlated counters). We illustrate what 

granularity and category means by a real example from the case study using Table 5.6. 

In experiment 1, where we stressed the CPU of the database servers, the WRAPPER 

methodology picked one of the performance counter that exactly capture the processor time for 

the MySQL server of the database machine.  

Table 5.6: The Similar Performance Counters Included in the Signature of Supervised and 

Unsupervised Methodologies 

Performance Counter Methodology 

\\Machine1\Process_mysqld\Processor_Time Supervised 

\\Machine1\Processor_Total\Processor_Time Unsupervised 

\\Machine2\Process_ tomcat5\IO_Data_Operations_sec Supervised 

\\Machine2\PhysicalDisk\Total_Split_IO_Sec Unsupervised 
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Whereas, the PCA methodology picked up a performance counter at a courser granularity, i.e., 

the total processor time for the database machine, as listed in Table 5.6.  

Both of these performance counters are essentially measuring the same category, i.e. CPU, but at 

different granularity. Similarly in the experiment 2, the WRAPPER methodology picked up a 

fine-grained IO counter for one of our webservers (Tomcat5), i.e. ‘IO_Data_Operations_sec’. 

Whereas the PCA methodology picked a courser grained IO counter ‘Physicaldisk 

Total_Split_IO_Sec’ for that same web server machine. Therefore, the difference between the 

granularities of the performance counters in the two signatures might be a possible reason for the 

differences in their effectiveness.  

In addition, we found that the order of the 80% common performance counters is different in 

PCA and WRAPPER signatures. PCA signature, the performance counters are ranked based on 

their weights in the PCs. Whereas, the WRAPPER methodology ranks the performance counters 

based on which performance counters are selected the most in the 10 folds during the prediction 

step. Since the regression technique used by our WRAPPER methodology is sensitive to the 

ordering of the variables, this difference in the ordering might be another possible cause for the 

differences between the effectiveness of these two methodologies, which again requires further 

studies.  
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CHAPTER 6 

TOWARDS ROOT CAUSE ANALYSIS OF LOAD TEST DEVIATIONS 

When a load test fails, performance analyst want to know the reason for its failure. If the failure 

occurred due to inevitable threats such as interfering workload, the load test must be repeated. If 

the load test failed for other reasons such as memory-leak, overloaded queues or high CPU 

utilization, the load test results are sent to developers and other experts to rectify the problem. 

Troubleshooting is an expert-intensive and time sensitive activity. The longer it takes to identify 

and solve a problem, the higher the cost. 

However, identifying the subsystems that are the root cause of generating the performance 

deviation in a load test is challenging due to the fact that LSS contain multiple subsystems that 

interact across multiple nodes in often unforeseen and complicated ways. Hence, LSS are 

vulnerable to propagation of failures due to the inherit coupling between their subsystems and the 

unexpected propagation of faults because of hidden dependencies. Therefore, failure 

manifestations propagate to non-faulty subsystems affecting their performance. These non-faulty 

subsystems end up being false-positive recommendations to an analyst.  

In practice, for LSS, it is impossible for an analyst to skim through a large volume of 

performance counters to identify the subsystems that are the cause of starting performance 

degradation in a load test. Some post-deployment methodologies to identify the problems and 

failures in the distributed systems exist [56-57][82][110-113]. However, these methodologies do 

not explicitly pinpoint the subsystems in LSS that are the cause of performance problem or 

failure. Moreover, they are not fully automatic, since they do not sufficiently capture the dynamic 
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complexity of LSS and require analysts to invest extensive knowledge of the system to pinpoint 

performance problems [110-112].  

In the previous chapter, we studied the ability of our PCA and WRAPPER methodology to 

automatically compare load tests for performance deviations. In this chapter, we study the ability 

of proposed methodologies in helping performance analysts to pinpoint the subsystems that are 

likely the cause of performance deviations for a load test; by ranking them, by the extent of their 

performance deviations. An analyst is only interested in those subsystems that are the real cause 

of performance deviation along all the performance deviated subsystems reported. However, 

without troubleshooting support, quick pinpointing of the subsystems that are likely the real cause 

of starting the performance deviation cascade for a load test is both expert intensive and time 

sensitive activity.  

We explain and demonstrate how our methodologies provide support to zero-in on the 

performance culprit subsystems for a load test quickly and without requiring any domain 

knowledge. 

 Motivating Scenario 6.1

We start by provide a motivating scenario highlighting the applicability and importance of the 

proposed methodology for an analyst. 

It was not a surprise for John to see a stack of testing documents being pilling up on his desk, 

with a sticky note from his boss saying:  

‘We want to go live with the BigMail project this Friday. We have a new 

automatic load test analysis system to help you . I am sure you can do it John.’ 
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John has been load testing the features of the BigMail in the past. But this time there is a twist. 

The lab (mail servers supporting 30,000 users) is physically at another location due to the fact 

that all the usual testing resources being fully occupied at such busy time of the year. John has 

been assigned the remote lab access from 5 pm to 5 am. John gets busy like a bee setting up the 

test environment, installing some domain specific applications and configuring load testing tools 

(load generators, performance monitors and emulators). John is done setting up the environment 

by 4:30 pm. He again verifies all the steps with his checklist to ensure that everything is setup 

correctly. John knows that a slight negligence in the test environment setup can cost him a whole 

day’s effort. He starts the first test at 5:00 pm and leaves to home. Next day, John finds the load 

test analysis report in his mailbox generated by an automated load test support tool. John was 

disappointed to see the load test failed with high deviation from the baseline test. However, he 

was surprised to see  

I. A neatly organized html report with the list of performance deviated subsystems sorted 

on the basis of importance,  

II. A visualization for every deviated subsystem, comparing their important counters with 

the baseline load test and  

III. A correlation table that provides statistical analysis result between the two tests.  

John pressed the ‘Diagnostic button’ in the html report and was presented with the list of 20 

subsystems that deviated from baseline test. All the deviated subsystems belonged to the remote 

lab. The report also pinpointed the subsystem (mail server-A) as the cause of the performance 

deviation. In the html report, the visualization clearly showed a high deviation for the mail server-

A’s counter ‘disk Read/sec’ from the baseline load test. Such high deviations could only have 

been possible under extreme disk stress conditions. John calls the mail server-A’s administrator at 
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remote location and finds out that heavy disk utilization noticed for the server ‘A’ was the result 

of scheduled maintenance activity that runs every Sunday night. No doubt, John’s location was 24 

hours ahead of the remote lab location. John is happy; the automated system helped him to 

identify the problem subsystem. He did not have to spend possibly half a day scanning through 

the large volume of performance counter data, piecing together the cause of a test failure. John 

hurries to repeat the test. 

 Identifying Performance Deviated Subsystems 6.2

A preliminary step towards pinpointing the performance deviated subsystem is to identify all the 

subsystems that deviated from the baseline load test. We first normalize the performance 

counters. Performance counter normalization ensures the consistency of the performance counters 

at the subsystem level. Moreover, normalization of the performance counters ensures the 

portability of our approach across different platform and eliminates the false performance 

deviations between the subsystems of two load tests. It is not uncommon to find a same counter 

with different names on different systems, e.g., \\Server1\app1\service/sec and \\Server-

2\application1\service/sec are two same performance counters, with different counter name, i.e., 

app1 and application1 and same instance name, i.e., service/sec. 

Since the goal of our methodologies now, is to help performance analysts by automatically 

identifying the subsystems of LSS that deviate from the baseline load test. Hence, we generate the 

performance signature at subsystem level and measure the correlation between the performance 

signatures of a subsystem in the load test with the corresponding subsystem’s signature of a 

baseline test.   
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Prior research has shown that usually stable relationships between metrics exist in a well behaved 

system [23-25] (i.e., when the system is in equilibrium). The relationships between the 

performance metrics are often disturbed when errors occur [25]. We illustrate this with an 

example. 

Figure 6.1 shows a performance signature-A consisting of 6 important performance counters for a 

load test. The thickness of the edges between the performance counters shows the strength of the 

association (i.e., relationship) between them. Running the load test under the same workload and 

environment should produce the same performance signature.  

When a change, e.g., a CPU stress is introduced during the load test, disturbing the existing 

relationship between performance counters, a different performance signature-B is generated. 

When a performance signature is crafted at the subsystem level, the signature acts as a fingerprint 

for the respective subsystem of LSS and helps to identify and compare the performance with 

corresponding baseline subsystems. The importance of the performance counters in a 

performance signature only holds for the same environment and workload of the test. However, 

when an error or unknown change occurs in the load test environment or in the workload, such as 

server replications and background antivirus scan, the importance of performance counters for a 

subsystem shifts, causing a change in the performance signature of the subsystem of LSS. This 

change in performance counter signature enables us to detect performance deviations at the 

subsystem level.  

We use Spearman’s rank correlation to find the extent of deviation between performance 

signatures [114].  A value of +1 confirms that two performance signatures are identical and that 

there is no performance deviation between the respective subsystems. We choose Spearman’s rank 

correlation over other correlation coefficients such as Pearson product-momentum, Kendall’s tau 
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and gamma because Spearman’s rank correlation does not require any assumptions about the 

frequency distribution of the variables. This is necessary because load test data contains traces 

(performance counter data) that are not normally distributed. 

 Measuring the Performance of Our Methodologies 6.3

To evaluate the effectiveness of our methodologies in identifying performance deviations at 

subsystem level, we used two metrics: Precision and Recall. We have already defined Precision 

and Recall for a load test in Chapter 5.  To measure the performance of a methodology for all the 

subsystems, i.e. ‘C’, involved in the load test, we use the following definitions: 
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 Case Study 6.3.1

To evaluate the performance and reliability of our methodologies to identify performance 

deviated subsystems, we conducted a case study on the load test logs of a large enterprise system.  

The environment setup for our case study is similar to the one used in Chapter 4 and shown in 

Figure 5.1. The goal of our case study is to examine the following research question: 

RQ1. How accurate are our methodologies in identifying the subsystems of an LSS, which 
have performance deviations relative to prior tests? 

Motivation: During the course of a load test, an LSS is strictly monitored and thousands of 

performance counters are recorded. Performance analysts select a few of the important 

counters based on their domain knowledge and expertise and compare them with a baseline 

test or predefined thresholds [115]. If the performance analyst finds significant deviations in 

a load test from the baseline test, the analyst further investigates to find the subsystems that 

are the cause of performance deviations.  

This is not an easy task, as the performance analyst needs to drill down thousands of 

performance counters distributed across several subsystems to find the required information. 

The process of identifying the performance deviated subsystems in a LSS can take many 

days. 

Approach: We conducted an experiment to find out how accurately our methodologies can 

help performance analysts to pinpoint the performance deviated subsystems in a limited 

time, with accuracy and without implying domain knowledge. This experiment uses one 

baseline load test and three other load tests. 

 The first load test was a re-run of the baseline load test. In the second load test, we 

synthetically induced faults into the baseline load test’s performance counter log. In the  
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third load test, we stressed the system by pushing 8-times (8X) more load than the baseline 

test.  

The baseline load test was conducted by the performance engineers of a large enterprise. 

They carefully analyzed the baseline test to find any performance issues and deviations that 

raise the concerns of the LSS stakeholders. The performance counter log of the baseline load 

test contained seven hundred (700) performance counters belonging to four subsystems of 

the large enterprise. The load test duration for each test was 8 hours. The performance 

monitoring tool collected the performance counter data periodically after ever 15 sec 

(sampling interval) and there were 1922 instance (numeric readings) in total, recorded for 

each performance counter in the performance counter log. We applied our methodologies on 

the performance counter log of the baseline load test and extracted the performance 

signatures for the subsystems.  

Our PCA methodology recommended 11 important performance counters for the database 

subsystem, ranked on the basis of their importance for the load test. Furthermore, our PCA 

methodology recommended 18 important performances counter each, as performance 

signatures for the remaining three subsystems. Thereby, achieving 85% of reductions in the 

performance counter log data. To have a fair comparison, we selected the same number of 

performance counter from the respective subsystems for WRAPPER methodology (using 

count heuristic). We provide the details of the tests as follow: 

Test-A: We used the framework of Thakkar et al. [64] to automate the load test and to 

ensure the environment remains constant. We ran the load test under same environment, 

workload and duration as baseline load test and call it as ‘Test-A’. The intuition for 

conducting the load test similar to that of baseline load test is to validate our methodology. 
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Our PCA methodology should craft the same performance signature for every subsystem as 

that of the baseline load test.  

Test-B: We synthetically injected faults into the performance counter log of our baseline 

load test.  

i. First we select 50 % the performance counters of each subsystem.  

ii. Second, among the 50% of performance counters selected, we ensured that 50% of 

the important performance counters that contribute toward constructing the signature 

of a subsystem are present.  

iii. Third, we mutated the values of 40% of the selected performance counter data using 

an Out of Bag (OOB) approach [116]. The OOB approach reduces the chance of a 

performance counter instance being mutated twice.  

We did not generate totally random load test data, because there are important correlations 

and associations between performance counters values, which need to be satisfied to obtain 

realistic load test results. For example, if the CPU utilization is high for a load, 

corresponding performance counter instances for disk IOPS, memory consumption and 

queue levels will also have high instance values reflecting the same observed load.   

Test-C: We conducted the load test with the same workload mix as of baseline load test but 

increased its intensity 8 times, i.e., (8X). We illustrate what we mean by workload-mix and 

increasing its intensity. For example, the load of an e-commerce website would contain 

information such as: browsing (40%) with a min/average/max rate of 5/10/20 requests/sec, 

and purchasing (40%) with a min/average/max rate of 2/3/5 requests/sec.  In our experiment 

we keep the workload mix (browsing (40%) and purchasing (40%)) constant; however we 

varied its intensity, i.e., rate (request/sec). Our goal was to deviate the behavior of a load test 
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from the baseline load test by stressing its subsystem; subjecting them to a load beyond their 

design constraints.  

Findings: Both methodologies achieved around 82% performance counter data reduction. 

Figure 6.2  and Figure 6.3 show and compare the signature plots between baseline test and 

other three tests for our PCA and WRAPPER methodology. Whereas, Table 6.1 and Table 

6.2 provide rank correlations to calculate the performance deviations between the signatures 

created by both methodologies.  

It is evident from Figure 6.2  and Figure 6.3 that the ‘Test-A’, which is a replica of the 

baseline test, has a near perfect signature match for every subsystem in the baseline test. The 

subsystems of ‘Test-A’ have high correlation with the baseline test. The database 

performance signatures of ‘Test-A’ for the PCA methodology differs from the baseline test 

by spearman’s rank correlation coefficient of 0.003. The difference is so small that it can be 

attributed to experimental measurement error. Whereas, for the WRAPPER methodology, 

the difference is less i.e., the spearman’s rank correlation coefficient is 0.002. 

Both methodologies did not suggest any performance deviations between ‘Test-A’ and 

baseline test at the subsystem level, yielding a precision and recall of 100%. For Test-B, 

where we synthetically injected faults, and for Test-C, where we stressed the system by 

pushing 8-times (8X) more load than its expectation, PCA and WRAPPER methodologies 

suggested performance deviations from the baseline test for all four-subsystems. The 

subsystem signature plots of Test-B (synthesized) and Test-C (8-X load) in Figure 6.2 and 

Figure 6.3  clearly indicate them different from the signatures of respective subsystems of 

baseline load test. Moreover, Table 6.1 and Table 6.2 also indicate significant deviations 

between the subsystems of both load tests from baseline test.  
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Figure 6.2: Comparison with the Baseline Load Test Using Our PCA Methodology 
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Figure 13 Continued. 
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Figure 6.3: Comparison with the Baseline Load Test Using Our WRAPPER Methodology 
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Table 6.1: Correlation between the Performance Signatures Created Using PCA 

Methodology 

Subsystems 

Load Test 

Test-A  Synthesized  8-X load 

Data Base 0.997 0.732 0.826 

Web Server-A 1.000 0.701 0.795 

Web Server-B 1.000 0.700 0.790 

Application 1.000 0.623 0.681 

Table 6.2: Correlation between the Performance Signatures Created Using Our WRAPPER 

Methodology 

 Subsystems 

Load Test 

Test-A  Synthesized  8-X load 

Data Base 0.997 0.732 0.826 

Web Server-A 1.000 0.722 0.780 

Web Server-B 1.000 0.700 0.790 

Application 1.000 0.629 0.681 

Both methodologies are consistent in identifying the subsystems that deviate from their 

performance baselines. 

 

  

Our methodologies can effectively guide the analyst in identifying the subsystems with 

performance deviations relative to prior tests.  
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 Pinpointing 6.4

In the previous section, PCA methodologies identified all subsystems that deviate from the 

baseline performance. Since, failures manifestation may propagate to non-faulty subsystems 

affecting their performance. The pinpointing step of our methodology ranks the subsystem(s) that 

is/are likely the cause of performance violation among all performance deviated subsystems in 

the analyzed load test. 

To rank the subsystems, we calculate the average pair-wise correlation (  ) that exists between 

the performance signatures of a performance-deviated subsystem with that of the other 

misbehaved subsystems in a load test. The average pair-wise correlation of the subsystem is 

compared with the average pair-wise correlation of the respective subsystem in a baseline load 

test to determine the extent of performance deviation. Among the performance deviated 

subsystems, the subsystem having the highest deviation is likely to be the culprit subsystem.  

We explain the pinpointing step of our methodologies with the help of the following example. For 

a load test ‘Test-1’, the methodologies extracts four performance deviated subsystems A, B, C and 

D. Among the pool of performance deviated subsystems, the methodologies computes pair-wise 

correlations between the performance signatures of each subsystem with that of the rest in the 

pool, i.e., they calculate the pair-wise correlation ( ) of subsystem A with that of B, C and D 

(AB=0.7, AC=0.7, AD=0.9) as shown in Figure 6.4. 

Then, for each subsystem the average of all pair-wise correlations that exists for the particular 

subsystem’s signature with other performance deviated subsystems is computed. For performance 

deviated subsystem A, the average correlation of its performance signature is    

(               )        ⁄   as shown in Table 6.3. The average pair-wise correlation of 

each performance-deviated subsystem is compared with that of the corresponding subsystem in a 
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baseline test. If the signature of a different system contains a different number of performance 

counters, the common performance counters between two signatures are considered. 

The subsystem with the higher deviation among the pool of performance deviated subsystems, i.e., 

‘A’ is pinpointed to be the likely source of performance deviation in load test ‘Test-A’ as shown in 

Table 6.3. As the pinpointing step of our methodology calculates the average pair-wise correlation 

between the signatures of multiple subsystems, the probability of a Type I error is higher. Thus, a 

Bonferroni’s correction is made to the p-values of the spearman correlations to correct for multiple 

testing. In essence, each p-value is multiplied by the number of comparisons and the adjusted p-

value is compared to the standard significance level (0.05) to determine significance. Bonferroni’s 

correction is chosen because it is a rather conservative test. 

Furthermore, to help a load tester examine the performance deviations, we generate a performance 

deviation report. The report is generated in dynamic HTML so that the testers can easily attach it 

to emails that are sent out while investigating the performance deviations of a particular 

subsystem.  
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Table 6.3: Average Correlations 

 
Baseline 

Subsystem 

Deviated 

Subsystem 
Deviation % 

A 0.87 0.72 0.15 17.1 

B 0.88 0.82 0.05 6.46 

C 0.89 0.83 0.06 7.03 

D 0.78 0.73 0.05 6.92 
 

Figure 6.4: Pairwise Correlations 
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Figure 6.5: An Example of a Performance Deviated Report 
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(a) Baseline Test (b) Test-1 
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Figure 6.6: Correlations Between the Performance Signatures Crafted by Our WRAPPER Methodology 
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(a) Baseline Test (b) Test-1 
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Figure 6.7: Correlations Between the Performance Signatures Crafted by Our PCA Methodology 
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 Base 4-X Dev % 

*Web-1 0.87 0.72 0.15 17.1 

Web-2 0.88 0.82 0.05 6.46 

Web-3 0.89 0.83 0.06 7.03 

DB 0.78 0.73 0.05 6.92 

(a)    

 Base CPU Dev % 

*Web-1 0.87 0.69 0.18 21.1 

Web-2 0.88 0.80 0.08 9.29 

Web-3 0.89 0.80 0.09 10.6 

DB 0.78 0.73 0.05 7.24 

(b) Test-2 (PCA) 

 Base CPU Dev % 

Web-1 0.87 0.83 0.03 4.28 

Web-2 0.88 0.83 0.04 5.04 

Web-3 0.89 0.84 0.05 6.14 

*DB 0.78 0.78 0.08 10.4 

(c) Test-3 (PCA) 

 Base MEM Dev % 

Web-1 0.87 0.81 0.06 7.42 

*Web-2 0.88 0.75 0.13 14.9 

Web-3 0.89 0.81 0.08 9.49 

DB 0.78 0.7 0.08 11.0 

(d) Test-4 (PCA) 

 

 

 

Table 6.4: Average Performance Deviations of Subsystems Compared to the Baseline Test Using Our PCA Methodology 
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 Base 4-X Dev % 

*Web-1 0.87 0.84 0.03 3.45 

Web-2 0.87 0.83 0.04 4.60 

Web-3 0.91 0.84 0.07 7.69 

DB 0.79 0.83 0.04 5.06 

(a) Test-1 (WRAPPER) 

 Base CPU Dev % 

*Web-1 0.87 0.68 0.19 21.8 

Web-2 0.87 0.8 0.07 8.05 

Web-3 0.91 0.73 0.18 19.7 

DB 0.79 0.8 0.01 1.27 

(b) Test-2 (WRAPPER) 

 Base CPU Dev % 

Web-1 0.87 0.7 0.17 19.5 

Web-2 0.87 0.8 0.07 8.05 

Web-3 0.91 0.74 0.17 18.6 

*DB 0.79 0.8 0.01 1.27 

(c) Test-3 (WRAPPER) 

 Base MEM Dev % 

*Web-1 0.87 0.86 0.01 1.15 

Web-2 0.87 0.72 0.15 17.2 

Web-3 0.91 0.76 0.15 16.4 

DB 0.79 0.72 0.07 8.86 

(d) Test-4 (WRAPPER) 

Table 6.5: Average Performance Deviations of Subsystems Compared to the Baseline Test Using our WRAPPER Methodology 
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The report contains visualizations and correlation tables to point out the divergence between two 

subsystems, as shown in Figure 6.5. It also includes a list of performance deviated subsystems. 

The subsystem having the highest average performance deviation is pinpointed as the cause of 

performance deviation in the load tests. 

 Case Study 6.4.1

We conducted a case study to evaluate the pinpointing phenomenon for our PCA methodology. 

The goal of our case study is to thoroughly examine the following claim to support our research 

statement: 

 

 

 

We used the Dell DVD Store (DS2) system and an enterprise system for our case study. The 

components of the test environment are analogous to the ones reported in Figure 5.1. 

 Case Study Findings 6.4.2

We conducted an experiment to find out how accurately our methodologies help a performance 

analyst to pinpoint in limited time the subsystems that are the actual cause of performance 

deviation for a load test. The goal of the experiment is to validate ranking procedure of our 

methodologies under a number of representative tests. The experiment consisted of a baseline test 

along with four more load tests conducted on Dell DVD store system and one load test conducted 

for the enterprise system.  

Our methodologies accurately pinpoint the subsystems that are the cause of 

performance deviations in a load test 
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The workload configuration for the baseline load test for DS2 is kept similar to the one reported 

in Table 5.2, except that each test is 7 hours long. In our first load test, we stressed the SUT by 

pushing 4 times (4-X) more load than that of the baseline load. The reason to conduct such type 

of load test is based on the fact that most of the performance violations in load tests occur due to 

miss-configurations of load generators and during the setup of complex test environments [25]. 

Also, unexpected intervention from other applications such as antivirus, disk scrubs, RAID 

reconstructions and data replication add to the change in normal workload [54]. In our second and 

third test, to simulate resource saturation, we stressed the CPUs of different subsystems. The 

reason to conduct such test was based on the fact that most of the post-release problems in LSS 

are related to performance degradation and resource saturation issues instead of feature bugs. This 

is because many feature bugs get resolved at earlier stages of testing by unit and functional 

testing. In the fourth test, we injected a memory bug in the database subsystem of DS2, which is 

another way to stress the system.   

Again, for our case study, we used the framework of Thakkar et al. [64] to automate the DS2 load 

tests and to ensure that the environment remains constant throughout the experiments. All load 

tests for DS2 were repeated a minimum of ten times to ensure the consistency among the results. 

The ramp-up and ramp-down periods of load tests were excluded from the analysis as the system 

usually is not stabilized at these periods. The results reported in Error! Reference source not 

ound.Table 6.4 and Table 6.5 are the average of the correlations between the performance 

signatures of the respective subsystems of the load tests. A custom monitoring tool was used to 

record the 60 performance counters across each of the four subsystems of the Dell DVD Store. The 
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tool collected the performance data periodically after every 15 sec (sampling interval). Over a 

period of 8 hours, the tool collected 1920 instances (numeric readings). The performance counter 

logs obtained from the repository of large enterprise contained, 1400 performance counters.  We 

explain below each test in more detail.  

Baseline load test: Two load generators are configured to push the load on the three web servers 

(Tomcat running JSP application) as shown in Figure 5.1. The SUT is closely monitored and 

performance counter logs are collected from all the subsystems. We applied our PCA and 

WRAPPER methodologies on the performance counter logs and extracted the performance 

signatures for all the subsystems of the baseline load test. 

 Test 1: To mimic the problems resulting from mis-configuration of the load generators, we 

conducted a test by pushing 4-X more load on webserver-1 than the baseline load. The workload 

mix was kept the same as that of the baseline, except that we increased its intensity 4 times (4X). 

Test 2:  Often the load test deviates from the baseline test either due to hardware failures or due 

to resource saturation. For example, the hard disk may fill up because the tester forgot to clean up 

the data from an older run. Once the disk is full, the SUT may turnoff specific features causing 

the test to deviate from its baseline performance. Resource saturation arising due to the 

intervention from other applications, i.e., from unknown background loads such as unplanned 

replication, virus scanner and disk-scrubs affects the performance of the load test. We slowed 

down the CPU of webserver-1 using a CPU stress tool known as winThrottle [117], webserver-1 

is the weakest machine in our load test environment. We choose winThrottle over other CPU 

stress tools because it is an open source tool and can exploit a feature in system hardware that 
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directly modifies the CPU clock speed, rather than using software ‘delay loops’ or HLT 

instructions to slow down the machine. This method provides very smooth slowdowns without 

any incompatibilities with software. For an 8 hour load test, we stressed the CPU of the 

webserver-1 for 30 minutes. 

Test 3: This test is analogous to Test 2, spanning over 7 hours, except that we stressed the 

database server, which runs on a more powerful machine than webserver-1. Since the database is 

used by all three different web servers, stressing the CPU of the database will affect all three web-

servers, mimicking the propagation of a performance problem from one subsystem to others. 

Moreover, Test 2 and Test 3 are of similar nature, they enable us to validate the consistency of 

our methodologies in pinpointing the same type of performance problem, i.e., CPU saturation, 

among different subsystems (webserver-1 and a database server). 

Test 4: We conducted a load test with the same workload as the baseline load test, but injected a 

memory bug into webserver-2 using a customized open-source memory stress tool called EatMem 

[118]. The tool allocates a random amount of memory at recurring intervals. To mimic a memory 

leak, webserver-2 was stressed for 30 minutes using EatMem. 

Test 5: The last test was conducted on the performance logs obtained from the test repository of a 

large telecom enterprise. The performance analysts gave us the performance logs of 5 load tests 

A, B, C, D and E. Test A was marked as a baseline test by the performance analysts and its 

performance counters were thoroughly analyzed by them for any performance discrepancy. 

Analysts told us that among the four tests, two tests were good and two of them violated the 

performance requirements. The analysts were keen on finding out if our methodologies could 



Chapter-6                        ROOT CAUSE ANALYSIS OF LOAD TEST DEVIATIONS                       108 

 

      

   

 

 

pinpoint the subsystems that are the cause of the performance deviation between the baseline and 

the two failed tests.  

Findings: Figure 6.6 and Figure 6.7 show the correlations between the performance signatures of 

the DS2 subsystems. The ‘     ’ marks the subsystem where a performance problem is injected. 

The ‘*’ in Table 6.4 and Table 6.5 indicate the subsystem that is pinpointed by our PCA and 

WRAPPER methodology as the likely cause of a performance deviation in a load test. For Test-1, 

both methodologies correctly identified webserver-1 (i.e., web-1 in Table 6.4) as the source of 

performance deviation in the load test. Web-1 has the largest deviation from the baseline based on 

the average pair-wise correlation of performance signatures shown in Table 6.4 (a) and Table 6.5 

(a).   

Among CPU stress tests, i.e., Test 2 and Test 3, webserver-1 and the database server are 

pinpointed as the culprit subsystems by both methodologies. Hence, our methodologies are 

consistent in pinpointing the accurate subsystems under same stress load, i.e., CPU stress.  

Although the same CPU stress was applied on webserver-1 during Test 2 and on the database 

server during Test 3, however, the extent of ‘%’ average performance deviation is different for 

both. The last test conducted on Dell DVD store application shows that webserver-2 is the source 

of performance deviation (PCA and WRAPPER methodologies pointed it out), which is correct, as 

a memory-bug was injected into webserver-2 for 30 minutes. 

Finally, we report the findings of Test 5 that was conducted on the performance counter logs of a 

large telecom enterprise. The performance analysts agreed to the authenticity of the reduced but 

important set of performance counters recommended by our methodologies (performance  
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Figure 6.8: Comparison of the Performance Signatures Crafted by Our PCA Methodology 

from the Enterprise Logs 

signature). They agreed that all the crafted performance signatures by our PCA methodology are 

a true representative of the SUT (i.e., signature size of 169 performance counter crafted by PCA 

which is 87% reduction in total performance counter size and signature size of 142 performance 

counter generated by WRAPPER which is around 2% smaller than that of PCA). 

 Figure 6.8 and Figure 6.9 are line plots that show a comparison between the important 

performance counters of the baseline load test with that of the other 4 tests. Test-B and Test-C are 

found to be very similar to that of the baseline Test-A. Test-D and Test-E are found deviated from 

the baseline, which confirms the findings of the performance analysts.  
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Figure 6.9: Comparison of the Performance Signatures Crafted by Our WRAPPER 

Methodology from the Enterprise Logs 

Table 6.6 and Table 6.7 provide the statistical evidence in support of the findings.  

Furthermore, our methodologies pinpointed the web server as the source of the performance 

deviation in both the Test-D and Test- E and again, the performance analysts acknowledged the 

findings of our methodologies. Once our methodologies pinpointed the culprit subsystem, i.e., the 

web server, the performance counters representing the deviated resource were further identified 

by comparing the signatures crafted by our methodologies for the web server of Test-D and Test-

E with that of baseline load test.  The Packet Outbound Discarded, Packets Sent/sec and Message 

Queue length performance counters were notably deviated from the baseline counters. It was 

found (explained by analysts) that the web server was unable to get a connection to the remote 

database server due to some network constraints, hence it was unable to write messages to the 
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store. This caused an enormous message queue build-up at the web server. Once the queue got 

full, the web server silently started to drop the messages without any notifications. This is a 

common behavior of a system during resource saturation or under stress. 

Table 6.6: Correlation between the Performance Signatures Created by Our PCA 

Methodology for the Load Tests Obtained From a Large Telecom Enterprise 

 Test-A Test-B Test-C Test-D Test-E 

Test-A 1 0.9603 0.9832 0.47418 0.1800 

Test-B  1 0.9777 0.45823 0.1376 

Test-C   1 0.43451 0.1292 

Test-D    1 0.2907 

Test-E     1 

 

Table 6.7: Correlation between the Performance Signatures Created by Our WRAPPER 

Methodology for the Load Tests Obtained from a Large Telecom Enterprise 

 Test-A Test-B Test-C Test-D Test-E 

Test-A 1 0.9702 0.9732 0.37418 0.1790 

Test-B  1 0.9778 0.45823 0.1359 

Test-C   1 0.42581 0.1392 

Test-D    1 0.2305 

Test-E     1 
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By pinpointing the mail server as the source of performance deviation in the load tests along with 

an indication of its deviated performance counters, the performance analysts were able to quickly 

piece together the cause of the performance deviation of the load test from its baseline test.  

 

 

 

 

 

Our methodologies can help performance analysts to automatically pinpoint the subsystem 

that is the source of performance deviation in a load test in limited time and without in-

depth domain knowledge. 
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CHAPTER 7 

INVESTIGATING THE PCA METHODOLOGY 

Our PCA methodology proved to be the most effective in detecting load test performance 

deviations among all the unsupervised methodologies proposed earlier in Chapter 4. The PCA 

methodology demonstrated equivalent deviation detection performance as that of WRAPPER 

methodology. However, performance signature size generated by PCA is marginally larger than 

the signature size crafted by WRAPPER.  

Never the less, we believe that practitioners are likely to adopt it, since it does not incur any 

overhead of labeling the performance counter logs (Pass/Fail). Practitioners seldom have time to 

carefully review and label every performance counter log. 

Since the underlying technique used by our PCA methodology is a black-box technique, i.e., 

Principal Component Analysis, in this chapter we dig deep into the inner working of our PCA 

methodology using a case study.  

 Case Study 7.1

The main goal of this case study is to see   k answers for the following four major concerns: 

RQ1. How sensitive is our methodology to small fluctuations in a load test data? 
 

RQ2. Can our methodology identify a load test with varying workload intensity? 
 

RQ3. How does the ranking of a performance counter evolve over time? 
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RQ4. Can we identify different phases in a load test?  

 Case Study Results 7.2

The systems studied in the case study are reported in Table 5.1 and Section 5.2 details them. In 

this section, we report our findings regarding the research questions: 

RQ1. How sensitive is our PCA methodology to small fluctuations in a load test data? 

Motivation: Each added feature in a system requires conducting various performance tests. 

Performance analysts compare the result of a test with similar other tests across various 

builds and versions of a system. This helps them to identify the performance gain/loss. A 

test repeated in a controlled environment may not produce 100% identical results. 

Statistical techniques are highly sensitive to minute fluctuation in data [94][100]. We 

incorporated statistical techniques in our methodology, which raise our concerns:  

I. Is our PCA methodology robust enough to provide consistent set of counter 

recommendation?  

II. Statistically, how identical are the recommendations? 

To date, there is no previous study suggesting PCA as a stable methodology to 

accommodate small variations in data. However, work conducted by Ahn and Vetter [119] 

suggests that PCA is an appropriate methodology that can deal with the large volume of 

correlated performance counter (hardware) data, as compared to machine learning 

techniques. 
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Approach: We conducted an experiment consisting of four runs of the same load test 

scenario with constant workload. We used the frame work of Thakkar et al. [64] to 

automate the tests and to ensure that the environment remains constant.  

Each test ran for two hours. We expected these four runs of test to be similar. Domain 

experts provided us with 25 performance counters of their own choice from the test. We 

applied our PCA methodology on the set of these 25 performance counters. 

Findings: Our PCA methodology suggested 15 important counters among the ones (i.e., 

provided by the domain experts). This is a 40% reduction in total performance counter 

volume. Domain experts agreed with the recommended set of counters. Among the 10 

counters removed, 7 of them were found to be redundant and 3 of them were removed by 

our methodology as noise. 

More importantly, our methodology suggested the same set of performance counters for all 

four tests.  

Table 7.1: Correlation Among Tests 

 Test-1 Test-2 Test-3 Test-4 

Test-1 1 0.999 1.000 0.996 

Test-2  1 0.999 0.993 

Test-3   1 0.996 

Test-4    1 
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We then plotted a line and a bar chart to compare the loadings (PCA weights) of important 

performance counter across all four tests as shown in Figure 7.1. Visual comparison of all 

four tests reveals them to be analogous. We statistically evaluate the performance of our 

methodology using a spearman’s rank correlation across tests. Table 7.1 shows the result of 

the spearman’s rank correlation as a correlation matrix. 

The result is based on the importance of performance counter variables at significance level 

alpha = 0.05. Tests 1 and Test 3 are found highly to be correlated. The spearman 

correlation coefficients in Table 7.1 are greater than 0.993 indicating that there is very 

strong correlation between the results of our methodology for all four tests. 

 

 

 

Table 7.2: Work Load Intensity 

Type Ext. Load Int. Load # of Tot Transactions/min 

1-X 1000 10 (%) 4800 

2-X 2000 20 (%) 6000 

4-X 4000 40 (%) 8400 

8-X 8000 80 (%) 13200 

 

 

The PCA methodology is resilient to small variations in performance counter data. 
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Table 7.3: Correlation Among X Loads 

 1X Load 2X Load 4X Load 8X Load 

1X Load 1    

2X Load 0.703 1   

4X Load 0.570 0.957 1  

8X Load 0.219 0.462 0.513 1 

 

 

Figure 7.1: Consistency among Tests 
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RQ2. Can our methodology identify a load test with varying workload intensity?  

Motivation: Performance engineers conduct stress tests to measure the performance of a 

system under extremes. One way to stress test a system is by pushing more load beyond its 

expectation. The rationale behind such kind of performance test is that some performance 

problems only manifest themselves under certain heavy workload intensities.  

Our PCA methodology has already identified tests repeated over similar scenario to be 

identical. Now, we are interested to find out if we can work our PCA methodology a step 

further, i.e., to identify test generated by same workload-mix but with varying intensity.  

We illustrate what we mean by this. For example, the load of an e-commerce website 

would contain information such as: browsing (40%) with a min/average/max rate of 

5/10/20 requests/sec, and purchasing (40%) with a min/average/max rate of 2/3/5 

requests/sec. In our experiment, we keep the workload mix (browsing (40%) and 

purchasing (40%)) constant, but we vary the workload intensity, i.e., rate (request/sec).  

Approach: We conducted our second experiment based on the stress tests. For these tests, 

the workload mix was kept constant; however we varied the load intensity to induce 

additional stress on the system. Table 7.2 lists the intensities of our stress tests. 

For each stress test 1X, 2X, 4X and 8X, we doubled the external load intensity, i.e., the 

number of transactions generated by the external load generator per minute. For internal 

load the ‘user activities’ on the enterprise application is doubled as shown in Table 7.3. The 

‘# of tot transactions/min’ lists the number of total transaction processed by the enterprise 

application for each type of stress test. We marked the important performance counters 
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obtained from the 1X stress test as our baseline counters and compared their values across 

the other X stress tests, like a performance analyst would do to compare the performance of 

a new load test to the performance of an old load test.  

Findings:  Figure 7.2 shows that by visualization, one can easily identify that 1X, 2X and 

4X stress tests are similar in nature, i.e., they share similar underlying patterns (graph 

trajectories) of counter importance. The 8X stress test has a high deviation from the others 

stress tests as seen in Figure 7.2 and evident from Table 7.3.   

 

 

 

Figure 7.2: Stress Test  
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Under 8X stress load, we noticed that the system showed abnormal behavior and produced 

an intolerable transaction response time. 

 

 

 

RQ3. How does the ranking of a performance counter evolve over time?  

Motivation: 8X stress test had a high deviation from other X stress tests in our previous 

experiment. One way to understand the rationale of such distinction across tests is to study 

the evolution of the performance counter importance over time. 

Approach: We compare the evolution of the important performance counters of 8X to that of 

1X test (most stable test in the experiment 2).  The performance counter logs are divided into 

multiple running segments over time to study the performance counter evolution. Each 

running segment is built on top of the previous accumulative segments, i.e., the segment 1X-a 

consists of the performance counters collected during the first 20 minutes of the stress test. 

1X-b consists of counters collected during the first 40 minutes of stress test, 1X-c for the first 

60 minutes and so on. 

The 8X stress test has 2 more running segments than the 1X stress test. This is because the 

8X stress test took 25% more time than 1X to finish, even when the load generators were 

stopped at the same point of time for both tests. The reason for this is that, 8X stress have 

extreme load intensity than 1X. This extreme load intensity caused intense queue buildup of 

user requests. It took more time for the enterprise system to process pending user’s requests  

Our PCA methodology can help performance analysts to identify and compare load 

tests with different load intensities. 

 



Chapter-7                          INVESTIGATING THE PCA METHODOLOGY                                      121 

 

      

   

 

 

 
 

 
Figure 7.3: Evolution of Performance Counter’s Importance 
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Figure 7.4: 8X Running Segments Vs Stress Tests 

in the queue and route them to the database server to commit transaction, despite load 

generators were stopped long ago. Figure 7.3 shows the evolution of the performance counter 

of the importance for both the 1X and the 8X tests.  

Findings: The Interesting findings for this experiment are: 

I. All the segments of 1-X follow the same line trajectory in Figure 7.3. No abrupt spike 

is seen for any performance counter in all segments. This confirms that the evolution 

of a performance counter importance is a gradual process in a load test.   

II. The long ramp-down phase was responsible for the divergence of 8X from other X 

tests. The ramp-down phase is also known as cool-down phase when the load 

induced on the system is gradually stopped. In Figure 7.3, the line trajectory of 8X-f  
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starts to noticeably depart from previous running segments. In parallel, the decrease in the 

importance of performance counters is observed. The segment 8X-f marks the time when the load 

generators were stopped. As the ramp-down or cool-down period of 8X progresses, the counter 

importance in the subsequent segments 8X-g and 8X-h gradually declines. The ramp-down phase 

of 8X is 75% larger than the other 1X test.  Once the domain experts saw the visualization of the 

evolution of counter importance in Figure 7.3, they were immediately able to understanding why 

8-X was way off as compared to other X-tests in experiment 2. We plotted the running segments 

8X- a, b, c and d (the first 100 minutes to eliminate ramp-down segments) along with the other X 

stress tests. The line trajectory of the 8X running segments and X stress test complimented each 

other to a level where they can visually be identified as similar as shown in Figure 7.4. Despite the 

system under extreme stress, we were able to identify the load/stress test of similar nature (same 

workload-mix) by filtering out the ramp down segments. 

 

 

 

 

 

 

 

 

 The evolution of a performance counter importance during a load test is a gradual 

process.  Different phases of a test bias the overall importance of a performance counter. 

Tests should be compared across their corresponding phases.  
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(a) 

 

(b) 

Figure 7.5: Segment Patterns throughout a Load Test 
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Figure 7.6: Equal Segments of Performance Counter Log 

RQ4. Can we identify different phases of a load test?  

Motivation:  From experiment 3 designed to answer RQ3, we concluded that the phases of a 

load test have a different impact on the importance of performance counters. Performance 
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system can sustain the workload. During this phase, the performance counters are normally 
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during which the load generator gradually stops injecting the workload and the resource 

utilizations gradually drop as the workload is winding down. Performance analysts are 

interested in knowing the important counters during warm-up phase that cause the resource 

saturation. Performance analysts are also interested in knowing the important counters during 

the cool-down stage, as this helps them to understand how quickly the system can recover 

from stress.  

Approach: We took the performance counter log for our 1-X stress test and divided it into 

six equal segments. Each segment of the test spanned exactly 20 minutes. Our intuition was 

to check the importance of the counters for all segments and find out if the performance 

counter importance values vary. We named the segments as 1X-a, b, c, d, e & f respectively 

as shown in Figure 7.6. We applied our methodology to rank important counter variables for 

each of the test segment. Our methodology recommended the same 15 counters across all 

segments; therefore, we did not have to establish a baseline segment. We compared the 

importance of the performance counters across all six segments as shown in Figure 7.6. 

Findings: At first we were surprised by the diversity of the results (line trajectories), which 

confirms to the findings of RQ3. We grouped together the segments that had similar counter 

importance pattern (line trajectory). Figure 7.5 shows that we were able to distil the two 

distinct patterns from all segments. We observed that the harmonized patterns shown in 

Figure 7.5 (a) belong to the segments where the system stabilized against the induced load. 

The two similar patterns in Figure 7.5 (b) belonging to segments 1X-a and 1X-f correspond to 

the ramp up phase, when the stress load was gradually being built up by external load 
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generator and ramp down phase when the stress load is being released from the system. The 

1-X stress load with low load intensity as compared to other X stress tests did not create any 

user requests queue at the application server; hence the stress load from the application server 

was released nearly in the same proportional to its built-up. Therefore, we find that both the 

line trajectory of 1X-a and IX-f in Figure 7.5 (b) are similar. We also notice from the figure 

that the line patterns diverge considerably at two points. In start of the trend, i.e., at counter 

‘C’ there is a ‘V’ shape dip and towards the end of line pattern for performance counter ‘N’ 

and ‘O’. Performance counter ‘C’ is enterprise application’s ‘Disk Transfer/sec’ which is the 

combination of disk reads and writes. We found out that when the stress load is being 

ramped-up, the enterprise system starts to receive an increasing number of request from the 

internal load generator and the utilization of disk ‘Writes’ to store the request increase. 

Whereas, ‘Reads’ from disk to process these requests are not rapid as compared to ‘Writes’ at 

that ramp-up phase. Thus, we see a sharp decrease in ‘Disk Transfer/sec’ counter. Vice-versa 

for segment 1X-f, we also see a sharp decrease in counter ‘C’ importance. On the other hand, 

the same effect is seen on the database server side in terms of counter variables ‘N’ and ‘O’ 

which represent the database server’s ‘Total Disk Writes/sec’ and ‘(Total) % Processor 

Time’.  

 

 
Our PCA methodology can distil different phases of a load and a stress test. 
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CHAPTER 8 

SUMMARY AND CONCLUSION 

This chapter concludes the thesis. The concepts presented throughout this thesis are summarized. 

The limitations and possible directions for future work are also presented. 

 Summary 8.1

Manually analyzing the load testing results for large scale systems is error-prone and inefficient 

due to the large volume of performance data and time pressure. Furthermore, limited knowledge 

of an analyst about such large systems under test may increase the difficulty of the analysis. In 

this thesis, we proposed a supervised (wrapper-based) and another unsupervised (PCA-based) 

methodology to automate the analysis of load test in large scale systems.  

Our methodologies select a subset (called signature) of performance counters for a load test. The 

signature acts as a unique fingerprint for the load test and compares it with signatures from 

baseline load tests.  

A large case study on a real world industrial software system as well as a benchmark open source 

system provides empirical evidence on the ability of our methodologies to uncover performance 

deviations in load tests. Detected deviations, in turn, help practitioners to reveal performance 

faults.  
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The results of our study also suggested that our supervised methodology is more effective and 

stable, while the size of its signature changes. However, the supervised methodology requires an 

overhead in labeling the baseline. 

 Limitations of Our Work 8.2

The work presented in this thesis has several limitations. In this section, we outline those 

limitations 

 Hardware Differences 8.2.1

 In practice, large scale systems have many testing labs (testbeds) to run multiple load tests 

simultaneously to speed up the testing. Labs may have different hardware. Therefore, if the 

baseline load test was conducted in one lab, and another similar load test, without any 

performance deviation, is conducted at different lab, our approaches may interpret them as 

deviated from each other. Recent work by Foo [86] proposes several techniques to overcome this 

limitation. 

 Multiple Faults 8.2.2

 Our methodologies are not able to distinguish between multiple types of faults or anomalies. Our 

approaches can only detect the occurrence of a deviation. The rationale for such deviation must be 

manually investigated. Nevertheless, as shown in Table 5.4 and Table 5.5, our approaches provide 

a limited set of counters to assist the practitioners when investigating such deviations. 
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 Sensitivity to Small Fluctuations 8.2.3

 Our approaches can potentially be very sensitive to small fluctuations in performance counter 

values. However, 2 to 3 percent increase in CPU utilization for a few minutes may not be 

considered as a performance violation by many experts based on their domain needs and may lead 

to false alarms.  

 Outlier Detection 8.2.4

The dimension reduction technique used by our unsupervised approach is PCA, which requires 

discarding low graded performance counter variables as noise, i.e. the counter variables that 

capture little variance across the principal components. Although, discarding low graded variables 

works in favor of constructing robust performance signature, such variables may be of an utter 

interest to analysts performing any outlier detection in a load test. 

 Baseline Tests 8.2.5

When a performance analyst load tests a new release of a system, he compares the performance 

counter logs obtained during the course of load test with that of a similar type of baseline load test 

or against predefined thresholds. He selects a few of the important counters based on his domain 

knowledge and expertise from the new load test and compares them with a baseline test using 

various plots[86][120].  

However, LSS are evolving at a fast pace and baselines rarely exist [25]. Products are 

continuously improved by adding or removing multiple features so formal thresholds are not 

readily available [25][121]. Analysts are in need of a mechanism that can guide them to 
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automatically detect the performance problem in the absence of baseline tests and formal 

thresholds. 

 Robustness of Results 8.2.6

The data reduction model unsupervised methodology is based on Principal Component Analysis 

(PCA). The result produced were up to the satisfaction of the enterprise experts. Using more 

complex techniques such as Naïve bays classifier and factor analysis may yield further 

improvement in suggestions provided by our methodology. 

 Threats to Validity 8.3

There are few threats to validity of the work presented in the thesis. In this section, we briefly 

highlight and present the validity threats. 

 Construct validity 8.3.1

Since our approaches are evaluated, mostly using injected faults, we tried to reduce the construct 

validity threat by being systematic with the fault injection process. Despites our careful fault 

injection mechanism, the types of the injected faults may not be fully representative of real faults.   

 Internal validity 8.3.2

The presented case studies required various sets of configurations (test environment settings), 

implementations (supervised and unsupervised signature generations), and data analysis (data 

handling and statistical analysis). Therefore, to reduce the internal validity threat we used existing 

frameworks (e.g., Thakkar’s framework for automating the load test executions), tools (e.g. Weka 
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[104] for implementing the wrapper based technique) and packages (e.g. R statistics packages 

[122] for PCA implementation study).  

 Conclusion validity 8.3.3

 One of the threats to the validity is the fact that we only take into account one baseline load test 

for each experiment. However, several baseline load tests are required per experiment before 

reaching statistically significant conclusions.   

 External validity 8.3.4

We used one large industrial and one open source benchmark application to reduce the threat. But, 

our approaches cannot be generalized to any other systems (e.g., scientific and batch system) 

especially in other domains without the replication of our various case studies. 

 Future Work 8.4

We believe that our thesis makes a positive contribution towards the goal of automatically 

comparing load tests. However, there are still many open challenges that need to be tackled in 

order to improve the load test analysis and root cause analysis. In this section, we provide future 

direction of our work along two frontiers. 

RQ1.   How can we support load test analysis in the absence of a baseline load test?  

Baseline load tests are model tests that have been rigorously analyzed by senior 

performance analysts in the past for any performance problems. This PhD thesis proposes 

ways to automate the load test analysis but it depends on baselines. Given the rapid 

evolution of LSS in terms of size and complexity (e.g., Facebook has doubled the size of 
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its data center within a year from 60,000 to 120,000 servers and continue to grow. 

Similarly, the collective server count of Microsoft, eBay, Yahoo and Amazon is over 

550,000 servers [10]), baselines rarely exist today. Products are continuously improved 

by adding or removing multiple features so formal thresholds are not readily available 

and correct and up-to-date documentation of the behavior of applications seldom exist in 

LSS evolving at a very fast pace.  

As future work, we need to characterize the normal behavior of a system by mining the 

performance counter logs and exploiting the stable relationship(s) between the 

performance counter values collected during load test. Stable relationships between 

performance counters exist in a well-behaved (normal) software system. For example, in 

a mail system e.g., Microsoft Exchange, performance counters such as Memory 

consumption, CPU and Disk utilization, and Message latency are strongly correlated to 

each other. Any change in the workload (i.e., incoming message/min) will have a 

calculated effect on the value of these performance counters with respect to each other. 

For example, for a workload (50 incoming messages/min), the values of performance 

counters (CPU, Disk, memory and Message processing latency) is always around (30%, 

40%, 20% and 1sec). A broken relationship such as sudden increase in Disk utilization 

(80%) under same workload marks an error/anomaly. Such an error/anomaly can be 

result of an unscheduled antivirus scanning of mail server, background on interfering 

workloads such as unplanned RAID construction or mail server replication during the 

course of a load test. 



Chapter-8    SUMMARY AND CONCLUSION 134 

 

      

   

 

 

RQ2. To what extent can historical information stored in performance test repositories be 

useful to understand the root cause of performance problem in a load test? 

This thesis presents methodologies to pinpoint the subsystems that are likely the real 

cause of performance deviations in a load test. Further, the methodologies help 

performance analyst when conducting root cause analysis. Nevertheless, performance 

analysts have to manually explore the root cause. Troubleshooting is an expert-intensive 

and time sensitive activity. The longer it takes to identify and solve a problem, the higher 

the cost. If the exact cause of the identified problem is known, corrective action can be 

taken immediately to ensure that the identified problem do no manifest again in a 

repeated load test. 

There exists a wealth of knowledge and experience of domain experts stored in 

performance repositories of LSS as performance reports of previously solved test runs. 

Working with Nokia, Gall et al. [123], Bell Labs and Avaya, Graves et al. [124] and 

Mockus et al. [125] demonstrated that historical information stored in software 

repositories can assist developers in understanding large systems and in building reliable 

software systems. On the same note, history can help in understanding the anomalous 

behavior of a load test by finding the load test results of previous, similar load tests stored 

in performance test repositories. These may help analysts to even zero-in on the root 

cause by finding previously solved load test cases. 
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